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Abstract
In recent years, precision agriculture and precision weed control have been
developed aiming at optimising yield and cost while minimising environmental impact. Such solutions include robots for precise hoeing or spraying.
The commercial success of robots and other precision weed control techniques has, however, been limited, partly due to a combination of a high
acquisition price and low capacity compared to conventional spray booms,
limiting the usage of precision weeding to high-value crops. Nonetheless,
conventional spray booms are rarely used optimally. A study by Jørgensen
et al. (2007) has shown that selecting the right herbicides can lead to savings
by more than 40 percent in cereal fields without decreasing the crop yield
when using conventional sprayers. Therefore, in order to utilise conventional spray booms optimally, a preliminary analysis of the field is necessary.
This analysis should determine which weeds are present in the field and
the density of those weeds so that herbicides targeting those weeds may be
selected.
Researchers have sought to detect and classify weeds and crops in images,
but studies are limited regarding the number of plant species that can be
discriminated and the flexibility of the camera setup.
In the present PhD thesis, requirements for the camera set-up are loosened,
allowing the use of consumer grade cameras or even cell phones for weed
species localisation and identification in images from conventionally grown
fields. In total 4 537 images have been collected over three growth seasons
from Danish fields. In these images 31 397 plants are annotated with names,
from which the 17 most frequent species are selected for automated classifiiii

cation. The automated classification consists of two steps: Initially, weeds
are located in images after which, the weeds are classified.
Three types of weed localisation approaches are tested: Two approaches that
perform a pixel-wise segmentation of plants, and one approach, that detects
regions in images containing weeds. Common for all three approaches is
that they aim at overcoming some of the challenges when working with images from fields: Namely changes in lighting, soil types, and plant stress due
to lack of nutrition. The first of the suggested approaches segments plant
material from the soil by using fuzzy C -means clustering combined with a
threshold value for each pixel, which depends on the neighbourhood pixels,
which helps to detect non-green stem regions. The second approach uses a
fully convolutional neural network for segmenting pixels in three categories:
Soil, weeds, and crops. The Neural Network is trained solely on modelled
images but can segment weeds from maize with an intersection-over-union
of between 0.69 and 0.93 for weeds and maize. Rather than segmenting
images, the third approach produces region proposals that indicate weed
locations in images. This method also uses a fully convolutional neural
network, that enables it to detect weed instances in wheat fields despite
occluding leaves.
The three methods for weed segmentation and localisation solve four problems in the field of camera based weed detection: handling of changing
environments, handling of non-green plant stems, segmentation of weeds
and crops that are overlapping, and instance detection in cereal fields with
occluding leaves.
Following the detection of the weeds, the weed species are to be determined.
For solving this problem, a convolutional neural network is used, which
classifies the weeds with an overall accuracy of 87 percent for 17 species
despite a severe degree of leaf occlusion.
Because of the ability to handle weed detection and classification in natural
environments, these methods can potentially reduce the investment of
farmers, and thus lead to a higher adoption rate than existing precision weed
control techniques, resulting in huge potential savings regarding herbicide
consumption.
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Resumé
I de senere år har præcisionslandbrug præcisionsukrudtsbekæmpelse udviklet sig med sigte på at optimere udbytte, omkostninger og samtidig minimere landbrugets miljøpåvirkning. Sådanne løsninger omfatter robotter til
præcis radrensning og sprøjtning. Den kommercielle succes af robotter og
andre målrettede ukrudstbekæmpelsesteknikker har dog været begrænset.
Dette skyldes delvist en kombination af en høj anskaffelsespris og lav kapacitet i forhold til konventionelle sprøjtebomme, hvilket begrænser brugen
af præcisionsukrudtsbekæmpelse til højværdiafgrøder. Ikke desto mindre er
konventionelle sprøjtebomme sjældent brugt optimalt. En undersøgelse foretaget af Jørgensen et al. (2007) har vist, at ved at vælge de rigtige herbicider
kan man opnå herbicidbesparelser på mere end 40 procent i kornmarker
uden at reducere høstudbyttet, når der anvendes konventionelle sprøjter.
Derfor, for at udnytte dette potentiale for konventionelle sprøjtebomme
optimalt, er en forudgående analyse af marken nødvendig. Denne analyse
bør afgøre, hvilke ukrudtsarter der er til stede i marken, samt tætheden af
disse, så herbicider målrettet mod netop disse arter kan vælges.
Forskere har tidligere forsøgt at detektere og klassificere ukrudt og afgrøder
i billeder, men studierne er begrænset med hensyn til antallet af plantearter,
der kan diskrimineres eller omstændighederne under hvilke ukrudtet kan
kan diskrimineres.
I nærværende ph.d.-afhandling, er kravene til kamera setuppet reduceret,
hvilket tillader anvendelse af almindelinge consumer kameraer eller endda
mobiltelefoner til lokalisering og identifikation af ukrudt i billeder fra konventionelt dyrkede marker. I alt 4 537 billeder er blevet indsamlet over tre
vækstsæsoner fra danske marker. I disse billeder er 31.397 planter manuelt
v

annoteret med navne, hvorfra de 17 hyppigste arter er udvalgt til automatiseret klassificering. Den automatiserede klassificering består af to trin: først
bliver ukrudt lokaliseret i billedet, hvorefter, ukrudtsarterne bestemmes.
1. Tre metoder til lokalisering af ukrudt testes: To metoder, der udfører en
pixelvis segmentering af planter, og én metoder, der registrerer regioner i
billeder, der indeholder ukrudt. Fælles for alle tre metoder er, at de sigter
mod at løse nogle af de udfordringer, der opleves ved billeder indsamlet i
marken, så som ændringer i belysning, jordtyper, og plantestress på grund
af næringsmangel. I den første af de foreslåede tilgange, segmenteres plantemateriale fra jorden ved hjælp af fuzzy C -means clustering, der kombineres
med en dynamisk tærskelværdi for hver pixel. Denne dynamiske tærskel
afhænger af omkringliggende pixels, hvilket gør metoden i stand til at detektere ikke-grønne stilke. Den anden metode bruger et fully convolutional
neural network til at segmentere pixels i tre kategorier: Jord, ukrudt, og
afgrøder. Det neurale netværk trænes udelukkende på modellerede billeder,
men bliver i stand til at segmentere ukrudt fra majs med et intersection-overunion på mellem 0,69 og 0,98 for ukrudt og majs. Istedet for at segementere
billder, giver den tredje metode forslag til områder i billeder, der indeholder
ukrudt. Denne metode bruger også en fully convolutional neural network,
der gør den i stand til at detektere ukrudtsinstanser i hvedemarker på trods
af overlappende blade, hvormed antallet af ukrudtsplanter kan tælles.
De tre metoder til segmentering og detektering af ukrudt løser fire problemer i kamerabaseret ukrudtsdetektering: håndtering af skiftende miljøer,
håndtering af ikke-grøn plantestængler, segmentering af ukrudt og afgrøder der overlapper hinanden, og detektering af enkelte ukrudtsindstanser i
kornmarker med overlappende blade.
Efter detektering af ukrudtet skal ukrudtsarterne bestemmes. For at løse
dette problem, er et convolutional neural network brugt, som klassificerer
ukrudtet med en gennemsnitlig nøjagtighed på 87 procent for 17 arter på
trods af variationer i miljø, kameramodeller, samt overlappende blade.
På grund af evnen til at håndtere ukrudtsdetektering og -klassifikation i
naturlige miljøer, kan disse metoder potentielt reducere den nødvendige
investering for landmanden og føre til en højere anvendelsesgrad end eksisterende metoder til præcis ukrudtsbekæmpelse, hvilket vil resulterer i store
potentielle besparelser i herbicidforbrug.
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1 Introduction

The aim of this project is to automatically detect and classify weeds in
images from fields. This is the first step of an automated precision weed
control system. Automatic detection of weeds is a well-established research
area with a big potential in precision agriculture. Nevertheless, there has
been limited success in the classification of multiple weed species under
natural field conditions, including overlapping plants. With recent advances
in convolutional neural networks, this dissertation demonstrates methods
that can classify weeds in field-images that are collected using consumer
cameras.
Controlling weeds is an important task in agriculture because weeds compete with crops in the field, contributing to a lower crop yield. The overall
loss of yield due to weeds is estimated to be more than 30% for wheat, rice,
maize, potatoes, soybeans, and cotton if weeds are not controlled (Oerke,
2006).
Today, the majority of European agricultural land is cultivated conventionally. Weeds are controlled chemically by applying herbicides to the field.
Weeds can also be controlled mechanically or thermally, but it requires
greater precision than chemical weed control, and consequently, the capacity is much lower. Moreover, the applicability of mechanical or thermal weed
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control is limited in cereal fields because the machines require a certain
safety margin to the crops, which is not practical as the crop row distance
is typically about 12 cm. Non-chemical treatment is, therefore, primarily
utilised in organic farmland, which only represents 6.3% of the total agricultural area in Denmark, and 5.9% in the European Union 1 (Eurostat, 2016).
On the contrary, chemical weed control is the preferred treatment by most
conventional farmers.
There is, however, a growing governmental pressure on farming, imposed
through regulations, to limit the usage of herbicides, because of the unwanted impact that the herbicides potentially have on the environment.
Additionally, the frequency of herbicide resistance is increasing (Gerhards
and Christensen, 2003; Heap, 2014) while the number of approved pesticides in the EU has been reduced by more than 50% since 1998 (Bielza et al.,
2008; Sanco, 2014). Therefore the farmer, according to The Council of the
European Union (2009), has to inspect his fields before spraying and only
use dosages targeted for the specific needs of his fields. Moreover, taxes
have been imposed upon the herbicides in order to limit the usage. Spraying fields can, therefore, be a costly affair, as for winter wheat, the price
of recommended treatments ranges from 202 to 922DKK/ha (27-124€/ha)
depending on the weed coverage2,3 (SEGES, 2016). Of these prices between
38% and 58% are taxes. The farmer therefore has a financial incentive to
weigh the cost of spraying against the increased yield of his fields.
Spraying fields can be divided into three degrees of precision, where not
only the herbicide savings, but also the complexity increases, the more precise the treatment becomes. The least precise treatment is uniform spraying
of the whole field with the same herbicide dose. Uniform spraying is the
typical approach used when controlling weeds, as this treatment requires a
minimal inspection, and works with all sprayers. Even when spraying the
field uniformly, however, herbicide savings are possible. By using conventional spraying methods combined with an optimised herbicide mixture,
Gerhards et al. (1997) and Christensen et al. (2003) show that the pesticide
usage can be reduced by 45 to 66% without reducing the crop yield.
The next degree of precision is patch spraying, where the field is divided
into smaller regions, and the optimal treatment is determined per region.
1 Based on 2015 and 2014 numbers

2 Provided absence of resistant weed species in the field

3 For fields that can be accessed at late autumn/early spring

2

This approach is seldom used today, but modern sprayers are able to mix
herbicides on-the-fly, allowing for patch spraying of the field. However, this
requires that a weed distribution map is available for the spray controller
so that it knows the optimal herbicide dosage at a given location. Timmermann et al. (2003) show that by dividing fields into grid cells of 7.5-15m,
savings of 54% can be achieved by turning the sprayer on and off based on
the weed density in the cells. Likewise, Gerhards et al. (2012) show that 40%
of three test fields have a weed density so low that the cost of weed control
is higher than the crop value increase.
The most precise degree of weed control is a per-plant treatment, where
each weed is detected and treated. This method will typically require an
online weed detection system and has nowhere near the capacity that the
other solutions have. In return, herbicide savings of more than 99% can be
expected (Graglia, 2004; Søgaard and Lund, 2007; ?).
Therefore, when the farmer is to spray his fields using a conventional sprayer,
it is necessary to know which weeds are in the field, and the density of the
different weed species, in order to determine what herbicides to choose. At
the same time it can be a laborious task to inspect the fields and determine
which weed species are present. Partly because it is time-consuming to go
through the field, partly because it requires knowledge of biological traits of
the individual weed species in order to distinguish them from each other. As
a result, many farmers, choose to use an agricultural advisor to undertake
this work. Yet, the decision on which herbicides to choose, is often based on
a regional recommendation by the local agricultural advisory centre.
In recent years, various projects have dealt with automated recognition of
weeds using cameras with the aim of developing new farming machinery
that can control the weeds more intelligently. This puts heavy demands
on automatic image analysis, which must be able to operate under uncontrolled field conditions.
The variance within the same weed species is a big challenge in the domain
of automated plant recognition. Plants are soft and sensitive to factors
such as wind, light, and nutrition, which have a visual impact on the plants.
Some species also change significantly through the different early growth
stages, making them hardly recognisable, as the plant will show only little
resemblance between the early and later growth stages, as can be seen for
the scentless mayweed in Figure 1.1. Moreover, at early growth stages, different plant species often look alike as the plants have not yet grown their
3
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Figure 1.1: Single scentless mayweed that has been tracked for the first two
weeks of growth (after Dyrmann and Christiansen (2014)).

true leaves, which are the leaves carrying most of the “visual identity” of
the plants. Therefore, the classification of weeds is further complicated.
Figure 1.2 shows examples of eight different species at early growth stages
that might be hard to discriminate for an untrained person.
When controlling weeds, it is necessary to apply herbicides at an early
growth stage in order to decrease the amount of herbicide needed. According to Aitkenhead et al. (2003), an automated system for weed detection
“must be able to identify weed species that are 7/21 days old, i.e. the time when
most post-emergence herbicides are most effective”.
Different methods for automated recognition of plants has been developed
with the aim of controlling weeds more precisely with a limited usage of
herbicides.
Among interesting weed recognition studies is one by Weis (2010), who
created a database consisting of more than 360 000 images of crops and
weeds obtained in greenhouses and fields. Plants from this database were
classified based on their species and phenological stage with high classification accuracies. Through this method, Weis was able to create weed
distribution maps that were used for site-specific spraying using a three-tank
GPS-controlled sprayer. Yet, Weis et al. reports that “The image processing
approach assumes that the plants can be separated in the image, but overlapping plants [...] cannot be distinguished using the shape information,
although it is possible to analyse that overlapping occurred”
Other researchers who have worked on multi-species weed recognition include Søgaard (2005) and Giselsson (2014), where Søgaard modelled plants
using active shapes, and Giselsson, like Weis et al., used shape based classi4

(a)

(b)

(c)

(d)

(e)

(f)

(g)

(h)

Figure 1.2: Different species that have many visual similarities at early
growth stages. (a) Field-pansy. (b) Chickweed.(c) Shepherd’s
purse. (d) Speed-well. (e) Fat hen. (f) Dead-nettle. (g) HempNettle. (h) Common Poppy.

fication.
Interesting weed recognitions projects have also emerged around the BoniRob
robot in Germany. By using images from this robot, Haug et al. (2014); Lottes
et al. (2016); and Potena et al. (2017) show how weeds can be discriminated
from crops even when plants are overlapping each other.
Even though research in precision weed control has been going on for a
long time, some tasks remain unsolved. Methods for weed recognition
that have proven capable of working with overlapping plants and changing
weather conditions have been limited to binary classifications of weeds
versus crops. Furthermore, current weed recognition methods have limited
conditions that they work under in terms of overlap between plants and
number of species that can be discriminated. In 2008, Slaughter et al. stated
that “The lack of robust weed sensing technology is the main limitation to
the commercial development of a robotic weed control system.”, which still
seems to be the case, even though research has progressed rapidly since
then.
5
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Most of current weed recognition methods are only able to differentiate
crops from weeds, which is sufficient provided that the weed control is to be
carried out mechanically or thermally. Nonetheless, the farmers’ preferred
way of controlling weeds in low-value crops like maize and cereal, is to
apply herbicides. When you are controlling weeds with herbicides, and you
have to decide which herbicides to use, it is necessary to know the species
and densities of the weeds. A discrimination between crops and weeds is
therefore not sufficient.
In Northern Europe4 , cereals5 are the primary crops, accounting for 52%
of the total crop area (Eurostat, 2016). Even though cereal accounts for
such a big part of the farmland, the number of systems that recognise
weeds in cereal fields is limited because of the fact that cereal is sown with
a row distance of about 12 cm. This poses a challenge, as cereal leaves
often overlap the weeds standing nearby, as shown in Figure 1.3, by which
individual weeds are hard to detect and classify.
In order to propagate precision weed control, it is, therefore, necessary to
increase the number of weed species that can be recognised automatically,
increasing the circumstances under which weeds can be recognised, and
making it economically attractive for farmers to adopt these new technologies.

1.1

RoboWeedSupport Project

Instead of developing new robots or machinery for conducting precision
weed control, the aim of RoboWeedSupport is to support the farmers’ current workflows. The farmer should, therefore, be able to use his existing
sprayer but utilise it better. Today, several Decision Support Systems exist,
which can recommend optimal herbicide dosages for a given weed population in a field. One such system is Crop Protection Online, which has
been shown to reduce the farmer’ herbicide expenditures by at least 40 %
compared to the average herbicide use according to the pesticide statistics
2003-2005 (Jørgensen et al., 2007). However, in order to use this system, it is
4 Countries defined as Northern Europe by the United Nations Statistics Division: Denmark,
Estonia, Finland, Iceland, Ireland, Latvia, Lithuania, Norway, Sweden and the United Kingdom
5 Barley, Durum wheat, Oats, Rye, Wheat and Spelt, maslin, Triticale, and other cereals n.e.c.
(buckwheat, millet, canary seed, etc.),
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Figure 1.3: Winter wheat samples from the image data used in this project.

necessary to inspect the field and assess the field’s weed population.
In RoboWeedSupport, the aim is to bridge the gap between the potential herbicide savings and the required weed inspections by using image analysis for
automating the weed inspection part. Thus, it will only be necessary to collect images from representative parts of the field, after which the computer
will determine which weeds are present in the field and which actions to
take for controlling the weeds. By combining an automatic, camera-based
weed recognition with a decision support tool, the farmer can get advice on
the optimal use of his equipment while saving herbicide.
A problem with precision weed control is that it requires large amounts of
annotated images for training the computer. The system is therefore initially
made as a human-machine cooperation when weeds are to be recognised
in the images. This means that the computer provides suggested species
for the depicted weeds, and an operator can accept the classification if they
are correct, or change them if there are errors. This ensures that the recommended treatment of the field is accurate while additional data is generated
for training the computer. Hence, the farmer will get an economic benefit
from herbicide savings, when collecting additional image data, despite the
fact that the computer is not fully trained.
As more data becomes available, the computer will get better at recognising
7
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weeds, and the operator will no longer be needed for correcting the computer’s misclassifications. The contribution of this thesis is thus a part of
the system for automatic recognition of weeds in images.
The RoboWeedSupport project was funded by a grant from the Danish
Ministry of Environment and Food of Denmark.

1.2

Contribution

The aim of this thesis is to investigate and propose methods for identification of weed species in RGB images. The suggested approaches seek to
classify plants in images collected in natural environments to show the discrimination strength and the degree to which the methods can be used as a
basis for herbicide application. This process includes detection and classification of plants at different growth stages and in various environments, as
well as overlapping plants.
Although camera-based weed recognition has been a popular research topic
for decades, it has not experienced widespread adoption in agriculture. This
is partly believed to be because of requirements for rigid camera setups or
robots.
Camera equipment requirements are therefore lowered in this project, and
the use of shades when taking images is eliminated, making it possible
to walk around the field and collect images with standard cell phones or
consumer cameras. It is believed that if a trained person can detect and
recognise plants in the image, the necessary information is present from
the image. Thus, it is a matter of developing robust algorithms in order
to extract this information and thereby increase the circumstances under
which weeds can be recognised.
The main achievements are:
• Building a data set of modelled images of overlapping plants, and
using them to train a convolutional neural network to segment real
images of maize and weeds.
• Demonstrating a weed instance detector that is able to detect weed
instances despite heavy occlusion in cereal fields.
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• Demonstrating a weed classification approach that uses a convolutional neural network to classify 17 weed species in various environments

1.3

Organisation of the Dissertation

The goal of the project is to create a system that can act as support for
farmers and agricultural advisers when deciding which weeds are present
in fields. At the same time, the system must be able to learn based on the
data that the farmer or the advisor generate when they annotate the field.
This dissertation is therefore structured in such a way that it supports the
processing workflow, which is data collection, detection of weeds in images,
and classification of weeds.
The dissertation consists of the following parts:
Part I: A detailed description of the image data that were collected and used
throughout the project.
Part II: The second part consists of three chapters that demonstrate three
different approaches for segmentation and detection of weeds. The
first approach uses a Fuzzy C -means segmentation method combined
with an adaptive threshold for segmentation of plant material from
soil, while keeping leaves connected. The second approach uses a
convolutional neural network for segmentation of weeds from crops,
which is trained on modelled images and tested on field images with
different degrees of overlapping plants. The third approach uses a
convolutional neural network for detecting individual weed instances
in cereal fields despite overlapping leaves.
Part III: This part demonstrates classification of weeds in images by using
convolutional neural networks and demonstrates performance for
non-ideal images in terms of image blur and overlapping leaves.
Part IV: Discussion, future work and conclusion.
Part V: Appendices containing an introduction to Convolutional Neural Networks, list of weed species, and image samples.
9
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Part VI: Publications and conference papers written and presented during the
course of the project.
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Data Material Part I
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Detecting and recognition of weeds at early growth stages under natural
fields conditions remains a research topic with unsolved problems. Weed
seedlings change appearance depending not only on growth stage, but also
on external factors such as wind, light, and nutrition, which means that
optimal detection and recognition algorithms should be able to cope with
these variations. Besides differences in the plant itself, various external
circumstances affect how individual plants appear in images. These may
be differences in soil type, such as sand, stones or dark soil. Furthermore,
the soil can be wet and covered with green algae. Lastly, shadows cast
by surrounding plants, and spectral reflections from plant leaves change
depending on whether it’s cloudy or bright sunlight. Researchers have,
therefore, experimented with different methods for limiting the environmental influence on detection and recognition of weeds by using different
camera technologies, artificial lighting, and shades. Most researchers have
used either RGB or NIR cameras or a combination of both. But others have
also used Multi-spectral cameras or time-of-flight cameras, and camera
configuration that allows for modelling plants in 3D.

RGB The primary advantage of RGB cameras is that they cover a wide
part of the visual light spectrum(~400nm to 650nm), which makes them
intuitive to humans as the human eye is sensitive to the same spectrum. Furthermore, RGB cameras are commercially available in many configurations
and grades, from low-end consumer cameras to expensive machine vision
cameras. RGB images for weed detection and classification have been used
as early as in 1988, where Thomas et al. (1988) demonstrated how subtracting the red colour channel from the blue colour channel makes it possible
to segment plant canopies from the soil background in well-lit conditions.
In 1995, Woebbecke et al. improved segmentation of plants from the soil
by using excess green weighting of red, green and blue colour channels.
Since then RGB images has been used by a range of researchers including
Hague et al. (2000), who used RGB images for row detection and crop/weed
segmentation; Søgaard (2005), who used active shape models to classify
weeds in RGB images; Neto et al. (2006), who classified weeds using Elliptic
Fourier features; Giselsson (2014), who used shape features derived from a
distance transform to describe weeds; Dyrmann and Christiansen (2014),
who used a variety of shape based features for describing weed leaves; and
Kazmi (2014), who used local feature descriptors for classifying thistle and
13
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Figure 1.4: Reflectance of green leaves and soil, (after Mulla (2013)).

sugar beet.

RGB and Near Infrared (NIR) NIR cameras are often used in agricultural
context because plants are highly reflective in the near-infrared waveband
compared to soil, which is less reflective as shown in Figure 1.4. In the red
colour band, however, the difference between plants and soil is less distinct,
with which the difference in reflectance in the red and near infra-red can be
used for producing grey-scale images in which green vegetation stands out.
NIR cameras are, therefore, often used in combination with RGB cameras in
two-band configurations together with a red colour-channel.
In 1983, Horler et al. described how the “red edge” between the red and
near-infrared colour band are useful for determining chlorophyll content in
plants. Since then, the red edge has been used successfully for segmenting
vegetation from soil in many studies including Weis and Gerhards (2007);
Weis and Sökefeld (2010); Kim et al. (2010); Laursen et al. (2014); Haug et al.
(2014); and Lottes et al. (2016).

Multispectral Extending from only four colour bands, hyperspectral imaging has also been utilised in the domain of plant recognition and classification. Slaughter et al. (2008b) uses hyperspectral imaging for distinguishing
chrisphead and leaf lettuce from shephard’s Purse, common groundsel, and
14

sowthistle in the waveband from 384nm to 810nm, by which they can discriminate crops from weeds with an accuracy of 90.3% by only comparing
the reflectances of the plants. Likewise, in 2013, Herrmann et al. also used
hyperspectral imaging to discriminate wheat from dicot weeds, grass weeds,
and soil, thus demonstrating “that high spectral and spatial resolutions can
provide separation between wheat and weeds based on their spectral data”

Multi-view So far the described methods are only working in 2D. Several
studies, however, show the potential of expanding into 3D. Thus, Chapron
et al. (1993) use stereo images for modelling maize plants, while Nguyen
et al. (2015) use a setup consisting of 32 moving cameras two extract features
from tomato-plants, which correlate with sweetness of tomatoes.
Stereo images are mostly used for large plants, as a texture is required in
order to match multiple images. Seedlings do, however, often have homogen
surfaces on the leaves, which makes it impossible to reconstruct the 3D
structure. Moreover, many seedlings are often so small when controlling
weeds that only little extra information can be gained by going from 2D to
3D.

Time-of-flight Time-of-flight cameras are active cameras that measure
distances by transmitting a grid of NIR beams, and measure the time until
reflections are received. Kazmi (2014) uses time-of-flight cameras to detect
3D structures that can be used for separating overlapping weeds. Klose
et al. (2011) show that time-of-flight cameras can be used for phenotyping
of maize plants under outdoor conditions, while Kazmi (2014) shows that
time-of-flight cameras have poor performance in sunlight, and they also
have a poor resolution compared to stereo images.

Laser line scan A resent study by Strothmann et al. (2017) demonstrates
an active weed detection setup, in which red, green and blue lasers lines
are projected onto the ground, allowing for an RGB camera to extract 3D
information based on the deformation of the projected light. Hereby Strothmann et al. are able to discriminate weeds from carrot and corn salad with
misclassification rates below 15%.
15

Shades and artificial light When collecting images in strong sunlight, undesirable shadows can occur. These shadows can make it difficult to detect
textures correctly, and also make a wide dynamic range of the camera required in order to detect details in highlight and shadow areas of images.
Therefore, artificial lighting and shades are often used to create a controlled
environment in the field. Among studies that uses this approach are Slaughter et al. (2008b); Midtiby et al. (2011); Haug et al. (2014); Laursen et al.
(2016), and Strothmann et al. (2017).
Current methods for detecting and classification of weeds are limited in the
sense that they either use high-end machine vision cameras or rigid setups,
including artificial lighting and shading. In this study, the aim is to explore
if it is possible to develop an automatic detection and recognition of weeds
that works for a broad range of camera models in natural environments,
thus bridging the gap between research and adoption in agriculture by
lowering the required investment in new camera equipment. The camera
models used here will, therefore, include different types of commercially
available RGB cameras in various gradings from low-end mobile phones to
a high-end machine vision camera.
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In this chapter, the image material that is used for the following analysis
is described. The image material consists of image data collected in this
project, but also images from previous projects. The image material that is
collected during this project consists of two datasets, one of which contains
images obtained by plant production consultants with hand-held cameras,
while the other dataset contains images collected with a fixed camera set-up
that is mounted on an ATV (All-terrain vehicle). In the rest of this thesis, the
data set consisting of images from the hand-held cameras will be referred
to as Manually Collected Images, while the images from the camera on the
ATV will be referred to as High-speed Images. Common for all images is that
they are photographed vertically towards the ground.

2.1

Manually Collected Images

One of the goals of this project is to reduce requirements for cameras, so that
it is no longer necessary to use expensive machine-vision cameras, such
as multi-spectral cameras and NIR cameras for detecting and recognition
of weeds. Instead, the aim is to allow the use of regular consumer cameras
with RGB sensors as they are inexpensive to purchase and most farmers already have a camera-cellphone or compact camera available. Furthermore,
17
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allowing the use of consumer cameras for collecting images paves the way
for making the outcome of the project commercially attractive to farmers.
However, even though the aim here is to make it possible to use various
camera models, we initially decided to go only with the camera in a Nokia
1020 cellphone, which in 2014 was state-of-the-art in mobile cameras. The
rationale was that within a few years the quality of the images from most
mobile cameras would match the quality of the images from the Nokia 1020.
If the automatic plant recognition could work on a Nokia 1020, there will,
therefore, be a high probability that it will also get to work on other phones.
The consultants who participated in the image collection, however, had a
desire to use their own phones for taking pictures. Therefore it was decided
to allow images captured with any phone or camera if it was verified that
the images from the given camera models were of high enough quality. This
verification should ensure that the resolution of the images was high and
that the images were sharp enough that plants were easy to recognise in the
images.

Counting frame A fixed measure in the images is necessary in order to
determine the sizes of plants in the images for which reason a grey counting
frame was constructed. Agricultural consultants are used to using counting
frames when determining the weed pressure, and thus using a counting
frame was part of their standard workflow. The counting frame is 500 mm ×
500 mm. This size is chosen as we were able to recognise weeds with our
own eyes in the images, when the counting frame fills the entire height of
the image, as illustrated in Figure 2.1b. At the same time the frame has a
manageable size, enabling the consultant to bring it with him when making
a visual inspection of the field by foot.

Image test plate The qualities of many cell phone cameras are not sufficiently high to be used with the counting frame, as the plants cannot be
distinguished when the cameras are so far from the ground that the images
cover the entire counting frame. However, the cameras can be used if only
the camera is moved closer to the ground. Therefore, an image quality
test plate was made, which allows for the consultants to test the quality of
the cameras when they are in the field. The plate, which can be seen in
Figure 2.2, is equipped with lines that gradually become narrower. If the
18
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(a)

(b)

Figure 2.1: Image acquisition using counting frame.

lines are still distinguishable between 12 and 13 on the scale, the image
is sharp enough for trained persons to recognise weed species. The user
can therefore take photos of the plate in different heights in order to find
the right height to use for the following images. When taking the following
images, the user can omit the test plate, while maintaining the camera at
the same height. In addition to the lines for determination of the sharpness,
the test plate is also equipped with a bar code that allows for detecting the
test plate in an image automatically. If the test plate is detected, two round
markers make it possible to automatically determine the size of the plate
and, consequently, the scaling of the image.
When the images were collected for this project, the aim was to obtain a
large number of different weed species with a big variation in appearances.
Consultants would therefore choose to take pictures at locations in the
field with a high weed density or with different weed species, rather than at
random locations in the fields. This approach was chosen as it is believed
that having big variations in the training data will make future classifications
more robust and thereby increase the precision of weed recognition.
The Manually Collected Images are used in Chapter 3 and 4 about plant
segmentation, and Part III about classification of weeds.
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Figure 2.2: Test plate used for detecting image sharpness. The barcode helps
detect the plate in an image and the round markers are used for
detecting the ground-resolution of the image. The plant samples
are printed in 1:1 scale in order for them to be used as a visual
guidance for the optimal height.

2.2

High-speed Images

During the RoboWeedSupport project, it became clear that using images
from hand-held cameras is a barrier to achieving a high image capacity
and thereby a more precise estimate of the weed densities in the field. The
goal of RoboWeedSupport is to bridge the gap between field inspection
and the decision support systems, but using hand-held cameras is timeconsuming and inefficient when images are to be collected in a small time
window before conducting weed control. Therefore, a solution consisting of
a high-speed camera mounted on an ATV was developed, allowing for short
exposure times and fast image collection. The high-speed camera (Point
Grey, GS3-U3-51S5C-C) was equipped with a powerful ring flash (AlienBees,
ABR800) in order to keep the exposure time low and thus reduce motion
blur when driving at high speeds. The camera and flash unit were mounted
with suspensions in an aluminium frame, in order to dampen shocks and
vibrations. The ATV and camera are shown in Figure 2.3 together with a
sample image. This set-up allows for short exposure times, enabling the
camera to record images with a horizontal velocity of up to 50km/h.
In order to trigger the camera, the camera was connected to an embedded
Linux computer (Nvidia TX1), which receives the current position through
an RTK GNNS receiver. When the distance since the last triggering of the
20
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(a)

(b)

(c)

Figure 2.3: (a) The ATV mounted up with camera and RTK GNSS. (b) Camera
after mapping a wet field. (c) Sample image acquired at around
45km/h.

camera exceeded 10 meters, the camera was retriggered. The camera was
mounted so that it covered approximately 0.25m2 on the ground. The exposure time was 20 microseconds, and the image resolution is 2048×2448px,
which means that with a speed of 50km/h, the motion blur amounts to only
0.80px in the centre of the image. A total of 9 274 images from 91.2 Ha were
collected in a little less than 130 minutes.
The images collected using the high-speed camera are used in Chapter 5,
which treats weed instance detection in cereal fields, and in Part III, which
deals with classification of weeds.
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2.3

Annotation

The aim of the project is to create a system that based on images can help
the farmer to determine the weed population in his field. The weed population can then be coupled with a decision support system, which determines
whether the field should be sprayed, and if so, which herbicides to choose.
Such a decision support system could be Crop protection-online (Institut
for Agroøkologi, Aarhus Universitet and SEGES, 2016), which is basing its
herbicide dose recommendation on about 30 000 dose response curves for
different herbicides and weeds in various crops. Crop protection-online currently covers 107 different weed species, which would need to be recognised
by the computer in a fully-automated setup. In order to train the computer
to identify these plants, it is necessary to obtain a vast amount of annotated
data. Therefore a website has been made by a partner company, I*GIS, on
which plant production consultants can upload and annotate images. The
annotation is carried out in two steps: The first step is to mark plants in
the images, where the second step is the naming of the marked plant. This
partitioning of the annotation process in detection and species determination allows for persons without experience in plant recognition to make the
markings of the plants in the images, focusing the resources to persons able
to determine the species of the plants to the species identification part.
The marking of the plant is carried out by drawing lines on the plants in the
images using a virtual drawing tool. The drawing should cover the entire
plant and only touch other plants if it is unavoidable because of overlapping
leaves. In the subsequent species determination of the plants, all of the
marked plants in a given image are presented to the user, who can then
specify the species of them individually.
However, it has turned out to be difficult for the consultant to determine
to which of the 107 different weed species, a plant belongs, which will be
discussed in Section 2.5.
For some of the plants, for which it is hard to identify the species, it may
still be possible to determine the plant family. This is often the case for
grasses that can be difficult to distinguish at early growth stages, but also
seedlings that have not yet developed their true leaves. Therefore, eight
plant groups are introduced, to which plants can be annotated if it is not
possible to determine the exact species of the plants. These groups are
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listed in Table 2.1. A full list of observed plant species and their Latin names,
Danish names, German names, and EPPO codes can be found in Appendix B
on page 162.
Table 2.1: When annotating plants the user can choose from the one of these
plant-groups if the species of the plants are hard to determine
Knotweed
Mayweed

2.4

Narrow-leaved grasses
Broad-leaved grasses

Cabbage family (Brassicaceae)
Euphorbia (Spurge)

Cereal
Speedwell

Data variety

The datasets from the hand-held cameras and the ATV mounted camera
consists of 13 976 images of which 4 537 images contain annotations. The
4 537 images with annotations have been collected over 63 days distributed
over three growth seasons. As mentioned earlier, these images are collected
using different camera models, after which the plants are manually annotated in the images. This has resulted in a total of 94 236 plants that has
been marked in the images, of which 31 397 plants are named. Samples of
the most common species can be found in Appendix D on page 168.
The 31 397 plants that have been annotated with names cover 83 different
species. Many of these species are observed only a few times, so there are
on average 378.3 plants per species. A list of all species, and their English,
Latin, Danish and German names are found in Appendix B. A summary
of all species with more than 50 observations is shown in Figure 2.4. Figure 2.5a shows the total number of observations of a given species. However,
a high number of observations does not mean that a wide variety of the
appearances of the given species is covered, as the many observations can
originate from only a few fields, in which the plants have had similar growth
conditions.
Figure 2.5b shows the number of fields in which a given plant species has
been observed. A field is counted once for every day images have been
acquired in it. This means that if a field is photographed one day the first
year and one day the following year, it counts as two fields.
If a plant species is observed in multiple fields, it could indicate that there is
a big variation in the visual appearance of this species. However, the total
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number of fields in which a species is observed does not directly indicate
the variation of those plants: One could imagine that a given species is observed in many fields, but a single field accounts for 99 % of the observations.
Therefore column (c) and (d) in Figure 2.4 show the mean number of observations per field, and the coefficient of variation of the number of plants of
a given species. The coefficient of variation is the ratio of the standard deviation of the number of observations per field relative to the mean number
of observations per field. A low coefficient of variation indicates that there
is a uniform distribution of the number of observations in fields, whereas a
high coefficient of variation shows that few fields account for most of the
plants of a given species. Species with a high coefficient of variation are
therefore likely to cover only part of the within-species variation, as plants
from single fields tend to be at the same growth stage. Especially rapeseed
and speedwell are observed in large numbers, but only a few fields account
for most of the observations.

2.4.1 Cameras
In total 11 different cameras are used for collecting images. These camera
models comprise of four consumer cameras, five cell phone cameras, one
machine-vision camera and one drone camera. Most of the annotated
plants are, however, from images collected from six of the cameras, while
five cameras account for only a few of the annotated plants, as can be seen
in Figure 10. The main part of the annotated images comes from a Canon
Powershot A2600, Nokia 1020, Point Grey Grasshopper 3, Samsung GT-I9195,
Samsung NX1000, and Sony D5503.
These six cameras cover consumer cameras, mobile phones, and a machine
vision camera, and there is, therefore, a wide span of image sensors and
optics represented in the data set, which can be used to clarify the ability
of an algorithm to work for different camera types. Figure 2.5c lists the
resolution of all the images, which shows that the image resolution ranges
from 5 Megapixels up to 38 Megapixels. The images are taken with different
ground resolutions, and there is thus no direct scaling relationship between
the images. The scaling can, however, be determined as the images that
are taken before April 2016 contain a counting frame measuring 1/4 m2 ,
and the images taken subsequently contain a plate which can be detected
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No. of fields
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Species

Total
Field Pansy
Oil-seed Rape
Fat-Hen
Speedwell
Wheat, volunteers
Knotweed
Narrow leaved grasses
Common Field-speedwell
Common Chickweed
Dead-nettle
Sherpherd´s-Purse
Mayweed
Common Fumitory
Broad leaved grasses
Maize
Cranesbill
Cabbage family
Hemp-Nettle
Perennial Rye-grass
Black-Bindweed
Common Poppy
Annual Meadow-grass
Wall Speedwell
Knotgrass
Creeping Thistle
Redshank
Field-Forget-Me-Not
Pale Persicaria
Cleavers
Cereal
Corn Spurrey
Annual Nettle
Mugwort
Common Stork's-bill
Smooth Meadow-grass
Red Clover
Scentless Mayweed
Sow-thistle
Coltsfoot
Field Horsetail
Field Bindweed
Rough Meadow-grass
Barley, volunteers
Ivy-leaved Speedwell
Black Nightshade
Bugloss
Soldier
White Clover
Dandelion
Couch-grass
Corn Chamomile
Charlock
Corn Marigold
Cornflower
Fool´s Parsley
Curled Dock
Broad-leaved Dock
Field Penny-cress

Figure 2.4: (a) Total number of observations for the species that has been
observed more than 10 times. (b) the number of fields in which
a given species has been observed. (c) the average number of
plants for the fields in which a species has been observed. (d)
the coefficient of variation.
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and the scaling can be determined. Figure 2.5d shows a histogram of the
estimated ground resolutions. Most of the images have ground resolutions
between 4 px/mm and 12 px/mm, hence, there is an approximate factor of three
difference between the images with the lowest ground resolution and the
images with the highest ground resolution. Figure 2.5b shows the number
of plants that have been annotated in images, grouped by the months where
the images were collected. The graph shows that most images are collected
in May and June; the time at which weeds are controlled in both maize and
cereal fields. The annotations made in October are all from cereal fields.
Samples from both the Manually Collected Images and High-speed Images,
showing the variety of the data can be found in Appendix D.
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Figure 2.5: Statistics of the collected images. (a) Number of annotated plants for the 11 camera models. (b) Number of
annotated plants per month during the growth seasons from 2014-2016. (c) Resolution of the original images.
(d) Ground resolution of the annotated plants.
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Most of the images taken with mobile phones and all images taken with the
ATV mounted camera are geotagged. Because of the geotags it is possible to
group images based on the fields in which they are taken. This is by using
the Danish Field Database, whereby the treatment for a particular field can
be determined from those images. Furthermore, the geotags make possible
to map the weed density in the fields, given that the image density is high,
which is primarily the case for the images taken with the high-speed camera.
Figure 2.6 shows how the 4 121 images that are georeferenced are distributed
in all parts of Denmark.
The images are spread geographically and temporally, which provides the
basis for a representative dataset. The images collected with hand-held
cameras are also spread across the fields, so the variations within fields
are covered. In spite of this, it is not guaranteed that the images are representative of the individual fields as you tend to sample images at locations
with many weeds when using hand-held cameras. This, in turn, has the
advantage that more weed samples are collected. By contrast, the images
obtained with the ATV-mounted camera are sampled with a fixed sampling
distance, ensuring a representative dataset for the individual fields. However, the sample density is much larger for the images collected using the
ATV-mounted camera, which can lead to a bias in the overall dataset against
the species detected in fields photographed using the ATV-mounted camera.
The variety of the collected images, helps testing the robustness of the weed
detection and classification methods that are demonstrated in the following
chapters.
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Jutland

Funen

Zealand

Figure 2.6: Geographic distribution of geotagged images. However, only
4 121 out of the 4 537 images are geotagged. Most of the remaining images originate from Zealand.

2.5 Evaluation of Intra-variability Between Annotations
Content of this section appears in the following publication:
Dyrmann, M., & Midtiby, H. S. (2016). Evaluation of intra variability between annotators of weed species in color images. In
CIGR2016 AgEng conference (Vol. 14, pp. 1–6).
When training a supervised classifier to recognise weeds, such as a neural
network or support vector machine, you need images of known weeds.
These images of weeds can be obtained for example by sowing the weed
seeds, which means that the weed species are known. Alternatively, images
of weeds can be collected from the field, after which agriculture consultants
determine the species of weeds in the images. Usually, we assume that the
annotations made by the consultants are correct, but in the latter case, there
is some uncertainty associated with the recognition. This is because the
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plants may be unknown to the consultants or can be hard to recognise as the
consultants do not have the opportunity to inspect the weeds from different
angles as they usually have the possibility to do in the field. Consequently,
the automated weed discriminating model based on this data will be less
precise. Despite these uncertainties, such annotated data is often being
used as ground truth for classification of plants.
Here, we will compare how much variation there is in the annotations from
eight consultants who have annotated the same images of weeds from a
maize field. Two or three consultants have annotated each image, but since
the ground truths for these images are unknown, it is not possible to tell
how often the consultants are correct in their annotations. Instead, we show
how often the consultants disagree and the variations in their annotations,
which still is useful for determining how much confidence should be given
to an automated classification based on these annotations.
The data material that is used for this study is part of the Manually Collected
Images described in Section 2.1. The part of the data set consists of 47
high-resolution images from a Samsung NX1000 camera that was collected
on a single day in June 2014. The images in this data set are generally of
better quality than the other Manually Collected Images. From these 47
images, about 3 350 weed objects have been segmented manually. These
weeds cover the growth stages primarily from BBCH 12 to 14 (Meier, 2001).
Samples from these images are shown in Figure 2.7.

(a)

(b)

(c)

(d)

(e)

Figure 2.7: Samples of images used for comparison of how often consultants
annotate weeds identically.
The 47 images were then divided between the eight consultants so that each
image were given to three consultants. The allocation of consultants dealing
with the same images was structured so that each of the consultants would
annotate against each of the other consultants at least six times. All weeds
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were already marked in the images, and thus the task for the consultants
was only to label the marked weeds with the right species.
When annotating the weed images, the consultants could choose from more
than 100 different weed species, as described in Section 2.3. Of all the weed
that were marked in the images, 4 336 have been annotated with a species.
These 4 336 annotated weeds are distributed among 29 species, as shown in
Figure 2.8. Here it is seen that field pansy and knotweed account for most of
the annotated plants in the images, while 14 species are detected less than
ten times.
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Figure 2.8: Number of annotations for each plant species in the test of intravariance between consultants. As each plant has been annotated
by multiple consultants, it can contribute to more species in the
plot (log scale).
Since we have no ground truth data to evaluate how often the consultants’
annotations are correct, we have chosen a strategy where the consultants
take turns to make a reference annotation and one of the other consultants
annotate the same image, which shows whether the consultant agrees with
the reference annotation. The results of this pair-wise annotation are shown
in the confusion matrix in Figure 2.9. The numbers on the diagonal in
Figure 2.9 indicates the number of times, where two consultants agree on a
given annotation, and the off-diagonal numbers indicate the annotations
for which there is inconsistency between the two annotators. The figure
shows that 88% of the annotation pairs are on the diagonal, which means
that when one consultant annotate a plant, another consultant agrees on
the given annotation in 88% of the cases.
31

annotatedspecies

Chapter 2. Image Data

Spurge
Speedwell
Sherpherd´s−Purse
Scarlet Pimpernel
Nipplewort
Narrow leaved grasses
Mayweed
Knotweed
Hemp−Nettle
Greater Plantain
Fool´s Parsley
Field Penny−cress
Field Pansy
Field−Forget−Me−Not
Fat−Hen
Dead−nettle
Dandelion
Creeping Thistle
Corn Spurrey
Common Poppy
Common Fumitory
Common Chickweed
Cockspur
Cleavers
Cereal
Cabbage family
Bugloss
Broad leaved grasses
Broad−leaved Dock
Black Nightshade

3
3

14

2

1

1

1

1

4

94
1

11

7

4
1

1

5

2

1

5 272
1

60

1

5

1
6
61

1

2

2

3

5

1
1

1

1

12

9

1

1

3

472

3
1

2
4

4
1

1

6

1

1

1

4

6

1

1

1

28

1

1

307
26

1

15

1

3

2 2686

1

65

3

108 1

3

83

1
3

6

1

2

7 100 1
10

11

2

1

15

1

12

3
2

1

3

1

2

1
3
9

1
1

2

1

1

3
10

1
1

6

8

1
1

1

43

4

3

1

112

1

1

1
61

8
2

1

1

Spurge
Speedwell
Sherpherd´s−Purse
Scarlet Pimpernel
Nipplewort
Narrow leaved grasses
Mayweed
Knotweed
Hemp−Nettle
Greater Plantain
Fool´s Parsley
Field Penny−cress
Field Pansy
Field−Forget−Me−Not
Fat−Hen
Dead−nettle
Dandelion
Creeping Thistle
Corn Spurrey
Common Poppy
Common Fumitory
Common Chickweed
Cockspur
Cleavers
Cereal
Cabbage family
Bugloss
Broad leaved grasses
Broad−leaved Dock
Black Nightshade

referencespecies

Figure 2.9: Pairwise annotations of plants. The annotations take turn at
being reference and the annotations given to the same plant by
the other consultants are marked as “annotated species”.
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2.6. Additional Image Data
After the end of the RoboWeedSupport project, Rikke Kyhn from Landbrugsrådgivning Syd, one of the agricultural consultants, wrote the following
about annotating weeds on the computer:
“Everybody (Editor’s note: at Landbrugsrådgivning Syd) agreed that one’s eyes
get tired - and suddenly it is hard to identify the weeds. This was certainly
not appropriate since it was a vital and fundamental process to “feed” the
computer with as many correct images, as possible[...] and finally, it could
be difficult to distinguish speedwell from field pansy. It does not happen in
the field. Firstly, you can turn the plant when you physically have it in your
hands - and secondly, there is a colour difference that does not appear on the
screen”.
This means that the annotations of some species might not be perfect, and
that errors should be expected, when using the data for training the computer. Consequently, a perfect, automated classification will be categorised
as imperfect when using these annotations for validation.

2.6

Additional Image Data

Besides the images that are collected as part of the RoboWeedSupport
project, images from six other data sets are used in the analysis. These data
sets comprise of images of weeds described in Dyrmann and Christiansen
(2014), which consists of 12 plant species that are grown in greenhouses
and photographed every other day for two weeks. The images are used in
Chapter 4 on semantic segmentation of images. In Chapter 4, 1 698 images
of weeds and crops from Giselsson et al. (2013) are also used together with
images of nine hand-segmented weed species from Søgaard (2005), and
images of single weeds from Aarhus University - Department of Agroecology
and SEGES (2015). Images from Scharr et al. (2014) and Minervini et al.
(2013), which contain hand segmented images of two weed species are used
in both Chapter 3 and 4; and finally, images from Haug and Ostermann
(2015), which contain hand-segmented weeds in sugar beet fields, are used
in Chapter 3.
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Plant Segmentation and Part II
Instance Detection
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(a)

(b)

(c)

(d)

Figure 2.10: Levels of segmentation and detection for overlapping plants.
(a) Reference image containing three overlapping weeds. (b)
Vegetation is segmented. (c) vegetation is segmented and individual plants are isolated. (d) individual plant instances are
detected.

In order to classify plants in images, it is often necessary to first locate where
in the images, the plants are. Localisation can be divided into two different
classes, one of which is pixel-wise segmentation, and the other is a region
proposal, which only indicates where in the image an object is, without
being able to tell exactly which pixels that are in question. In the following
chapters, we will refer to the two methods as plant segmentation and plant
detection.
Both segmentation and detection have a subcategory that focuses on segmentation and detection of individual plant instances, rather than just
determining if an area contains plants or not. If for example, two plants are
touching each other, the instance segmentation will be able to tell that there
are two plants, and it will determine which pixels belong to each of the two
plants. Likewise, instance detection will be able to tell where in the image
plants are located, but also be able to mark each plant separately. Which
of the localisation methods that is necessary depends on the subsequent
treatment of the localised plants. If the goal is to determine the optimal
herbicide mixture for a given field, each weed instance must be detected,
as the optimal amount of herbicide is based on the weed count. On the
contrary, if the aim is to control the weeds mechanically, the exact pixel
location of either weeds or crops instances must be known, but instance segmentation is not necessary. The concept of instance detections is illustrated
in Figure 2.10.
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Various methods for classification of weeds involve different requirements
for the quality of the segmentation. If the goal is to use shape-based features to determine which species a plant belongs to, it is necessary for the
segmentation to preserve sharp edges in the segmented image (Dyrmann
and Christiansen, 2014). For other tasks, the requirements for the quality of
the segmentation is of less importance. This is the case for the research by
Peña et al. (2015), in which the spatial position of objects in the segmented
image relative to the crop rows determines whether an object is classified as
weed or crop.
The usefulness of a segmentation method depends on the ability to handle
various images and to which extent the segmentation can adapt to environmental factors such as changes in lighting, shadows and soil type. Intense
sunlight can for instance cause plants to cast dark shadows resulting in a
need for high dynamic range imaging in order to capture details in both
highlight and shadow areas. In 2000, Tang et al. claimed that this challenge
remained unsolved: “Despite the large number of segmentation techniques
presently available, no general methods have been found to perform adequately across a diverse set of imagery under variable lighting conditions”
(Tang et al., 2000). Since then, many researchers have worked on improving
the conditions under which images can be segmented.
Generally, the colour spaces that have previously been used for segmenting plants can be divided into two groups: One group that operate in the
RGB space and derivatives thereof, and one group that uses near-infrared
light (Liu et al., 2014). A commonly applied segmentation technique for
separating plant material from soil is Excess Green (ExG). This is a colour
transformation, specified by Woebbecke et al. (1995), which makes green
elements stand out from the soil. Excess green is based on the fact that the
reflectance in the green waveband (~545nm) compared to the red (~645nm)
and blue (~480nm) wavebands is higher for plants than for soil, as shown
in Figure 1.4. Extracting the red and blue chromaticity from the green
chromaticity thus yields high values for green elements and low values for
non-green elements. Excess green is calculated as E xG = 2g − r − b, where
r, g and b are the red, green and blue chromaticities defined as R,G and
B normalised. This can be simplified to E xG = 3g − 1, since r ,g and b
sums to 1. The reason for using the chromaticities, r g b, rather than the
raw pixel values, RGB , is that it reduces the effect of changes in lighting
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intensity. Another colour transformation is Excess Red(ExR), introduced in a
paper by Meyer et al. (1999), which is defined as E xR = 1.4r − b. Meyer and
Neto (2008) found that extracting E xR from E xG increases the difference
between plant and soil and thus provides superior vegetative separation
compared to E xG. However, these colour transformations can often result
in low accuracy segmentations (Bai et al., 2014; Laursen et al., 2014).

Other colour weighing methods use near infrared imaging for detecting
plants, exploiting the fact that plants are highly reflective in the near-infrared
spectrum compared to soil, as exemplified in Figure 1.4. Thereby plants can
be segmented from the soil by determining the difference in reflectance in
the near infrared and the red spectrum. Another popular colour weighing
that uses the near infrared spectrectrum is the Normalised Difference Vegetation Index (NDVI)1 (Rouse et al., 1974), and the Enhanced Vegetation Index
(EVI)(Kim et al., 2010), which are often used for determining the amount of
biomass.
Instead of using fixed weighting of colour channels, Tian and Slaughter
(1998) propose an adaptive segmentation method based on k-means clustering in r g b space, where four clusters were generated. Afterwards, statistical
data for each cluster was calculated in order to build a Bayesian classifier
for determining whether a pixel should be classified as plant or soil. The
method were tested under three lighting conditions; sunny, partially cloudy,
and overcast, where it was shown that the method was able to adapt to
the changing lighting conditions. Still, the leaf boundary of the segmented
plants was not sharp enough for a shape-based classification. The different
colour spaces and weightings of colour channels, like ExG, ExR, NDVI, all
have different strengths and drawbacks with regards to robustness against
noise, saturation and low light intensities. Therefore, Laursen et al. (2014)
propose a Bayesian classifier for plant segmentation, which, like the method
by Tian and Slaughter, seeks to segment plants from the soil. Instead of only
using r g b, Laursen et al. combine different colour features including red,
green, blue, and near-infrared, their chromaticities, and NDVI, ExG, and
ExR. Unlike the method by Tian and Slaughter, Laursen et al. train a static
1 In the original paper by Rouse et al., NDVI is referred to as Band Ratio Parameter (BRP),
which uses the differences in spectral bands 5 (0.6 to 0.7µm) and 7 (0.8 to 1.1µm) from the
ERTS-1 satellite
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classifier based on hand segmented images. Laursen et al. shows that by
combining the different methods, a better segmentation is achieved than
when using all of the individual features alone.
Recently, Strothmann et al. (2017) proposed a rather different method for
discriminating weeds from crops, which models the field surface in 3d by
recording projections from red, green and blue lasers with an RGB camera,
and measures properties of the reflection in order to discriminate vegetation
from soil.
Besides grouping the segmentation methods based on the colour spaces
in which they work, the segmentation methods can also be grouped based
on whether they solely use the value for each pixel, or if they use a pixel
neighbourhood to determine its class. For instance Noordam et al. (2000)
propose a fuzzy C -means based segmentation for fruits in images that takes
into account the spatial placement of pixels by averaging out the cluster
relationship in a pixel neighbourhood. Noordam et al. argue that nearby
pixels tend to belong to the same class, and therefore a noisy segmentation
can be improved by averaging out the cluster relationship in a pixel neighbourhood. This means that if all neighbouring pixels for a given pixel are
assigned a specific class, the pixel in question will be dragged towards the
same class. This helps in segmenting flat regions with impulse noise, but
the approach will not be suitable for segmenting plants with thin leaves and
stems as soil pixels will often dominate the areas nearby stems and leaves,
causing plants to be segmented as soil or being split up into multiple parts.
Furthermore, the cluster centres must be recalculated for each image, as
“cluster analysis-based segmentation is sensitive to lighting conditions, choice
of cluster seeds, and number of clusters. For instance, if the composition of
different image portions from different lighting conditions changed, then the
clustering result would be different. Thus, it is difficult to create a universal
cluster map to robustly sense weed under variable lighting conditions.” Tang
et al. (2000).
Table 2.2 shows a list of different segmentation methods, the colour-spaces
they work in and if the methods use the pixel value alone to determine the
class, or if spatial context is used. “Fuzzy seg.” is described in Chapter 3 and
“FCNN” is described in Chapter 4
In the following chapters, three methods for segmentation or detection
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Table 2.2: List for different segmentation methods
#

Method

Author

Colour-space

Uses spatial context

1
2
3
4
5
6
7
8
9

ExG
ExG-ExR
Bayes1
Bayes2
NDVI
GAHSI
EASA
FCNN
Fuzzy Seg.

Woebbecke et al. (1995)
Meyer and Neto (2008)
Tian and Slaughter (1998)
Laursen et al. (2014)
Rouse et al. (1974)
Tang et al. (2000)
Tian and Slaughter (1998)
Dyrmann et al. (2016b)
Dyrmann (2015)

rgb
rgb
rgb
RGB , r g b, N I R
r ,N I R
H SI
rgb
RGB
Lab

No
No
No
No
No
No
No
Yes
Yes

of plants are presented. The first method is a clustering method, based
on Fuzzy C -means, which takes into account spatial placement of pixels
when determining whether they are vegetation or soil. The method can
separate vegetation from soil, but it cannot detect individual plant instances.
The next method is based on a fully convolutional neural network, which
is trained on artificial images to segment real images into three groups:
maize, weeds, and soil, even when crops and weeds are overlapping. The
last method is a region proposal method that is used for detecting individual
weed instances in leaf occluded cereal fields
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3 Fuzzy C -means with Distance Dependent Threshold
Content of this chapter appears in the following publication:
Dyrmann, M. (2015). Fuzzy C -means based plant segmentation
with distance dependent threshold. Proceedings of Computer
Vision Problems in Plant Phenotyping 2015 (CVPPP2015), 1–11.
One of the challenges when thresholding weighted colour channels, is that
the methods are sensitive to variations in lighting and soil type. More importantly, however, is that many of the methods in Table 2.2 assume that plants
have a particular colour, namely green. Plants are, however, not necessarily
green, as exemplified in the knotweed plant in Figure 3.1a, which is red
in the stem region, or the field pansy in Figure 3.1b, which has only little
pigment in the stem region and therefore appears red/grey.
Because of red stems, an image-wide thresholding could cause plants to
be split into multiple parts in the segmentation, making them unusable for
shape-based classification. Using fixed weighting and thresholding of colour
channels is, additionally, not optimal since it requires fixed camera setups
given that a change in the colour balance of the image could change the
weighting that optimally segments vegetation from the soil. The methods
are thus not suitable for images collected in uncontrolled environments as is
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3.1. Methods
the case in this project, where the aim is to make detection and recognition
of plants work in images obtained using consumer cameras and cell phones,
without using artificial lighting or shades.
In this chapter, a new method that can detect vegetation in RGB images is
described. The rationale is that even if the light intensity and colour balance
are changing for different fields, the colour of plants is still different from
the colour of soil, in the individual images. That is, there might not be a
threshold value that is optimal for all images, but it can be found for the individual images. When segmenting plants solely based on the colour of a pixel,
without taking into account the pixel neighbourhood, the segmentation
becomes more sensitive to ISO noise that can cause pixels in soil regions to
appear green. Particularly in low-intensity areas of images, ISO noise can
account for most of the intensity and thus cause false detections. Especially
Excess green is unstable for low-intensity pixels, as they are boosted due
to the normalisation when going from RGB to rgb space. The challenge is
therefore to be able to handle changing lighting, noise in the images, and
parts of the plants that are not necessarily green. The hypothesis is therefore
that an adaptive clustering method can be used for detecting the average
colour of soil and plant in single images, and that it will work better than
fixed threshold values. Furthermore, the class of neighbouring pixels are
often the same, and it can help to determine whether a noisy pixel is plant
or soil.
This chapter demonstrates a fuzzy C -means algorithm combined with a
distant-dependent threshold to segment plants from soil in RGB images
while preserving stem regions of plants, thereby ensuring that leaves from a
plant are not separated from each other in the segmentation process.

3.1

Methods

One of the goals of the segmentation is that it should work for images
acquired under different lighting conditions. Therefore, the images are
converted from the RGB to L*a*b* colour space, by which illumination is
isolated to a single colour-channel that can be left out.
Fuzzy C-means is an unsupervised clustering method that iteratively gener-
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(a)

(b)

Figure 3.1: Plant having non-green stems. (a) Knotweed. (b) Field Pansy.

ates C clusters from data points. In this case, the data points are pixel values
represented by a* and b* values, and two clusters are used; one for vegetation, and one for soil. For each iteration, each pixel is assigned membership
to each of the two clusters based on the distance from the pixel to the clusters’ centres in a*b* space. The clusters’ centres are then updated based on
the pixel memberships, after which pixels memberships are reassigned. The
image, consisting of N pixels is represented by an N ×2 matrix, X, with one
row per pixel:
a 1∗
 .
X= 
 ..
∗
aN


b 1∗
.. 

. 
∗
bN
N ×2



where a* and b* are the chromaticity indices from the CIE L*a*b* colour
space. The centroid of cluster i is calculated as the mean of the data X,
weighted by the membership, u i n , of pixel xn to cluster i .
N
P

ci =

n=1

N
P
n=1
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φ

u i n xn
φ
ui n

(3.1)

3.1. Methods
The membership is given by:
ui n =

1
´ 2
2 ³
P
D i n φ−1
j =1

(3.2)

D jn

where D i n is the distance from pixel n to centroid i in a*b* space. The
fuzziness is controlled by the fuzzy exponent, φ, that should be greater than
one in order to ensure stability. The higher the value, the more fuzziness,
which means that the cluster centroid will not settle. Conversely, setting it
too low makes the clusters settle too quickly. Therefore, in order to make
cluster centroids travel, but also achieve high memberships for the pixels to
a single cluster, the fuzzy exponent, φ is decreased from 3 towards 2.1, using
a simple update scheme:
φ(k+1) = 0.8φk + 0.42

(3.3)

where k is the iteration. The final value of φ has been chosen as asymptote,
as a compromise between a binary membership of the pixels that surely
belong to a single cluster, and equal memberships of the pixels to the cluster
centroids, for the pixels that fit poorly in both clusters. As a consequence,
pixels that cannot definitely be classified as soil or plant, will have partly
membership to both classes, while pixels that clearly are soil or vegetation
get a high membership for a single class. The class of these uncertain pixels
can thereby be determined from the class of nearby pixels.
The iterative process is continued until the termination criteria is reached.
The termination criteria is that the difference in the cost function, J , for two
subsequent iterations, should be lower than 10−5 . J is given by the sum of
distance weighted memberships from all pixels to the soil and vegetation
clusters.
2 X
N
X
φ
J=
ui n D i2n
(3.4)
i =1 n=1

3.1.1 Initialisation
The system can be initialised with random memberships of the pixels to the
two cluster centres. As a result of this, the system will converge towards the
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(a)

(b)

Figure 3.2: Initial membership based on a*b*-values. High values indicate
high membership. (a)b s∗ −a s∗ used as Initial membership of plant
class. (b) 1 − (b s∗ − a s∗ ) used as initial membership of soil class.

two most distinct classes, but there will be no indication of which of the clusters that represents soil, and which that represents vegetation. Therefore,
the initial memberships are based on the difference between the a* and b*
pixel values, scaled to the unit interval, by which it is assumed that most
vegetation pixels are green and therefore have a high b* and low a*-value.
£
¡
¢¤
un_init = b s∗ − a s∗ , 1 − b s∗ − a s∗ ,

(3.5)

where a s∗ and b s∗ are the scaled colour channels. Examples of initial memberships are shown in Figure 3.2

3.1.2 Unbalanced class distribution
The fuzzy C -means algorithm tries to find C distinct clusters based on the
sum of memberships to each cluster. This can, however, cause the method
not to find plants if the plant-to-soil ratio is small. This is because even small
differences in the pixels values of soil might end up being more distinct from
each other when the memberships are summed up than the pixel values of
plants are from the soil.
To ensure that the two clusters converge to a vegetation cluster and a soil
cluster and not just two soil clusters, additional artificial plant pixels are
added to X, by which the vegetation is ensured to be represented in X. The
pixel values of these additional pixels are updated for each iteration to the
current value of the plant cluster centre.
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3.1.3 Distance dependent threshold
The goal of the initial membership assignment is to get a measure of how
confident we are that a pixel is soil or vegetation. Based on the locations of
pixels and their memberships to the vegetation class, a membership image,
Im , is created, where high pixel values indicate high membership to the
vegetation class, and low pixel values indicate a low membership to the
vegetation class, i.e. soil pixels. An example of Im is shown in Figure 3.3b. A
pixel that does not resemble soil or vegetation would have an equal membership to both classes, and therefore the pixel neighbourhood will be used
to decide if it is vegetation or soil: A red pixel with equal membership to
both classes, but which is located near a plant is more likely to be vegetation than red pixels surrounded by soil pixels. Likewise, some pixels in the
stem region of plants are either yellow or reddish in colour, which causes
the membership to both the vegetation and the soil class to be around 0.5,
indicating that the pixels fit poorly in both classes.
To make sure that these pixels in the stem region are assigned to the vegetation class, a distance dependent threshold is introduced. An initial threshold
of Im , called BWhi g h is made with a conservative threshold value of 0.8, as
shown in Figure 3.3c. Pixels above this threshold value mostly belong to the
plant class. This threshold image acts as a reference for a variable threshold
for other pixels, which depends on the distance to the nearest pixels in the
thresholded image, BWhi g h . The threshold value that pixels have to exceed
to be classified as vegetation is calculated from the distance transform of the
thresholded image. An example of the distance transform image is shown in
Figure 3.3d. To make the distance map work as a variable threshold, it has
been scaled to the interval [0.2 0.8]. This interval causes pixels with values
above 0.8 to always be classified as vegetation, and pixels with values below
0.2 to always be classified as soil.
A classic way of evaluating segmentation methods is to compare Intersection Over Union (IOU) and Accuracy. However, in order to utilise many
shape-based features for classification, it is necessary to have only one object per plant. Therefore, it is also necessary to evaluate the ability of the
segmentation methods to segment plants without splitting them in multiple
parts. The metrics used for comparing the segmentation methods are:
• Accuracy: Number of correctly assigned pixels relative to the total
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(a)

(b)

(c)

(d)

(e)

Figure 3.3: Input image and the assigned membership to the vegetation
class. (a) Input image. (b) Membership to plant class, Im . (c)
BWhi g h created by thresholding Im at 0.8. (d) Id i st created by
making a distance transform of BWhi g h (contrast enhanced for
print). (e) Final threshold made by thresholding Im at the value
of the corresponding pixel in Id i st .
number of pixels
• Precision: The number of pixels correctly assigned to the vegetation
class relative to the total number of pixels assigned to the vegetation
class.
• Recall: The number of pixels correctly assigned to the vegetation
class relative to the total number of vegetation pixels in the reference
image.
• Intersection over Union: The intersection of a segmentation and a
hand-annotated reference relative to the union of the two.
• Mean distance: A measure of how close pixels on the edges of the
segmentation are to the true edges of the vegetation in the handsegmented image.
• Distance variance: A measure of how uneven edges of segmented
plants are. Figure 3.4c and 3.4d show examples of high and low distance variances.
• Fraction of split objects: The fraction of vegetation objects in a handsegmented images that are split in multiple parts in the segmented
images. The measure does not take into account how many objects
the plants are split into.
The metrics are averaged over pixels or objects rather than images, as the
images do not have the same amount of pixels or plant objects. This means
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(a)

(b)

(c)

(d)

Figure 3.4: Examples on metrics for four different plants. (a) low accuracy,
low precision, low recall. (b) high accuracy, high precision, high
recall. (c) high precision, low accuracy, low recall, high distance
variance. (d) medium mean distance, low distance variance.

that e.g. the accuracy is calculated by summing up the correctly identified
pixels for all images and dividing this number by the total number of pixels
in all images.
Examples of images with high and low accuracies, precision, recall and
distance are shown in Figure 3.4.

3.2

Test Data

A total of 41 hand-segmented images are used for the test. These images are
all RGB images, which originate from the current and previous studies. The
images span different lighting conditions, soil types, and camera models,
and will therefore demonstrate the segmentation ability under uncontrolled
conditions. The images are:
• Minervini et al. (2013) and Scharr et al. (2014): Images are taken with
a Canon PowerShot SD1000 camera and consist of 3 000 816 pixels.
Some images have a soil surface covered by green algae.
• Haug and Ostermann (2015): Images are taken with a JAI AD080GE camera and consist of 3 755 808 pixels. The images are acquired
outdoors in artificial lighting. In addition to the RGB channels, these
images contain an NIR colour channel, which has not been used
in this study. Furthermore, these images have a severe chromatic
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aberration, which causes green or purple colours to occur in highcontrast areas.
• RoboWeedSupport project (2015): Images are taken with a Samsung
EK-GN120 camera and consist of 2 419 116 pixels. The images are
acquired outdoors in sunlight without shading.
• RoboWeedSupport project (2015): Images are taken with a Samsung
NX1000 camera and consist of 21 892 117 pixels. The images are acquired outdoors in sunlight without shading.
• RoboWeedSupport project (2015): Images are taken with a Sony D5503
cell phone camera and consist of 5 394 114 pixels. The images are acquired outdoors in sunlight without shading.
These images contain a total of 36 461 971 pixels, of which 7 281 505 pixels
are annotated as vegetation. these annotations are considered the ground
truth segmentations.

3.3

Results

In this section, the fuzzy C -means segmentation method will be compared with other segmentation methods, commonly used for segmenting vegetation from soil in RGB images. These methods are excess green
(ExG)(Woebbecke et al., 1995) thresholded with Otsu’s method (Otsu, 1979),
difference between excess green and excess red (ExGR)(Meyer and Neto,
2008) thresholded with Otsu’s method, Bayes segmentation(Laursen et al.,
2014), and the difference between normalised a* and normalised b* thresholded with Otsu’s method.
As for the fuzzy C -means segmentation method, three different distance
measures will be used for D in Eq. 3.2 and 3.3. These are Euclidean distance, Mahalanobis distance, and Gustafson-Kessel distance (Gupta and
Bowden, 2012; Dyrmann and Christiansen, 2014). The two latter allow the
membership cluster for each class to be non-spherical.
The results are provided in Table 3.1, in which the best result for each metric
is marked in green. All methods provide a high average accuracy, ranging
from 92.2% up to 98.5%. The precision of the fuzzy C -means method both
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Table 3.1: Results for the seven different classifier methods. The best performances are marked in green.

Bayes
ExG
ExGR
a*-b*
fcmEuclid
fcmGK
fcmMahal

Accuracy

Recall

Precision

IOU

Mean dist.

Dist. variance

Fraction of split objects

0.932
0.975
0.973
0.985
0.985
0.966
0.922

0.674
0.878
0.920
0.934
0.972
0.969
0.993

0.751
0.919
0.869
0.941
0.910
0.800
0.614

0.55
0.82
0.81
0.88
0.89
0.78
0.61

26.0
11.2
11.9
3.8
5.5
5.8
14.3

2654.5
792.0
886.3
215.6
365.0
263.4
606.4

0.656
0.448
0.359
0.455
0.150
0.108
0.057

provide the lowest accuracy and the highest accuracy together with the a*-b*
method. As for the recall, the fuzzy C -means with Mahalanobis distance is
almost perfect, but a low precision indicates that it is a result of a high falsepositive rate. The IOU is the best for fuzzy C -means with euclidean distance,
but only slightly better than the a*-b* approach. The a*-b* approach seems
to be better at achieving sharp edges, as the mean distance and the variances
of the distances is the best for that method. The edges of the segmentations
by the fuzzy C -means with euclidean and Gustafson-Kessel distance are a
little more uneven, but still better than the segmentations by Bayes, ExG,
ExGR, and fuzzy C -means with Mahalanobis distance.

3.3.1 Ability to handle non-green stems and algae
The ability to handle non-green stems is exemplified in Figure 3.5, which
shows an image composed of plants with different stem-types: The stem
of the knotweed is reddish, while the stems of the three speedwell plants
are yellowish. The images show how the fuzzy C -means based methods
are able to retain the stems despite the fact that they are non-green. The
segmentation is, however, usually a few pixels larger than the plants, due to
the distance dependent threshold.
The 41 test images have different backgrounds: some stony or with sharp
shadows, and some with the soil covered by algae, which makes the background greenish. Images with algae on the ground make up only a few of
the 41 test images and are thus not essential for the statistics in Table 3.1.
Therefore, if the segmentation must be conducted in images from moist
fields or in greenhouses where algae may be present on the ground, it is
essential to take the robustness of the segmentation methods towards algae
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into account.

3.4 Discussion and Conclusion for Fuzzy C -means
based Segmentation
Segmentation methods are often evaluated on their accuracy and Intersection Over Union. Nevertheless, the ability to preserve shape might in
some cases be more relevant if the segmentation is part of a shape-based
classification chain. In terms of ability to keep plants connected, the fuzzy
C -means segmentation methods are superior to the other tested methods.
Overall, the segmentations by a*-b* are the most precise, while also being
faster to compute than the fuzzy C -means based methods. Therefore, unless
the segmentation is to be used for shape-based classification, a*-b* is the
preferred method.
The fuzzy C -means segmentation method requires some prior knowledge
about the field in which it is to be used as it expects vegetation and soil to
be present in all images. Images without vegetation can occur, which will
cause the segmentation method to find false clusters. Furthermore, the
fuzzy C -means method requires that the fewer vegetation pixels there are in
an image, the more distinct they have to be from the soil. Otherwise the soil
pixels would “pull” the vegetation cluster towards them. The latter problem
can be managed by simply adding more artificial plant pixels to the image.
The Bayesian segmentation method has been trained with RGB images
acquired by different cameras in different fields and under different light
conditions. The original proposal of the method presumed the presence of
an NIR colour channel, which is not present in the images used in this test.
The results achieved in this study are therefore not directly comparable with
the results obtained by Laursen et al. (2014).
Even though the fuzzy C -means method is able to keep the leaves of plants
connected, it is not able to handle overlapping plants or fields where the soil
is filled with algae, which is often the case in Northern Europe. The method
is therefore only suitable for autonomous plant recognition if plants are
spaced apart and standing in dry soil.
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(a)

(b)

(d)

(c)

(e)

(g)

(f)

(h)

Figure 3.5: Plants segmented using seven different segmentation methods.(a) Input image.(b) The segmentation using Bayes classifier
has only few false plant elements, but it misses big parts of plants.
(c)(d) The segmentation using ExG and ExGR captures most of
the leaves but misses some stems. (e) The segmentation using a*b* captures most of the leaves and provides the sharpest edges,
but it misses some stems. (f )(g)(h) The fuzzy C -means methods
with euclidean, Mahalanobis and Gustafson-Kessel distance, respectively, are all able to detect the stems. The edges, however,
are not as sharp as a*-b*.
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(a)

(b)

(d)

(c)

(e)

(g)

(f)

(h)

Figure 3.6: Image with algae where all algorithms fail at segmenting the
plants from the soil. However, the a*-b* approach is able to
remove most of the background and the result could be made
perfect by simple post-filtering. (a) RGB input. (b) Bayes. (c) ExG.
(d) ExGR. (e) a*-b*.(f ) fcmEuclid . (g) fcmGK . (h) fcmMahal .
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4 Semantic Segmentation
using Deep Learning approach
Content of this chapter appears in the following publication:
Dyrmann, M., Mortensen A.K., Midtiby, H.S., & Jørgensen, R.N.,
(2016). Pixel-wise classification of weeds and crop in images by
using a Fully Convolutional neural network. In CIGR2016 AgEng
conference (pp. 1–6).
Precision weed control can be conducted with different levels of accuracy,
ranging from a uniform treatment of the whole field, to a treatment of
patches, and finally to a treatment of individual plants(Christensen et al.,
2009). In the cases where weeds are to be controlled mechanically using
e.g. in-row hoeing, as demonstrated by F. Poulsen Engineering (2017) and
Pérez-Ruíz et al. (2014) or a tube stamp, as demonstrated by Langsenkamp
et al. (2014), it is sufficient with a two-class detection. I.e. to detect and
distinguish weeds from crops. The same is true for chemical weed control
systems where the nozzles can be adjusted depending on the weed pressure
at a given location so that the dosage is reduced if the weed-cover is low.
Detection of weeds and crops in images makes it possible to determine the
area covered by crops and weeds. This has several valuable applications
besides controlling the weeds. The method is applicable before weeds
are controlled to assess needs and determine the strategy for controlling
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the weeds. For example, the farmer can prioritise areas where there are
prospects for big losses if the weeds are not controlled sufficiently, while
areas with prospects of lower yield losses can be given a low priority, or the
weed control can be omitted. Another potential use of a system that detects
weeds and crops is to assess the effect of one’s weed control strategy. This is
done by collecting images from fields after the weeds should be removed,
which will reveal if the weed control strategy has worked, or if there are still
weeds present in the field, and if so, how big a part of the fields are covered
by the remaining weeds.
A problem, however, when distinguishing plants from each other is that
plants often overlap each other. Many researchers have therefore attempted
to segment plants species from one another despite the fact that these
plants overlap each other. This includes the study by Pahikkala et al. (2015),
who segment a mixed cultivation of oat (Lat: Avena sativa) and dandelion,
(Lat: Taraxacum officinale) by using region growing texture analysis of
monocot and dicot leaves. Plants can also be discriminated using spectral
analysis. This way Herrmann et al. (2013) show that dicots, grasses, wheat,
and soil can be segmented from one another by using partial least squares
discriminant analysis classification models that are based on 91 band hyperspectral images. Thereby they achieve an overall accuracy of 72%. Lottes
et al. (2016) addresses the problem of discriminating overlapping crops and
weeds by first segmenting images using NDVI, and afterwards using local
feature descriptors and the relative crop arrangement for classifying single
pixels as either sugar beet, weeds or soil.
Potena et al. (2017) use the same images as Lottes et al., but use a convolutional neural network (CNN) approach for segmenting weeds from
crops. Their method is based on two CNNs, where the first one performs
a binary segmentation of vegetation and soil, and the second one classifies vegetation pixels as either crop, weed, or soil. Potena et al. argue that
thresholding NDVI maps “is not robust against illumination changes and
different soil conditions”, and that their CNN based method outperforms
the NDVI-based segmentation. In order to train CNNs, an “extremely time
consuming per-pixel labelling process” is required. They overcome this problem by hand-segmenting only a small subset of the images containing the
most information. The network for a binary segmentation is a shallow network containing only two layers, which takes as input a 15×15 patch and
56

4.1. Image Generation

(a)

(b)

Figure 4.1: Semantic segmentation of image: Each pixel in the segmented
image in (b) shows whether a pixel in (a) is soil (red), maize
(green), or weed(blue).

predicts the class of the centre pixel. The network for classification takes
as input 61×61 patches at locations where vegetation were detected, and
determines the class as either weed, sugar beet, or soil. They achieve a
pixel-wise accuracy of 91.3%.
In this chapter, we investigate the problem of distinguishing crops from
weeds, even when plants overlap with plants, by using a deep learning
approach for semantic segmentation. That is, for each pixel we want to
determine whether a pixel is crop, weed or soil, as illustrated in Figure 4.1.
Only maize plants are used as crop samples, but the method is believed to
work for other crop species as well.

4.1

Image Generation

When a new trial is carried out, the data collection typically requires much
planning. This is because the data collection is a time-consuming task,
which cannot be done over if the amount of collected data is insufficient
or has not been properly collected. The data collection cannot be done
over, as it usually has to be carried out right before the weed in the fields is
controlled, in order to representative visual expressions and growth stages
of the weeds. A few days later the weeds will thus be too big, or they would
have been removed during the weed control.
Normally, hundreds or even thousands of annotated training images are
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required in order to make a good training of a convolutional neural network (Oquab et al., 2014). This number of images would be achievable if
each image is only to be given a single label, but in the case of semantic
segmentation, a label for each pixel in the images is necessary. Making
a precise hand-segmentation of thousands of images will, however, take
too much time to be feasible, as a single image can take hours to segment
precisely. The goal, therefore, was to test if a convolutional neural network
can be trained to recognise crops and weeds in images, by training it solely
on artificially generated images, which simulate real images of weeds and
crops.
A system that simulates top-down images of overlapping plants on soil
background has therefore been created. These images are modelled with
different soil types and variations within each plant species. For each of
the modelled images, a ground truth segmented image is created in which
each pixel is given a label as either plant, weed, or soil. The images are
generated from real images of soil, which is used as the background, and
segmented plants, which are drawn on top of the soil. In total 8 265 images
of segmented plants, covering 23 weed species, and 301 images of bare soil
have been used for generating images. These plants are divided so that
80% of the plants are used for generating the training images, while the
remaining 20% of the plants are used for generating images for verification.
For testing, real images are used in order to test the segmentation ability
under field conditions.
The hand-segmented images of weeds and maize that are used for modelling
images, come from five different data sets that contain images of healthy
plants. One of these data sets contains the images that are collected in
this project and described in Section 2.1. The five datasets with segmented
images are listed in Table 4.1.
The segmentation method uses a convolutional neural network for discriminating soil, weeds and maize. A general introduction to convolutional neural
networks is provided in Appendix A on page 153. A convolutional neural
network learns to extract general feature descriptors when presented with a
large number of training samples that cover the variation of the objects to
be classified. When modelling images with a limited number of plants and
a limited number of soil images, there will be a limited variation between
the modelled training images compared to the same number of images that
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Table 4.1: The six data sets, listed with the number of species and the number of samples.
#

Source

1.
2.
3.
4.
5.
6.

From Dyrmann and Christiansen (2014)
From Giselsson et al. (2013)
From Søgaard (2005)
From Scharr et al. (2014); Minervini et al. (2013)
From RoboWeedSupport project (2015)
From Aarhus University - Department of Agroecology and SEGES (2015)

Species

Plants

12
6
9
2
1
3

5329
1698
884
201
149
4

are not modelled. Therefore, in order to introduce more variation to the
training data, the plants are augmented when modelling the images.
The process of modelling a single training image and the corresponding
label is illustrated in Figure 4.2, as follows:
1. A random soil image is loaded, and a label image is generated, which
initially is red. Red is the label for soil.
2. Based on the size of the background image, the number of plants
is determined as a random number between 1 and 12.5 times the
image size in megapixels. Furthermore, the mean intensity and white
balance are estimated from the mean pixel value, assuming the soil is
grey.
3. Random hand-segmented weed images are loaded, and the intensities
and white balances are adjusted according to the intensity and white
balance of the soil. This is done so that soil and plants appear as if
they are photographed under the same lighting conditions. Moreover,
the images are scaled randomly from 80 to 100% of their original size,
which helps to make the system scale invariant.
4. A convolutional neural network is not invariant to rotation, and therefore plants are rotated randomly in 1 degree increments in order to
teach the network different representations of the plants.
5. Each weed plant is now placed at a random location on the soil image.
When doing this, the label image is updated, so that each pixel covered
by a weed plant is coloured blue. There is, however, one constraint,
namely that the centre of mass of the weeds cannot be on top of
another plant. The purpose of this constraint is to simulate that
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(a)

(b)

(d)

(c)

(e)

Figure 4.2: Image modelling for semantic segmentation of maize, weeds
and soil. (a) initial soil background, (b) initial label, (c) weeds
and maize, (d) final training image (e) final label.
plants cannot grow through other plants.
6. When plants are placed on top of the soil, the image appears “flat”. A
Gaussian shadow is, therefore, added to each plant, which creates the
illusion of depth.
7. After all weed images have been placed on the soil image, the process
is repeated for the maize plants, with the only difference that pixels
covered by maize are coloured green in the label image.
8. Finally the image was cropped in many small images of 800× 800
pixels. This limit in image size is due to the Nvidia TitanX gpu that
was used for training, which would run low on memory, if the image
size was increased. After cropping the images, a total of 3 586 image
were generated, out of which 3 463 were used for training and the rest
were used for validation. The number of training sample is due to the
training loss, which were no longer decreasing after the training had
passed through these images. But, more image could be generated if
it was necessary.
Four samples from the generated images are shown in Figure 4.3
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(a)

(b)

(c)

(d)

Figure 4.3: Samples of the modelled training images of maize and weeds.
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Pool 2
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Figure 4.4: Network architecture for semantic segmentation of weeds, maize
and soil. The network consists of 15 convolutional layers and 5
max pooling layers. Shortcuts from pooling layer 3 and 4 to the
deconvolution layer is used for restoring smaller details in the
segmented images.

4.2

Network Architecture

Figure A.1 in Appendix A on page 155 shows a concept for a convolutional
neural network for image classification. This network takes an image as
input and outputs a single label, which indicates the class of the image. The
desire for semantic segmentation is to get an output, which is a segmented
version of the input image rather than just a single label. To accomplish this,
a convolutional layer is used as the last layer, rather than a fully connected
layer, by which location information is preserved.
In this study, a fully convolutional neural network model by Long et al.
(2015) is used. This model is a modified version of the VGG16 architecture
by Simonyan and Zisserman (2014a), in which fully connected layers are replaced by convolutional layers, so that the network produces spatial feature
maps. The last convolutional layer is followed by a deconvolutional layer
that upsamples the output to the same size as the input image. The network
architecture is sketched in Figure 4.4.
The network contains a total of five 2×2 max-pooling layers with a stride
of 2. For each of the pooling layers, the spatial size of the feature map is
reduced by a factor of two vertically and horizontally. Therefore, these five
pooling layers result in a downscaling of the feature map by a factor of
25 = 32 horizontally and vertically. This means that the output is smaller
than the input image, hence the need to upscale the resulting feature map
using the deconvolution layer mentioned above, with a stride of 32.
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The downscaling of the feature map enables the network to learn semantics,
but the price is that fine details are scarified. Therefore, in order to retain
some of the finer details, shortcuts are made between early layers of the
network to the final layer. These early layers are at stages at which only
three and four poolings have been applied, respectively, meaning that the
feature maps are only downscaled by a factor of 8 after the first three pooling
layers, and by a factor of 16 after the fourth pooling layer. The feature
maps of these shortcuts are upscaled by a factor of 8 and 16, respectively,
using deconvolution layers, so that they achieve the same size as the input
image, and then the feature maps are summed with the original output of
the network. The output image has three channels, where each channel
represents one of the three classes: Soil, maize, and weeds.

4.3

Training

Long et al. (2015) proposed this network architecture for segmentation of
the PASCAL-Context data set (Everingham et al., 2012). PASCAL-Context
is a dataset consisting of images in which the semantics of 59 classes plus
background have been annotated. These classes are completely different
from the ones in this study, but as Oquab et al. (2014) have shown, pretraining using other data sets can help convolutional neural networks to
converge faster and achieve higher accuracies than what would be achieved
without pretraining the weights. Therefore the network was firstly trained
on PASCAL-Context, where the output of the network was 60 layers deep to
reflect the number of classes in PASCAL-Context. After the pretraining, the
output was modified to have only three layers, and the training was resumed
using the modelled images of maize and weeds.
Typically, when training convolutional neural networks, the training goes
through many epochs in which training data is reused in each epoch. In this
study, it has not been necessary to reuse the training data as the number of
training images is unlimited due to the automatic generation.
The loss of the network that is used for updating the network weights is
defined as a cross-entropy loss of a softmaxed version of the network’s
output. However, as we get a loss value for each pixel, the learning rate
has to be small compared to normal image classification, where we would
63

Chapter 4. Semantic Segmentation using Deep Learning approach
normally only get one loss value per image. Tests show that a learning rate of
10−9 could make the network converge, for which reason this learning rate
was chosen as the initial learning rate, which was then decreased by a factor
of 10 each time the network loss was settled, until it stopped converging.

4.4

Results

The images that are used for training the network are all modelled images of
maize fields. But, to test whether it is possible to use these modelled images
to train a convolutional neural network for segmenting real images, three
test images from three different Danish maize fields are selected for validation. These three images are therefore segmented by hand in order to have
a ground truth segmentation. The three test images originate from three
different seasons, and they have grown under different growth conditions
with regard to water stress. Image 1 is taken in 2014 with a Samsung NX1000
camera and is from a healthy maize field with only little plant overlap. This
image is shown in Figure 4.5a. This image contains a total of 121 weeds,
but some of the weeds overlap, by which there are 116 weed objects in the
hand-segmented image.
Image 2 is taken in 2012 with a Canon 400D. In this image, plants are lacking
water, and thus are beginning to turn yellow, and parts of the weeds are
wilted. Furthermore, the maize is at an earlier growth stage than the maize
plants in the previous image and it is overlapping with the weeds. This
image is shown in Figure 4.6a.
The last test image is taken in 2015 with a Sony D5503 cell phone. The plants
in this image are even more stressed than the plants in Image 2, and many
leaves on the weeds are completely withered, unlike all plants from the
training images. This image is shown in Figure 4.7a.
The hand-segmented ground-truth images are shown in Figure 4.5b, 4.6b,
and 4.7b. Each colour channel of the images represent one of the three
classes: Red represents soil, green represents maize, and blue represents
weeds.
The output of the network for each of the three test images is shown in
Figure 4.5c, 4.6c, and 4.7c, respectively. A Non-maximum suppression of
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(a)

(b)

(c)

(d)

Figure 4.5: Test image 1. Healthy plant with only little amount of weeds. (a)
Input image. (b) Hand-segmented reference. (c) Network output.
(d) Threshold of Network output.

65

Chapter 4. Semantic Segmentation using Deep Learning approach

(a)

(b)

(c)

(d)

Figure 4.6: Test image 2. Plants stressed by lack of water and weed pressure.
(a) Input image. (b) Hand-segmented reference. (c) Network
output. (d) Threshold of Network output.
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(a)

(b)

(c)

(d)

Figure 4.7: Test image 3. Plants stressed by lack of water and high weed
pressure. (a) Input image. (b) Hand-segmented reference. (c)
Network output. (d) Threshold of Network output.
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Table 4.2: Results from the evaluation of Pixel-wise segmentation of three
images using a fully convolutional neural network.

Accuracy
Crop detection ratio
Weed detection ratio
IOU for crops
IOU for weeds
IOU for soil

Image 1

Image 2

Image 3

0.98
1.00
1.00
0.93
0.79
0.98

0.94
1.00
1.00
0.71
0.70
0.93

0.92
1.00
1.00
0.69
0.77
0.91

the network outputs, where only the dominant colour remains, are shown
in Figure 4.5d, 4.6d, and 4.7d, respectively.
When the segmentations are evaluated, it is important to have the applications in mind. Thus, it is not sufficient to only evaluate the accuracy or the
intersection over union (IOU), but also if plants are even detected. Therefore
the segmentation is evaluated on the following parameters:
1. The number of weed objects that have been detected out of all weed
objects in the image. A weed plant is considered detected if the object
in the hand-segmented image intersects with a weed object in the
network output.
2. The number of crop objects that have been detected out of all crop
objects in the image. Crops are considered detected sin the same way
as for the weeds.
3. Overall accuracy
4. Intersection over Union (IOU) per object class (i.e. soil, maize and
weeds)
The results of the segmentation of the three images are reported in Table 4.2.
The detection rate is 100% for both weed and crop objects for all three
images. However, the network has trouble with retaining small details such
as stems, which causes some weeds to be split into multiple parts. The
intersection over union ranges from 93% for the maize in Image 1 down to
69% for the maize in Image 3. In Image 3 it is primarily the tips of leaves
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that are segmented as weeds - probably due to the yellowish colour. For
the weeds, the IOU is between 70% for Image 2 and 79% for Image 1. The
edges of the weed segmentation in Image 1 is, however, sharper than in
the two other images, but due to the lower weed pressure in Image 1, the
weed IOU is not much better for Image 1 than the two other images. The
accuracies of the segmentation go from 92% for Image 3, with the highest
weed pressure, up to 98% for Image 1, with the lowest weed pressure, and
healthy plants. Overall, the network has trouble determining the correct
class for plant pixels that are not green. This is particularly visible in the
segmentation of Image 2, where the red stems are purple in the network
output in Figure 4.6c, indicating that the network is unsure whether the
pixels are soil (red) or weed (blue).

4.5

Discussion and Conclusion for Semantic Segmentation using Deep Learning Approach

This fully convolutional neural network has proven able to discriminate
weeds, maize, and soil on a pixel level with high accuracies and it is therefore
a potential preprocessor for mechanical in-row weeding. Potena et al. (2017)
also used a convolutional neural network for segmenting weeds, crops and
soil in images. They achieved an overall accuracy on par with the results
obtained in this study in images from a sugar beet field. This confirms
that convolutional neural networks can be used for segmenting weeds from
more crop species as well. The algorithm suggested by Potena et al. (2017)
consists of two sequential convolutional neural networks, where a window is
slid over the input image, and a single output indicates the predicted class of
the centre of the window. Contrary to that approach, the architecture used
in this study is fully convolutional, thereby only needing a single forward
pass for predicting the class of all pixels in an image.
The network is trained only to distinguish three classes, but nothing prevents
modifying the network to also classify weed species. However, this will
require more hand-segmented plants in order to make the network robust,
since there is a small within-class variance for some of the segmented weed
species that were used for generating the modelled images.
Unfortunately, the use of modelled images for both training and validation
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(a)

(b)

(c)

Figure 4.8: Examples of areas where the hand-segmentation is imprecise.
(a) whitened leaves fades with soil, (b) edges in dark area (c)
whitened leaves that might be mistaken for soil.

of the network model has the disadvantage that there is no indication of
when the network starts to overfit as the validation and training images are
generated by the same algorithm and thus have some correlation. Ideally,
hand-segmented images should, therefore, be used for validating the model
and stop the training in time. This is expected to give even better results,
but it would require more hand-segmented images.
The hand-segmented images, which were used for testing the network, have
been treated as ground truth. It should, however, be noted that the handsegmentation is made to the author’s best ability, but the edges of some
plants are hard to see and hence the hand-segmentation is not perfect.
Imprecise hand-segmentations are particularly the case for dead leaves and
dark areas in the images. Such samples are shown in Figure 4.8:
It has been shown that it is possible to train a fully convolutional neural
network to segment images from maize fields using only modelled images.
The ability to train a CNN to recognise plants solely on modelled images
have good prospects. With a sufficient bank of segmented plants, it is possible to generate training data and at the same time, testing for rare weeds
compositions which can be difficult to find in the real world. Furthermore,
modelling can simulate non-ideal conditions in the pictures, such as strong
shadows and water stress, but also non-ideal camera settings, making it
possible to make robust segmentation systems for real-world applications.
Furthermore, the modelled images have the advantage that they allow one
to generate data for new experiments outside the growth season.
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5 Weed Instance Detection
using Convolutional Neural
Network
Content of this chapter appears in the following publication:
Dyrmann, M., Jørgensen, R. N., & Midtiby, H. S. (2017). Detection
of Weed Locations in Leaf Occluded Cereal Crops using a Fully
Fonvolutional Neural Network. In Proceedings of the 11th European Conference on Precision Agriculture. Cambridge University
Press.
The challenge of the methods for segmentation of plants in Chapter 3 and
4 is that none of the methods are capable of detecting individual weed
instances when plants overlap each other: The Fuzzy C -means based segmentation method in Chapter 3 is only able to segment vegetation from
soil, whereas the fully convolutional neural network in Chapter 4 can discriminate weeds from crops when they are overlapping each other, but it
cannot discriminate the individual weeds from each other. The problem
is that when the pixels are segmented as either plant and soil, one cannot
assume that each plant object contains only one plant. Thus, classification
methods that assume only one plant in each object, such as those used
by Kazmi (2014), Giselsson (2014), Dyrmann and Christiansen (2014) and
Søgaard (2005) are not useful. Furthermore, being able to detect single weed
instances is necessary to estimate the population of each weed species in
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order to dose herbicides optimally.
Precision weed control with camera detection of weeds has not yet been
widely adopted by farmers. It is estimated that this lack of adoption, is partly
due to the absence of methods for detection of weeds in cereal fields. Most
current methods for automated detection of weeds are designed for highvalue crops, such as lettuce or tomato. High-value crops are often sown or
planted with a large row distance, allowing for inspection between the crop
rows. Cereal, on the other hand, is typically sown with a row distance of
only 12cm, which complicates between-row inspections as the plants often
overlap each other. Cereals, however, account for about 52% of the total
crop area in Northern Europe(Eurostat, 2016), and it is, therefore, essential
to be able to detect weeds in cereal fields.
This chapter demonstrates a convolutional neural network-based object
proposal method, which is able to detect individual weed instances, even in
highly occluded fields. The network will be trained to detect weeds in cereal
fields while ignoring the cereal plants. Hence, the network has to learn
to recognise the different weeds, which might not seem like the straightforward way to detect weeds. An obvious approach would be to train an
anomaly detection to recognise the cereal plants, by which weeds will stand
out as abnormal. However, in order to train an anomaly detector, weedfree images are needed to model the normal. But, as there are only a few
weed-free images in the data set, that approach cannot be used.

5.1

Image Material and Methods

The architecture of the Convolutional Neural Network is based on the DetectNet architecture, described by Tao et al. (2016), which is a modification of
GoogLeNet (Szegedy et al., 2014), where fully connected layers are replaced
by convolutional layers, thereby producing images rather than labels.
As for the fully convolutional neural network, described in Chapter 4, a
vast amount of training images is required for training the current network
at detecting individual weed instances. The images used for training and
testing all originate from the High-speed Images, described in Section 2.2,
collected using an ATV. The reason why only images from Section 2.2 are
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(a)

(b)

Figure 5.1: (a) Annotations in the RoboWeedSupport online tool are translated to bounding boxes in (b).
Table 5.1: Vegetation coverage for each of the seven fields. The Vegetation
coverage is estimated by thresholding an excess green image.
Field
Veg. coverage

1
23.1%

2
6.9%

3
8.2%

4
26.4%

5
8.0%

6
7.2%

7
6.7%

used, is that the method requires images where weeds are fully annotated
with bounding-boxes, which is mostly the case for these images, but not
for the rest of the images collected in this project. The reason for requiring
fully annotated images is elaborated in Section 5.2. The data set comprises
1 427 images from seven winter wheat fields, in which 18 541 weeds have
been annotated manually. The manual annotation of the images consists of
a coarse segmentation, as shown in the extract of an image in Figure 5.1.
The seven fields from which the images are collected are very different in
terms of the growth stage of the wheat plants. Thereby, some fields have
a high vegetation cover, while other fields have a lower vegetation cover.
The higher the vegetation cover, the greater is the likelihood that weeds are
overlapped by other plants. The vegetation covers for the seven fields are
listed in Table 5.1.
As previously mentioned, it is necessary to make robust systems for weed
detection before they will be adopted by the industry. A robust system
includes the ability to detect weed despite heavily occluded plants. For this
reason two tests are made: one test to show the average ability to detect
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(a)

(b)

Figure 5.2: Samples from (a) field no. 3 and (b) field no. 4 with manual
annotations.

weeds in the seven fields, and a test to show the ability to detect weeds
in the most occluded of the seven fields, which is number 4 in Table 5.1.
When testing on field number 4, the performance of the weed detection
is expected to be lower than if images from the other fields were used for
the test, but, on the other hand it tackles one of the unsolved problems in
precision agriculture.
When testing the average performance on images from all seven fields, 80%
of the images are sampled randomly for training, while the remaining 20%
are used for testing. While field number 4 is used as test field, the remaining
six fields are all used for training. Image samples from the training and test
sets can be seen in Figure 5.2.
The resolution of the images is 2448×2048, but they are cropped to 1224×1024
pixels in order to fit them in the memory of the Nvidia TitanX graphics card,
used for training.

5.2

Network Architecture

Figure 5.3 shows the convolutional neural network by Tao et al. (2016) that
was used for training. The network consists of a fully convolutional version
of GoogLeNet Szegedy et al. (2014) followed by a bounding-box clustering
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Bounding boxes
weeds 921 553 1095 710
weeds 792 330 997 588
weeds 632 509 901 658
...

coverage map generation
Bounding box matching and

Predicted
Coverage map
Predicted
bounding boxes
loss

Loss

Bounding box clustering

Fully convolutional GoogLeNet

Input images

Bounding boxes
Coverage map

Figure 5.3: Network architecture. Network takes images and hand-made
bounding boxed as input and produces a coverage map and
bounding boxes. Green connections are only active during training. (after Tao et al. (2016)).

function. GoogLeNet was originally designed as a computational and memory efficient architecture, which in this case allows for using it for big images
compared to e.g. the VGG-19 architecture, described in Chapter 4. Furthermore, by using an existing architecture, the weights can be initialised
using weights trained on a different data set in order to make the network
converge faster and learn more general filters. In this case, weights learned
on the ImageNet data set are used (Russakovsky et al., 2015), for which
GoogLeNet was originally designed.
The input for the network during training is an image and a list of weed locations in the form of corner coordinates of bounding-boxes. These bounding
boxes are converted into a binary coverage map, which shows if a bounding
box, and thus a weed plant, is present at a given location in the input image.
The concept is shown in Figure 5.4. This coverage map is considered the
ground truth that we want to train the network to generate.
When generating the coverage map, the corner coordinates of the bounding
boxes are rounded to the nearest integer divisible with 16. Each pixel in the
coverage map is then assigned a value of either 0 or 1, depending on whether
a bounding box covers the pixel. Hence, the resolution of the coverage map
is the same size as the input image, but changes appear only for every 16
pixels in the coverage map. Therefore, the width and height of an object
must be greater than 16 pixels to be represented in the coverage map, but
the sizes should, preferable, be greater than 50×50 pixels in the input images
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(a)

(b)

Figure 5.4: Example of manual made bounding boxes in (a) converted into
a coverage map for training in (b). Only parts of the images are
shown, in order to highlight the small weeds.

in order for DetectNet to successfully detect the objects(Tao et al., 2016).
The fully convolutional part produces a feature map, consisting of five layers;
a new coverage map and four bounding-box offset maps, which are used for
generating bounding boxes in the bounding-box clustering function. Like
for the input coverage image, the output coverage image indicates locations
where weeds are detected. During training, this output coverage map is
compared with the input coverage map, and the difference of the two is
used as the loss for updating the network.
The output coverage map only contains coarse coordinates due to the stride
of 16. The four bounding-box offset maps that the network outputs along
with the coverage map are used for restoring the more exact bounding box
¡
¢
locations. Each bounding box is specified by two coordinates, x mi n , y mi n ,
¡
¢
and x max , y max , defining the two opposite corners of the bounding box.
The bounding-box offset maps contain pixel-values corresponding to the
offset in corner-coordinates of the bounding boxes relative to a pixel position in the coverage image. This means that if the output coverage map
¡
¢
indicates that a plant is detected at pixel location x i , y i , the pixel values of
¡
¢
the four bounding-box offset maps at x i , y i contain the x mi n , y mi n , x max ,
and y max offsets, respectively.
Figure 5.5 shows an example of a generated coverage map for an image from
the test set (field number 4), as well as the four bounding-box offset maps.
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The coverage map, produced by the network in Figure 5.5b is not binary, as
the coverage map used for training, but it contains values between 0 and 1,
indicating how confident the network is in a weed plant being located at a
given pixel location. Therefore, in order to determine if a plant is detected,
the output coverage map is thresholded. The exact threshold value is not
important, as long as it is between 0 and 1, as weights and biases in the network can adapt the output to a given threshold value. Therefore a threshold
value of 0.5 is chosen. This can, however, be changed later on in order to
alter the sensitivity of the detection.
After thresholding the coverage map, it contains a pixel cluster for each
detected weed. These clusters in the coverage map often consist of several
pixels. Because a bounding box is generated for each pixel in a cluster, a lot
of bounding boxes are created for each weed plant. Therefore, the bounding
boxes are grouped together, in order to only get one bounding box for each
plant. Bounding boxes are grouped together when the relative difference
between the sides of the rectangles is less than a given threshold. If this
threshold is too high, it results in single plants being detected as multiple
plant instances, whereas setting it too low results in multiple, overlapping
plants being detected as a single plant instance. For grouping the rectangles
together, the OpenCV function “groupRectangles” is used. The groupRectangles function, however, has the problem in this context that it ignores
detections if there is only a single bounding box at a given location. This
means that small plants are often ignored. For this project, groupRectangles
has therefore been modified, so that it also keeps single bounding boxes.
The parameters of the bounding box clustering function are fixed when
training the network so that only the weights of the fully convolutonal
GoogLeNet (see Figure 5.3) are updated. The weight-update is based on a
combination of two losses that are propagated back through the network.
These two losses are a coverage loss (Eq.5.2) and a bounding-box loss (Eq.5.3)
that contribute equally to the network loss (Eq.5.1). The coverage loss is
the mean square difference between the input and output coverage map,
and the bounding-box loss is the mean of the absolute difference between
corners of the predicted bounding boxes and the input bounding boxes. As
the coverage loss is calculated from the difference between the input and
output coverage map, weeds that are not annotated in the input image will
cause an increase in penalty, if they are present in the output coverage map.
Therefore, the training images have to be fully annotated in order to achieve
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(b)

(c)

Figure 5.5: (b) Output coverage image, (a) Bounding-box offset image, (a)
Bounding-boxes created from (b) and (a) (Contrast of (b) is enhanced for better visualisation).
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the best results.

L Net wor k = LCOV + L B BOX
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where N is the pixel-count, and C M i n and C M out are the input and output
coverage map.
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Evaluation

The locations of detected plants are compared with the original, manual
annotations of the same images in order to evaluate the weed detection
results. A plant is considered detected if the Intersection Over Union (IOU)
is greater than 1/3, corresponding to a 50% overlap for two equal-sized
bounding-boxes. However, if the bounding boxes are not the same size,
which would rarely be the case, an IOU greater than 1/3 can be achieved
when the detection is off-centered. Therefore, it is also a requirement that
the centre of a detection falls in the bounding box of the annotation and
vice-versa.
In addition to the IOU, the precision and recall are also measured. The
precision is the proportion of detected weeds that are also annotated as
weeds, and the recall indicates the proportion of annotated weeds that have
been detected automatically.
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Table 5.2: Results for automated weed instance detection

Number of manual annotations
Number of object proposals
Number of detected weeds
Precision
Recall
Mean IOU for accepted detections
Mean size of annotated bounding boxes
Mean size of detected bounding boxes
Mean size of non-detected bounding boxes

5.4

Field 1-7

Field 4

2 534
2 892
1 824
0.63
0.72
0.71
17 881px
17 422px
19 061px

876
931
629
0.68
0.72
0.63
48 254px
36 609px
77 910px

Results and Discussion

The test was carried out as two independent tests: one for the mixed images
from the seven fields, and one where only field number 4 is tested. The
results are listed in Table 5.2.
In the test set for the seven mixed fields, there is a total of 901 images;
wherein 2 534 plants are annotated manually. Of these 2 534 plants, 1 824
plants are detected automatically. Also, 1 068 object proposals are either
double detections, wrong detections, or they are plants that are not annotated manually. As for field number 4, it has a total of 153 images, containing
876 manually annotated plants. Of these 876 plants, 629 plants are detected
automatically. In addition, 302 object proposals are double detections,
wrong detections, or plants that are not annotated manually. The test shows
that plants can be detected even in severe cases, where the plant components are not visually connected due to overlapping leaves. Moreover, plants
can also be distinguished as individual instances when stems are thin, nongreen, or not visible. The method, therefore, has the potential to be used for
counting, as well as a prior step to a classification of the plant’s species.
Interesting samples from the test images from field 1-7, overlaid with detected bounding boxes, are shown in Figure 5.6. It should be noticed that
plants are detected as single plants, despite overlapping with wheat.
The average size of the manually annotated bounding-boxes is 17 881 pixels
for the mixed fields, and 48 254 pixels for field number 4, while the average
sizes of the manually annotated plants that were detected are 17 422 pixels
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and 36 609 pixels for the mixed fields and field number 4, respectively. The
reason for the big difference in average size of the annotations and detections for field number 4, is that field number 4 contains many large rapeseed
plants accounting for most of the large bounding boxes.
The difference in size between the bounding boxes of annotations and accepted detections suggests that the method has trouble detecting large
objects. However, as there are only few large plants in the training data, and
as rapeseed accounts for most of the large weeds, it cannot be verified if
this problem also exists for other species, or if it can be solved with more
training data.
Furthermore, the annotations contain some grasses of which only a few are
detected automatically. There are two possible reasons for this: The stride of
16, when making the coverage map, causes thin grass straws to be ignored if
they are parallel with an axis in the image.
Furthermore, grasses have many similarities with winter wheat. However,
as grasses account for only a few of the annotated weeds, the network may
have learned that the false-positive rate would increase if grasses should be
detected, as some winter wheat plants then would be detected too.
The annotations in the database are made using the annotation tool in
the RoboWeedSupport project (2015). In this tool, plants are annotated
by drawing strokes on the image indicating where a plant is located. This
tool has a standard brush for drawing with a diameter of 50 pixels, which
has been used for annotation of most plants in the train and test datasets.
However, this brush size has resulted in bounding boxes that are relatively
big, especially for small plants, as shown in Figure5.1, perhaps causing the
calculated IOU to be imprecise, and thus resulting in a rejection of a correct
detection.
Even though there are object proposals that are not accepted as detections
of weeds, none of these object proposals fall on soil. The rejection of an
object proposal is, therefore, often because of multiple detections of single
weeds, where only one is accepted. As for the seven mixed fields, the low
precision is mostly due to test images that are not fully annotated, but also
due to rapeseed plants, where leaves are often detected as multiple plants,
causing none of the detections of the plant to be accepted. Furthermore, in
a few cases, leaves of beech trees from a nearby shelter belt are detected as
weeds. Such examples are shown in Figure 5.7.
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(a)

(b)

(c)

(d)

(e)

Figure 5.6: Samples from the test of mixed images from field 1-7. (a) Detection of three different weed species. (b)-(d) detected weeds
despite overlapping wheat. (e) overlapping rapeseed and mayweed detected as two instances.
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(a)

(b)

Figure 5.7: Zoomed in examples on erroneous object proposals from field
1-7. (a) Rapeseed, where individual instances could not be detected correctly .(b) Beech leaf detected as weed.

In field 4, most of the region proposals that are not accepted stem from
rapeseed plants being detected as multiple instances but also bounding
boxes that are too small. Such examples are shown in Figure 5.8.
When looking through the detected weeds, there is a tendency that overlapping weed instances are easier to separate from other species than from
weeds of the same species. This is the case in Figure 5.7a, where the algorithm fails to separate individual rapeseed plants in a rapeseed cluster.
However, it has not been possible to verify that the detection fails more
often in that case, as there are only a few samples of weeds from different
species that overlap each other. More data is therefore needed to determine
the ability to separate instances of the same species and different species.
The test was made using the Caffe framework (Jia et al., 2014), running on a
Ubuntu 16.04 PC, equipped with TitanX (Pascal) GPUs. When using a single
GPU, the average frame rate is 19.61 frames/s for images sized 1024×1224.
The original images are 2048×2448 and cover 0.25 m2 , which means that
the GPU can process 1.22 m2/s at the given resolution. With an image heigh
of approximate 45 cm, this speed allows for driving 2.2 m/s, while covering a
width of 56 cm.
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(a)

(b)

(c)

Figure 5.8: Zoomed in examples on erroneous object proposals from field 4.
(a) Rapeseed, where single instants is detected multiple times,
and only one detection is accepted. (b). Rapeseed detected as
two instances, where both detections are rejected due to too
small an IOU. (c) Rapeseed detection that is rejected due to a too
small bounding box.
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6 Discussion and Conclusion
on Plant segmentation and
instance detection
The previous chapters have demonstrated three methods of segmentation
and detection of weeds in images acquired under varying environmental
conditions. Each method has its strengths, and the right segmentation or
detection method must be chosen based on the purpose of the segmentation/detection: If the aim is to use a shape-based classification algorithm,
the Fuzzy C -means method described in Chapter 3 can be used. The method
is distinguished by being able to adapt to light conditions in the individual
image, and also by being able to detect plant parts that are not green when
most of the plant is green. However, the method is not able to distinguish
overlapping plants that end up as one object in the segmentation. This problem is solved in part with the fully convolutional neural network, described
in Chapter 4.
The fully convolutional neural network is trained solely on modelled images
of overlapping plants, enabling it to segment RGB images into soil, weeds
and maize, even when maize overlap the weeds. This method will be useful
for mechanical weed control, where weeds have to be discriminated from
the crops. The method is, however, not able to retain thin stems, as the
image is scaled down by a factor of 8, which results in weed leaves being
separated.
The last method, demonstrated in Chapter 5, is a region proposal method
that can be used for detecting weed instances, even when weeds overlap
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each other, and when crops overlap with weeds. The last method has proven
capable of detecting weeds even in highly occluded fields. The ability to
handle overlapping leaves is especially useful in cereal fields, for which there
has been a lack of successful methods for weed detection, which can also
detect individual weed instances when leaves are not visually connected.
Such methods are required in order to count and classify the weed species
and thus determine the optimal treatment.
Whereas the two first methods perform a pixel-wise segmentation, the last
method is proposing bounding boxes for the weeds. The latter method is
therefore not suitable for shape-based classification, but it can be used for
counting weeds, and also for classification methods that do not require a
prior segmentation of the pixels, such as the Bag-of-visual-words concept
by Kazmi (2014) or the convolutional neural network concept demonstrated
in Dyrmann et al. (2016a) and in Chapter 7 of this dissertation.
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In this part of the dissertation, the problem of weed classification under
natural, outdoor conditions is addressed. Classification of plants in images
is a discipline which has received considerable attention in precision agriculture, as it allows for remote feedback from the field, providing a basis for
more effective weed control.
The desired outcome of the plant classification depends largely on the
type of weed control that is intended to be carried out in the field. When
conducting a fine-grained weed control, in which the treatment is decided
for the individual plants, it is usually sufficient to distinguish weeds from
crops, without being able to determine the particular species of the plants.
Methods for fine-grained weed control include mechanical hoes, thermal
treatment, and chemical weed control when using micro-sprayers.
Fine-grained weed control makes a great demand on the accuracy of the
classification process, as the crop must not be damaged. Consequently,
if weeds are controlled mechanically or thermally, it is important that the
crops are not confused as weeds, as a misclassification will have a direct
influence on the crop yield. Additionally, fine-grained weed control makes
it necessary to know the exact position of weeds or crops in order to control
the weeds, which means that the detection and classification must run realtime. Therefore, besides the major consequences of erroneous detections,
there are also requirements for the speed at which an online system should
run in order to have time to treat weeds after they are detected.
Among studies dealing with distinguishing weeds from crops is one by
Åstrand and Baerveldt (2002), who demonstrate the effectiveness of a mobile robot for mechanical weed control in sugar beet fields. The robot is
equipped with RGB and NIR cameras, enabling it to discriminate sugar
beets from weeds by using 19 colour and shape features. They were thereby
able to distinguish sugar beet from weeds with an accuracy of 97%.
Giselsson et al. (2013) investigates the performance of new shape features
derived from the distance transform of the plant surface, where Legendre
Polynomial Coefficients are used for describing the proportion of plant surface at different distances from the perimeter of the plant. The features are
used for discriminating cornflower (Lat: Centaura cyanus L.) from nightshade (Lat: Solanum nigrum L.) at growth stage BBCH12, by which an
accuracy of 97.5% was achieved.
Rather than relying on features that describe whole plants, Kazmi (2014)
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demonstrates a bag-of-visual-words approach, where local features are used
for classifying plants. This approach allows for classification of plants without prior segmentation of the images, contrary to many shape-based classification methods. However, even though the method works for unsegmented
images, Kazmi removes the soil by using an Excess Green segmentation to
only calculate local features for vegetation. Locations where local features
should be calculated are determined by using corner detectors such as the
Harris operator or Hessian-Laplace. Corner detectors, however, are less
effective with small plants, since the edges of their leaves are often smooth,
meaning that only a few local features are calculated for the plant. Therefore,
Kazmi proposes an interest point detector that is capable of detecting leaf
edges on plant seedlings. The method was used for distinguishing thistles
from sugar beet, but Kazmi finds that the Hessian-Laplace detector with
Scale Invariant Feature Transform (SIFT) features performs better for these
two species, achieving an accuracy of 99% on a total of 474 images of sugar
beet and thistles divided into 6 groups based on age, illumination conditions
and camera to ground distance.
Haug et al. (2014) and Lottes et al. (2016) use a combination of shapebased and statistical features for distinguishing weeds from crops. Their
approaches also rely on local feature descriptors, as each of the statistical features are calculated for small pixel regions rather than whole plants.
Haug et al. and Lottes et al. use NIR imaging for segmenting vegetation
from the soil before calculating features for the vegetation areas in the images. The local features are combined with shape-features that describe the
whole plants. Furthermore, Lottes et al. use the knowledge about the crop
spacing for increasing the reliability of classifications. Haug et al. and Lottes
et al., show that due to the use of local feature descriptors, they are able to
distinguish crops from weeds, even when plants are overlapping.
Midtiby et al. (2016) also show, theoretically, that row-crops can be detected
solely by the relative position between the plants in the field: For each
detected plant a position score and path score are calculated based on the
expected location of the crop from previously detected plants. Midtiby
et al. show that for crops sown with a position uncertainty of 1 cm, the
field should have a weed density of less than 84 plants per m2 in order to
classify more than 95% of the crop plants correctly. For fields with a higher
weed density, Midtiby et al. suggest taking advantages of “other kinds of
information like plant shape and spectral signatures”.
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Strothmann et al. proposes a method for classification of weeds in carrots
and corn salad, which models the field surface in 3D from red, green and
blue laser projections. Properties of the reflection such as scatter, line width
and intensity were used for describing vegetation. With this, they achieve
misclassification rates of around 5–15% for carrots and below 10% for corn
salad.
All of these methods for crop and weed discrimination are developed for
dicotyledon crops. Laursen et al. (2016) demonstrate a method for quantizing the amount of monocotyledons and dicotyledons within a patch by
analysing orientations of leaf edge segments relative to one another. The
purpose is to determine the weed coverage and thereby determine whether
it is necessary to spray the patch or not. A precision sprayer system was
implemented and tested in 299 maize plots, and Laursen et al. could report
herbicide saving by more than 65% of uniform spraying without measurable
yield loss.
Andújar et al. (2012) use a completely different approach for handling weeds
in occluded cereal fields, as they use ultrasonic sound to estimate weed
pressure. Using this approach they were able to detect “weed infested zones
and non-infested areas with up to 92.8% of success”.
Researchers who are classifying plants most often aim at distinguishing
only a few plants species from each other. Sometimes this is simplified
to a matter of distinguishing weeds from a particular crop species. This
is useful for many mechanical weed control methods, but when the aim
is to find the optimum combination of herbicides for a field, the species
of the weeds have to be known. Therefore, rather than identifying only
few weed species or discriminating monocotyledons from dicotyledons,
the classification method should be able to classify all the individual weed
species that naturally occur in fields. As a consequence, the task is more
complicated than a crop/weed classification since the similarities between
different weed species are often greater than the similarities between the
weeds and the crop.
Even though the species of the individual plants should be determined
when determining the optimal herbicides, the exact location of the plants
is of less importance, as most existing sprayers are unable to handle that
information. Most conventional sprayers are unable to change the dosages,
once they have entered the field (Brown and Noble, 2005), and even newer
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sprayers that can change the dosage on the fly, have typical response times
of more than 50 meters from when a dosage is changed until the new mix
has reached the outer sections of the spray boom (Danfoil, 2016). When
you have to base the herbicide dosage on weed populations in the field, it is
therefore necessary to make the weed inspection before spraying. From a
data processing perspective, it has the advantage that data can be processed
off-line. In case of off-line processing, the detected weed densities should
either be used for generating weed distribution maps for the sprayer controller if the sprayer can change the herbicide dosage on the fly. Otherwise,
the herbicide dosage should be determined from the largest weed densities
observed. Nevertheless, in both cases, the consequences of misclassifications often have less impact on the crop yield than misclassified crops on a
mechanical weeding robot.
Several studies have dealt with discrimination of multiple weed species, but
the number of studies is limited compared to those dealing with a binary
classification of crops and weeds. Among those working on discriminating
multiple species are Aitkenhead et al. (2003), who show that a two layer
Artificial Neural Network was able to discriminate between carrot seedlings
(Lat: Daucus carota L.) from ryegrass (Lat: Lolium perenne ) and Fat Hen
(Lat: Chenopodium album) to an accuracy exceeding 75%, by using only
raw pixel values.
Rather than discriminating by species, Weis and Gerhards (2007) discriminate plant, partly grouped by their botanic features. These groups are Barley (Lat: Hordeum vulgare), Rapeseed (Lat: Brassica napus), broad-leaved
weeds, and grass weeds. Weis and Gerhards propose a four-step image
processing chain consisting of segmentation, noise removal, feature extraction, and classification. The feature extraction part consisted of 15 shape
features that are used for discrimination by a k-nearest neighbour classifier.
Herewith, they receive an accuracy of 98.6%. However, in 2010, Weis and
Sökefeld mention that “the shape based approach has its limitations due to
the number of plant species and the shape variability within different growth
stages of each species.”
Using a similar principle, Giselsson (2010) demonstrates how six weed and
crop species can be discriminated by a combination of shape-based features. The experiment is carried out in controlled, indoor conditions for
non-overlapping plants, with which a correct classification rate of 96.2%
was achieved.
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Rumpf et al. (2012) also uses shape-based features to classify 1 030 weed and
crop samples of 10 species at early growth stages. In their study, multiple
early growth stages are represented for each plant species, which complicate
the classification due to various representations within each class. Rumpf
et al. achieve an overall classification accuracy of 69.6%, but when the
10 species are grouped in monocotyledons, dicotyledons, and barley (Lat:
Hordeum vulgare), an accuracy of 97.7% is achieved. The method is, however, only applicable for weeds spaced apart as “The general assumption
for the application of this approach is, that the plants are measured in early
development stages, where overlapping does not affect the overall sampling
accuracy. The shape of single plants cannot be extracted from cluttered scenes,
limiting the analysis to early growth stages.” (Rumpf et al., 2012). The usefulness of the shape-based classification method is confirmed by Dyrmann
and Christiansen (2014), who use a partly similar approach for classifying
2 813 images of seven weed seedlings acquired under controlled conditions,
but also spanning a variety of growth stages. They achieve an average accuracy of 95.8%. But like (Rumpf et al., 2012), Dyrmann and Christiansen
(2014) do not handle the problem of overlapping plants.
Rather than using shape-based features, Søgaard (2005) classifies shepherd’s
purse (Lat: Capsella bursa-pastoris), scentless mayweed (Lat: Tripleurospermum inodorum), and charlock (Lat: Sinapis arvensis) by using active shape
models to model the normal appearances of these plant species. Thereby
he achieves a classification accuracy of between 65% and 90%. However,
Søgaard notes that “After the two-leaf stage the weeds cannot anymore be approximated by two-dimensional models and, consequently, two-dimensional
shape modelling becomes inappropriate”. Moreover, the active shape models
approach requires that plants are not overlapping, have the same number
of leaves, and that plants can be oriented the same way in the images.
Some plant species can be discriminated solely based on their spectral signature. That way Wang et al. (2001) classifies nine weed species and wheat
based on spectral analysis in the visible and NIR spectrum (400–1700 nm),
by measuring reflectance in 2 nm increments. Wang et al. find that the
weeds of nine species cannot be discriminated from wheat, but achieve
classification accuracies of between 62.5% and 83.1% for weeds and wheat,
respectively, when grouping the weeds together.
However, Slaughter et al. (2008b) show that crisphead lettuce and leaf lettuce
(Lat: Lactuca sativa L., var capitata) can be discriminated from three species
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with an accuracy of 90.3% by using only spectral signatures from 384nm
to 810nm. The weeds are shephard’s purse (Lat: Capsella bursa-pastoris),
common groundsel (Lat: Senecio vulgaris), and sowthistle (Lat: Sonchus).
Slaughter et al. use a total of 150 plants from one test bed, where the lettuce
was at the second true leaf stage of growth. Slaughter et al. mention that
“an extremely severe level of water stress must exist to affect their optical properties in the 400- to 800-nm region” and argue that the method “can be used
to identify plant species associated with visible pixels in mixed species scenes
with weed/crop occlusion”. However, similar to the shape-based methods,
the classification methods by Wang et al. and Slaughter et al. require that
there is only one plant object per image.
Although these studies on recognition of several plant species achieve good
results, the results can hardly be compared, as they are all based on different
data sets, collected under different circumstances.
In the RoboWeedSupport project, described in Section 1.1, the aim is to
determine the weed population in fields in order to use a herbicide mixture
and dosage that targets the weeds present in a given field. To measure the
weed population as accurately as possible, and thus achieve optimal herbicide recommendations, it is necessary to determine the weed populations
as close as possible to the time when weeds are controlled. At this time, overlapping plants will often occur in the field. That is particularly the case in
cereal fields, where long leaves of the cereal plants will lay along the ground
and consequently overlap weeds. With these requirements for making weed
classification applicable, multi-species weed recognition under natural field
conditions remains an unsolved task.
The method for classification of weeds, which is presented in the following
chapters, is based on the images presented in Section 2.1 and Section 2.2.
The images in Section 2.1 are collected by consultants during their inspection of fields, while the images in Section 2.2 are collected by an ATV. All
images are collected just before the fields are sprayed. The images are collected over 63 days in three growth seasons. The conditions under which the
images are taken are, therefore, believed to be representative for cereal and
maize fields in terms of weather conditions, soil types, and growth stages.
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7 Plant Classification using
Convolutional Neural Networks
This chapter demonstrates an approach for distinguishing between a large
number of plant species using a deep convolutional neural network (CNN).
A general introduction to convolutional neural networks is provided in Appendix A.
Popular machine learning methods such as Support Vector Machines (SVM),
Random forest (RF), and k-nearest neighbours (kNN) have previously been
used for weed classification. These models are, however, non-parametric
models, which means that the complexity of the models depends on the
number of training samples (Raschka, 2016). This is an undesirable property
for a classifier that should be used for classifying many weed species and
thus must handle a large training data set, which will grow over time.
Contrary to these classifiers, the complexity of the convolutional neural
network is independent of the number of training samples. In return, it
requires a relatively large dataset for training its parameters, because convolutional neural networks build hierarchies of self-learned features, rather
than using engineered features as described in Appendix A. In this study
these self-learned features are based on raw pixel values, which means that
plants do not have to be segmented from the soil, thereby leaving out one
of the image processing steps that often causes problems due to changing
environments.
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The convolutional neural networks that are used in this chapter are designed
so that they take one image as input and output a single label, which tells
the predicted species of the plant in the image. This means that there should
be only one plant per image and, the weed instance detector, described
in Chapter 5, will therefore be a suitable preprocessor for the classification. However, as labelled data for verifying the methods is needed, the
annotations that are described in Section 2.4 are used instead.

7.1

Classification Performance for Different Network Architectures

In this section, we will compare how successful different network architectures are at recognising plants. This test will act as an initial test for the
selection of a network architecture for further analysis. The networks will be
trained with images of different sizes and with pre-trained weights if such
weights exist. Pre-trained weights do not exist for all the architectures that
are tested, which means that the different network architectures are not
tested on an equal basis. Therefore, the test will not show the full potential
of the architectures, but rather compare how good the architectures are at
identifying plants with the available means.
For this comparison, the following network architectures will be used: CaffeNet, which is an optimised version of the AlexNet architecture; GoogLeNet;
VGG19; Resnet152; SqueezeNet1.1; and MDNet.
AlexNet, GoogLeNet, and Resnet152 have previously won ILSVRC (ImageNet Large-Scale Visual Recognition Challenge), whereas Squeezenet1.1
is a speed-optimised network architecture, which is more suitable for realtime operation or on performance limited platforms. VGG19, also used in a
modified form in Chapter 4, is characterised by a simple architecture, while
MDNet was proposed by the thesis’ author for classifying relatively small
images of weeds. The benefit of using existing network architectures is that
you can initialise the network’s weights from other weights that has been
learned on different datasets like e.g. ImageNet (Russakovsky et al., 2015).
The network will thereby learn more general features that work together on
describing complex patterns, rather than letting single nodes of the network
have the full “knowledge” of individual plant objects. This means that a
network will be faster at learning to classify plants that are different from
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what it previously has seen, e.g. at other growth stages, but also that the
network will be able to learn new species easier. Existing pretrained weights,
based on ImageNet, are available to all networks except for MDNet. It will,
however, take weeks to train MDNet on ImageNet and therefore the weights
of MDNet are initialised using random weights sampled from the Glorot
interval (Glorot and Bengio, 2010), except for its first convolutional layer,
which has the same size as VGG19 and therefore can be initialised using
its weights. The final, fully-connected layers of all networks are initialised
using random weights sampled from the Glorot interval, as their sizes differ
from those of the pretrained models.
A brief description of the different network architectures are given here:

CaffeNet The AlexNet architecture is often referred to as the architecture
that started the deep-learning era. It was proposed by Krizhevsky et al.
(2012) as one of the first GPU implemented convolutional neural networks,
which allowed increased network size and training data due to a significant
speed gain. The AlexNet architecture consists of five convolutional layers,
each followed by a ReLU activation. After the first two convolutional layers,
and last convolutional layer is 3×3 max-pooling layers with a stride of two,
causing the feature maps to be reduced by a factor of 8. Finally, there are
three fully-connected layers. After each of the first two convolutional layers,
but before the pooling layers, the feature maps are normalised channelwise. The CaffeNet architecture used in this study is similar to the AlexNet
architecture, except for the order of the pixel-wise normalisation, which is
placed after the max-pooling layers. The pooling layers reduce the size of
the feature map; therefore, fewer calculations are required in the CaffeNet
architecture.
When using the network in this study, weights are initialised by a model
trained on the ImageNet dataset by Jeff Donahue Donahue (2016).

VGG19 The VGG19 architecture by Simonyan and Zisserman (2014a) was
developed with this philosophy: Make it deep while keeping it simple.
VGG19 is characterised by the size of filters in the convolutional layers,
which are all 3 × 3 pixels. The rationale of using only 3 × 3 filters is that
all other filter sizes can be composed by stacking multiple 3 × 3 filters. A
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5 × 5 filter can thus be created by two 3 × 3 filters. The VGG architecture
was proposed in different variations containing between 11 and 19 weight
layers. The VGG19 architecture is thus the variant containing 19 weight
layers. Of these layers, the first 16 layers are convolutional layers, and the
last three are fully-connected layers. Training this architecture can, however,
cause trouble due to “the instability of gradient in deep nets”(Simonyan and
Zisserman, 2014a). Therefore, it is suggested to start training with fewer
layers and adding new layers when the network starts converging.
When using the network in this study, weights are initialised by the model
from Simonyan and Zisserman (2014b), which is trained on the ImageNet
dataset.

GoogLeNet While the idea behind the VGG architecture is to keep the architecture simple, GoogLeNet takes a different approach by going away from
the single-track architecture of most previous networks. The GoogLeNet
architecture (Szegedy et al., 2014) that were also used in Section 5.2 is a
computational efficient architecture, characterised by Inception modules
(Canziani et al., 2016). An Inception module is a network-in-network, where
multiple branches run in parallel, and perform different operations before
they are merged. In GoogLeNet, the Inception Module consists of three
parallel convolutions sized 1 × 1, 3 × 3, and 5 × 5, and a 3 × 3 max pooling.
Each of which is combined with 1 × 1 convolutions in order to reduce the
dimensionality. The parallel branches allow information of different scales
to pass through the inception layer, which helps to make the network invariant to scale. The network consists of two normal convolutional layers;
five pooling layers, where the first four are max-pooling and the last is an
average pooling; and nine Inception modules.
The GoogLeNet architecture is specifically designed for images with a size
of 224 × 224 pixels, as the output of the last average pooling layer thus has a
spatial resolution of 1 × 1 and a depth of 1024 pixels. Therefore, there is no
possibility of further dimensional reduction.

Resnet152 Whereas the idea behind VGG19 and GoogLeNet is to make
a deep architecture, the idea of ResNet152 is to make it even deeper. The
Resnet152 architecture consists of 152 weight layers, grouped together in
so-called “Bottleneck” residual blocks (He et al., 2015). A residual block
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consists of a conv-ReLU-conv-ReLU-conv series, where the input to the
block is also routed around the block and added to its output. These shortcuts around the residual blocks allow for increasing the depth of the network,
as the errors can propagate through the short-cuts and thereby minimise
the effect of vanishing gradients. The first and last convolutional layers in
the block comprises only 1 × 1 kernels, while the convolutional layer in the
middle has 3×3 kernels. The network consists of a total of 50 of these blocks.
Each convolution is followed by batch normalisation, thereby helping train
the network.
In this study, weights are initialised by the ImageNet trained model from He
et al. (2015).

SqueezeNet1.1 In this context, SqueezeNet1.1 is different from the other
network architectures, as it is not made for achieving the highest accuracy,
but as a compromise between good performance and small memory print
(Iandola et al., 2016). The architecture is built of eight blocks consisting
of 1 × 1 convolutions followed by 1 × 1 and 3 × 3 convolutions in parallel,
each followed by ReLU activations. The 1 × 1 filters are used for keeping the
number of channels in the feature map low. Using this approach, Iandola
et al. (2016) were able to reduce the number of parameters by 98% compared
to AlexNet.
In this study, weights are initialised by the ImageNet trained model from
Iandola et al. (2016).

MDNet As described in (Dyrmann et al., 2016a)1 , this architecture is proposed as a method for classifying weeds. The method was made for images
sized 128×128 pixels. Originally, the images of weeds were segmented, since
some species occur only under specific lighting and soil types that should
not be used for determining the class. However, here no prior segmentation
will be used, as there is a much bigger variation in the images than in the
original work by Dyrmann et al. (2016a). The network was used for classifying images of weeds, which were segmented before classification, since
some species occur only under specific lighting and soil types that should
not be used for determining the class. The architecture contains nine weight
1 Figure 2 in (Dyrmann et al., 2016a) has an error, as the first convolutional layer uses 3 × 3

kernels
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layers, of which the first seven are convolutional layers and the last two are
fully connected layers. Inspired by the ResNet architecture, the network also
contains two short-cuts for combining the general features from early layers
with complex features from the later layers. The first short-cut routes the
output of the second convolutional layer to the output of fourth convolutional layer. The other short-cut routes the input to the fifth convolutional
layer to the output of the sixth convolutional layer.
The weights of the first convolutional layer are initialised to the weights from
VGG19, trained on ImageNet. The remaining layers are initialised randomly
by using the initialisation by Glorot and Bengio (2010), where weights are
sampled from a normal distribution scaled relative to the number of inputs
and outputs from a layer.

7.2

Input and Output Layers

In order to fit the networks to different image sizes and numbers of plant
species, the inputs and outputs of the networks have been modified from
the original definitions. The input and output definitions of all the networks
is thus made identical, except for the input image size.
A convolution is equivalent to translation, but not to scale and rotation.
Since the plant images are taken vertically to the ground, the rotation of the
plants in the images is random. Therefore, the input layers of all networks
are made such that an image is flipped and rotated randomly in 90 degree intervals during the training, as illustrated in Figure 7.1. This random rotation
and flipping has the effect that an image has eight different appearances,
helping the CNNs learn more representations of the plants and becoming
invariant to rotation. Even though the images are acquired from different
camera models at different heights, the images are scaled to fixed sizes,
which removes the scale variety. All plants will therefore be approximately
the same size. Scale invariance is a desired property for the network, as
images can originate from various cameras without known ground scales.
However, if the ground scale is fixed, the size of plants might be valuable
information when classifying them.
Additionally, the mean image of all the training images is subtracted from
all images during training and testing. This causes the pixel-values to be distributed around 0, which is where the activation function is active. Without
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Input
Rot90

Rot90

Rot90

Rot90

Rot90
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Figure 7.1: Input image is rotated and transposed in order to increase the
variability. A total of eight different appearances can be made by
only modifying image indices.

subtracting the mean, the network would first have to learn a suitable bias.
For all networks, the output layers are changed to fully connected layers
(inner product layers) with 17 outputs to reflect the number of plant species
in our training set.

7.3

Images

The images are required to have the same size for all training and test samples. This requires a scaling to assure the same aspect ratio for all samples.
However, as to avoid plants being stretched, the smallest squared bounding
box that can contain the manual annotation of a plant is used for cropping
the plant out of the image. This is illustrated in Figure 7.2. Thereby the
images of all plant samples have the same aspect ratio. This squared crop,
however, has the drawback of increasing the probability of other plants
appearing in the cropped images.
For the comparison of the different network architectures, images from the
Manually Collected Images described in Section 2.1 and High-speed Images
described in Section 2.2 are used for training. All images are pooled together,
and species with fewer than 200 samples are removed, which results in
29 746 plants, distributed on the 17 species that are listed in Table 7.1. The
images are randomly divided into a training, test and validation set with
101

Chapter 7. Plant Classification using Convolutional Neural Networks

(a)

(b)

(c)

Figure 7.2: (a) Annotations in the RoboWeedSupport online tool. (b) Minimum enclosing square. (c) Squared crop of weed.

a probability ratio of 8:1:1. Thereby the test set consists of 2967 images2 .
Finally, four datasets are made where the only difference is the size of the
images, which are: 128 × 128px, 192 × 192px, 224 × 224px, and 256 × 256px.
The image size of 224×224 was selected, as several of the tested networks
are designed for this image size. The other image sizes were selected, as
all the networks in this analysis contain layers with a stride of 2, making it
desirable to have image sizes that are divisible by 2 more times, in order
to avoid intermediate cropping of the feature maps. Furthermore, these
scalings are in the range of the original sizes of the plant images, which have
a mean side length of 175.8 pixels.
During the annotation of the image, the agricultural consultants could
choose to label plants by family rather than species if they were unable to
tell the exact species. For instance they could choose to label a plant as
“mayweed” rather than “scentless mayweed”. In order to assure that labels
are unambiguous for the plants, all labels for a given species have, therefore,
been changed to the family name if at least one plant of that species is only
labelled using the family label.
Image samples from all classes can be found in Appendix D on page 168.
The different network architectures are designed with different image sizes
in mind. CaffeNet is designed for 227 × 227px, GoogLeNet, ResNet152,
SqueezeNet and VGG19 are designed for 224×224px, and MDNet is designed
2 All test images can be downloaded from http://plant_recognition.sdu.dk/files/Testdata.zip
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(a)

(b)

(c)

(d)

(e)

Figure 7.3: Selected samples of hard cases. (a) Blurred and low saturated
image annotated as field pansy. (b) Blurred and low saturated
image annotated as knotweed. (c) Multiple plants annotated as
a single dead-nettle (according to the author non of them look
like dead-nettle). (d) Two plants in one image due to squared
crop. Image annotated as cereal, volunteer. (e) Oilseed rape that
is annotated as cereal.

for 128 × 128px. Since all of these networks are convolutional networks, it
is possible to train them on input images of larger size than what they
originally were designed for. However, because of the striding, which all
of these networks contain in either pooling or convolutional layers, there
is a lower limit on the input size. Therefore GoogLeNet and ResNet are
not evaluated on the images sized 128 × 128px and 192 × 192px, since the
minimum side length of the input images is 223px and 195px respectively.

7.3.1 Annotation variety
All annotations made by the consultants are accepted as valid annotations.
This means that the images that are used for training and test have not been
sorted by the thesis’ author even though some annotations are unclear or
some labels are incorrect. The choice to keep all samples were made to
demonstrate an objective classification of the plants, even though this is
likely to influence the classification accuracy for the worse. Figure 7.3 shows
examples of samples that are unclear according to the author.

7.4

Training

All of the different network architectures are trained using the same settings
with regards to the weight updating function; learning rate update function;
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Table 7.1: Number of image samples for each species that were used for
comparing network architectures
Species
Samples

Broad-leaved grasses
706

Cabbage family
4 040

Common Chickweed
1 327

Common Fumitory
745

Common Poppy
397

Cranesbill
641

Species
Samples

Dead-nettle
1 240

Fat-Hen
2 427

Field Pansy
4 912

Hemp-Nettle
439

Knotweed
2 562

Maize
647

Species
Samples

Mayweed
836

Narrow-leaved grasses
2 301

Sherpherd´s-Purse
960

Speedwell
3 693

Wheat, volunteers
1 819

and the number of training epochs, i.e. the number of times all training
images are run through. The number of epochs is 50, which does not consider the random flipping and rotation, described in Section 7.2. This means
that for one epoch, each image is only used once, but it will have a random
flipping and rotation. The number 50 has been chosen, since it allows for
all network architectures to converge with the given training images. After
training, the weights of the epoch that achieved the lowest validation loss
is selected for each network. The networks have been trained using minibatch training. Mini-batch training means that the weights of the networks
are updated each time a small part of the training data has been processed,
rather than after all training data has been processed. The update gradients
calculated from the mini-batches are thus less precise than the gradients
calculated from the full training set, but, the use of mini-batches allows for a
more rapid weight update and thus a faster training. The batch size is fixed
to 128 images per batch, but the distribution of images from the training set
in the mini-batches is random and thus not the same for each network.
The learning rate is decreased as the learning progresses. It starts at 0.001
and is updated using sigmoid decay. This means that the learning rate is
high for a moment before it starts decreasing, which allows for the weights
to quickly become almost optimal before they are fine tuned with a lower
learning rate. The weights are updated using stochastic gradient descent
with momentum.
The implementations were all made in the Caffe framework (Jia et al., 2014),
running on a Ubuntu 16.04 computer equipped with Nvidia TitanX GPUs.

104

7.5. Test for Differences in Accuracies for Multiple Architectures

7.5 Test for Differences in Accuracies for Multiple
Architectures
Even though there are differences in the accuracies of the different architectures, one might not statistically be better than the others. In order to
create a statistical foundation for selecting an architecture for the further
analysis, a hypothesis is made for all pairs of networks, which states that the
two networks have the same performances when tested on the same data
sets.
When the same data set is used for all architectures, the outcome of the
different tests cannot be assumed to be independent (Foody, 2009). Wherefore, a McNemar test is suitable for comparing the outcome. McNemar’s
test is applied to a 2 × 2 contingency table, as shown in Table 7.2, which
contains the results of the two networks when tested on n samples. Here A1
Pos. refers to network 1 correctly classifying a sample, and A1 Neg. refers to
network 1 misclassifying a sample. The same goes for A2. The outcome for
each network is thus simplified to correct or incorrect for each sample, which
means that we ignore that there might be differences in how the errors are
distributed on different weed species.
Table 7.2: Contingency table for A1 and A2.

A1 Pos.
A1 Neg.

A2 Pos.
a
c

A2 Neg.
b
d

The table is filled by testing A1 and A2 on all n test samples. If both A1 and
A2 classify a sample correctly, a is incremented by one, and if both A1 and
A2 classify a sample incorrectly, d is incremented by one. However, if A1 but
not A2 classifies a sample correctly, b is incremented by one, and if A2 but
not A1 classifies a sample correctly, c is incremented by one. Thus the sum
of a, b, c, and d is n.
If the two algorithms perform identically, i.e. the outcomes of the algorithm
are drawn from the same distribution it follows that p a + p b = p a + p c and
p c +p d = p b +p d , where p a , p b , p c , and p d are probabilities for an unknown
sample ending in a, b, c, and d , respectively. Thus, a null hypothesis can be
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specified as the probability of drawing b being equal to the probability of
drawing c:
H0 : p b = p c
(7.1)
H1 : p b 6= p c
where H1 is the alternative hypothesis that can reject H0 .
McNemar’s test describes a chi-squared distribution with one degree of
freedom given by:
(b − c)2
χ2 =
(7.2)
b +c
Given χ2 , a mid-P McNemar test is used to determine whether there is a
significant difference between the two algorithms by examining p b and p c ,
which can reject H0 .

7.6

Results and Discussion on Choice of Network
Architecture

We will now go through the results from each architecture and assess which
of the architectures performed the best.
The contingency table for all network architecture can be found in Appendix C on page 166, and the corresponding p-values are shown in the
matrix in Figure 7.4. The p-values are calculated from χ2 by using the Scipy
library for Python. A 95% confidence is desired, and the null-hypothesis is
therefore rejected for a given pair of architectures if P <0.05; i.e. the network’s
errors are very unlikely to originate from the same distributions.
From the McNemar test, we can conclude that there is no significant difference between the performance of the different versions of MDNet. Likewise,
when taking into account only if the network has classified a plant correctly
or incorrectly, but not which species that was chosen for the wrong classifications, there are several architectures between which there is no significant
difference in the way their incorrect classifications are distributed. Interestingly, the McNemar test also shows that some networks with different
architectures are more alike than networks of the same architecture, but
with different input image sizes.
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Figure 7.4: p-values for pairs of network architectures. The null-hypothesis,
that the networks perform identically, is rejected if the p-value
is less than 0.05. As for MDNet128 and MDNet256, the two networks make the same errors, and thus p could not be determined.
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In the test set, the species with the highest number of samples is field pansy,
which has 524 samples. The baseline accuracy for the classification thereby
becomes 17.6%. The archived classification accuracies for the networks
ranges from 71.7% for ResNet152 with input images size 224 × 224px to
87.3% achieved by VGG19 using inputs size 192 × 192px. This means that
VGG19-192 performs significant different from the others and, at the same
time, is the network with the highest accuracy. The reason for the poor
performance for ResNet152 is not known, but possibly further regularisation
is needed to train such a deep network. The original network is trained on
the ImageNet dataset, which might be better at regulating ResNet than the
plant images due to the size of ImageNet.
The full set of accuracies for the 2 967 test images can be found in Table 7.3. The confidence intervals for the accuracies are achieved using a
Bias-Corrected Accelerated Non-Parametric bootstrap with 10 000 samples
(Efron, 1987).
The progress of the training is shown in Figure 7.5, where the accuracy of
the validation set is plotted for each training epoch. What is interesting is
that VGG19 and CaffeNet are the architectures that achieved the highest
accuracies, but they are also the architectures for which the validation
accuracies first settle.

Execution time Table 7.3 also shows the time it takes for one forward
pass of a single image. The time is measured as the average of 100 forward
passes for a single image on a computer equipped with Nvidia TitanX(Pascal)
GPUs. These average times are found by doing one forward pass at a time
and do not take into account the possibility of processing multiple images
in parallel, which might change the average times for an image, as some
models are smaller than others and thus allows more images to fit in the
RAM of the graphics card. SqueezeNet, MDNet and CaffeNet are almost
equally fast, with execution times in the range 1 to 2 ms, whereas VGG19
and GoogLeNet are a little slower, with execution times in the range 4 to
10ṁs. Even in fields with a severe degree of weed infection (>500 weeds per
m2 ), these execution times are acceptable for the given application. In a
real-time system using the high-speed camera described in Section 2.2, the
7.24 ms per plant for the best performing network allows for classifying 552
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Figure 7.5: Achieved validation accuracy for each network architecture for
50 training epochs.

plants per second. Combined with the time spend on the instance detection
method described in Chapter 5, the images can still be processed in real
time on a Nvidia TitanX GPU when driving about 30km/h with an image
sample rate of 10m/image.

Optimal image size The total size of filters and feature maps are also
measured and reported in Table 7.3. It shows that there is a wide range
in required memory for the models. SqueezeNet were originally proposed
as a memory efficient architecture (Iandola et al., 2016) and is also the
architecture with the lowest memory footprint, which is 26 times smaller
than VGG19 for images sized 192 × 192 pixels.
The different network architectures have been tested with various sizes
of input images. When the input size is increased, the feature maps gets
bigger. However, there is no clear trend that a larger input size gives a higher
accuracy.
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110
256 × 256
224× 224
192 × 192
128 × 128
256 × 256
224× 224
256 × 256
224 × 224
192 × 192
128× 128
256 × 256
224× 224
256 × 256
224× 224
192 × 192
128 × 128
256 × 256
224× 224
192× 192
128× 128

GoogLeNet by Szegedy et al. (2014)

MDNet by Dyrmann et al. (2016b)

ResNet152 by He et al. (2015)

SqueezeNet1.1 by Iandola et al. (2016)

VGG19 by Simonyan and Zisserman (2014a)

Image size

CaffeNet by Krizhevsky et al. (2012)

Method

84.0
85.6
87.3
83.5

76.3
77.4
82.7
75.0

73.8
71.7

77.2
76.5
77.3
77.2

80.6
78.5

84.4
83.7
83.1
82.2

Top-1 acc. (%)

82.6 — 85.2
84.5 — 87.0
86.0 — 88.4
82.0 — 84.7

74.8 — 77.8
75.9 — 78.9
81.3 — 84.0
73.4 — 76.5

72.2 — 75.4
70.0 — 73.2

75.6 — 78.6
74.9 — 77.9
75.7 — 78.7
75.6 — 78.7

79.1 — 81.9
77.0 — 80.0

83.0 — 85.7
82.2 — 85.0
81.7 — 84.4
80.7 — 83.5

95% Accuracy
confidence interval(%)

735.09
595.78
475.05
289.31

29.24
23.35
18.27
10.52

532.23
459.39

68.91
52.61
38.51
16.94

75.67
63.13

276.17
222.49
177.05
110.85

Filter and feature map
size (MiB)

10.20
8.15
7.24
4.87

1.93
1.88
1.79
1.80

92.54
39.13

1.85
1.16
1.12
0.93

6.99
5.95

2.09
1.80
1.60
1.23

Execution time (ms)

Table 7.3: Comparison of convolutional neural network architectures for different image sizes. The image size for which
the architectures were originally designed is marked in bold. The best performance for each category is marked
with green.
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7.6. Results and Discussion on Choice of Network Architecture
Distribution of Errors As stated above, the output of each network is
simplified to either correct or incorrect which ignores that there might be
differences in how the incorrect predictions are distributed. Figure 7.6
shows the distribution of errors for each network, normalised by the total
number of errors for each network. According to the McNemar test, most
networks do not perform identically concerning which plant they have
trouble classifying. However, we can see from the error distribution in
Figure 7.6 that the different networks tend to have trouble with the same
species. Particularly, most networks have problems classifying speedwell,
knotweed and field pansy, while common fumitory, common poppy, and
maize are rarely misclassified.
Random samples of misclassifications from VGG19-192 are shown in Appendix E on page 171.
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0.20

Broad leaved grasses
Cabbage family
Common Chickweed
Common Fumitory
Common Poppy
Cranesbill
Dead-nettle
Fat-Hen
Field Pansy
Hemp-Nettle
Knotweed
Maize
Mayweed
Narrow leaved grasses
Sherpherd´s-Purse
Speedwell
Wheat, volunteers

0.16

0.12

0.08

0.04

CaffeNet 128
CaffeNet 192
CaffeNet 224
CaffeNet 256
GoogLeNet 224
GoogLeNet 256
MDNet128
MDNet192
MDNet224
MDNet256
ResNet152 224
ResNet152 256
SqueezeNet 128
SqueezeNet 192
SqueezeNet 224
SqueezeNet 256
VGG19 128
VGG19 192
VGG19 224
VGG19 256

0.00

Figure 7.6: Distribution of errors for each network architecture, normalised
by the total number of errors for a given network architecture.
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8 Classification Accuracy for
New Fields
So far, all plants from all fields have been pooled together and then split in a
training, validation, and test set. However, even though the plants used for
training and testing are different, there will be some degree of correlation
between the training and test data, as the training, test, and validation set
contain plants from the same fields, where the plants have grown under
similar conditions. Therefore, in order to test how well weeds from new
fields can be classified, the split in train and test data is now based on single
fields rather than random sampling from all plants.
The VGG19-192 classifier is thus trained on plants from all fields except
for one and then tested on that single field. During training, the model is
validated on images of plants that are sampled randomly from all fields with
the exception of the test field. This is repeated for every fifth field sorted
by the date the images were collected. With this, we end up covering fields
from all three years of data collection, and also both cereal and maize fields.
Thereby the ability to classify weeds in new fields is tested on a total of 31
fields. The validation set is used for preventing the classifier from overfitting,
but, as the validation set is sampled from the same fields as the training
set, the classifier can potentially overfit to the training data without it being
reflected during the model validation.
Some of the test fields contain only a few annotations, which can cause
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inaccuracy and therefore is not representative for what can be expected in
other fields. Therefore, in order to keep as many images as possible in the
test fields, the limit on the number of samples for each species required
in the test, training, and validation set combined is 100. However, the
drawback is that, because of the few samples per species, only a small part
of the visual variation for each species will be covered in the training data.
With this limit of 100 samples per species, there are a total of 22 classes
to be classified. Thereby, the task becomes more complicated than the
classification described above, which dealed only with 17 species.
Tabel 8.1 lists the fields that are used for the test. These test fields contain
various crops, and the images are collected in different weather conditions
as can be seen in Table 8.1. However, for most of the images, it was cloudy
when the images were collected. Tabel 8.1 also shows the achieved accuracy
for each of the test fields. It shows a significant difference in the number
of samples for the 31 test fields. Especially for fields with few samples, the
number of samples results in greater uncertainty in the estimated accuracies. Therefore, the uncertainty for the classifications is estimated using a
Bayesian approach.
In order to estimate the confidence for each of the calculated accuracies
for the test fields, the classifications of plants in a field are seen as identically distributed “Bernoulli” trials with two possible outcomes, correct and
incorrect.. The probability of a single plant, x i , being classified correctly is
given by P (x i = cor r ec t ) = p, where p is constant for all plants in a field.
The assumption that p is constant for all plants, and thus all species, is,
however, an approximation, as the true probability per species for a given
field is unknown. For each field, the binomial distribution is estimated by
Ã !
¡
¢n−k
n
p (k) =
= pk 1 − p
k

(8.1)

where k is the number of correctly classified plants in a field with n plants.
i.e. k = 0, 1, 2, .., n. The confidence in the estimated accuracy for a given field
is calculated using Wilson’s Confidence intervals, as it handles fields with
only a few plants and also the corner cases where the accuracy p̂ = 0 and
p̂ = 1. The accuracy and confidences for all estimated accuracies are shown
in Figure 8.1.
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Table 8.1: The fields used for testing how well whole fields are classified.
Field No. 30 is the only one from which images are collected using
an ATV. The images from field 2 and 30 are shot using artificial
lighting, and therefore the weather is less important as long as it
is not raining, which would cause reflections from the flash.
Test field no.

No. of plants (n)

Different species

Accuracy (p̂)

Weather

Crop

0
1
2
3
4

45
80
145
244
57

7
9
6
9
4

0.733
0.725
0.828
0.791
0.965

Cloudy
Sunny
Flash
Cloudy
Cloudy

Cereal
Cereal
Cereal
Maize
Maize

5
6
7
8
9

546
50
24
35
58

7
1
3
7
10

0.877
0.98
0.875
0.771
0.707

Cloudy
Cloudy
Sunny
Cloudy
Cloudy

Maize
Maize
Cereal
Maize
Cereal

10
11
12
13
14

141
112
83
451
46

13
5
5
2
7

0.496
0.375
0.88
0.998
0.543

Sunny
Sunny
Cloudy
Cloudy
Rainy

Maize
Cereal
Maize
Cereal
Cereal

15
16
17
18
19

205
287
130
30
170

10
9
7
4
9

0.488
0.787
0.685
0.533
0.376

Sunny
Cloudy
Cloudy
Sunny
Sunny

Cereal
Cereal
Cereal
Cereal
Cereal

20
21
22
23
24

130
32
72
12
79

8
4
6
1
3

0.8
0.469
0.639
1
0.797

Cloudy
Sunny
Sunny
Sunny
Cloudy

Cereal
Maize
Cereal
Maize
Maize

25
26
27
28
29
30

105
173
164
182
7
3852

5
7
10
8
3
16

0.429
0.746
0.549
0.687
0.166
0.62

Sunny
Cloudy
Cloudy
Cloudy
Cloudy
Flash

Maize
Maize
Maize
Maize
Cereal
Cereal
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1.0

Accuracy

Figure 8.1: Achieved accuracies with confidence for the fields in Table 8.1.

The achieved accuracies for the 31 test fields ranges from 17% to 100%, with
a median accuracy of 72%. The confidence in these accuracies, however,
varies with the number of species. The accuracy one can expect for a new
field will probably be somewhere in between. The reason for this lower
accuracy compared to the test where all fields are pooled together can likely
be found in the increased number of species, 22 compared to 17. The
number of samples for these last five species are limited, by which there is
only little variation covered for these five species in the training data.
The field that achieved the lowest accuracy is field number 29, which is a
cereal field where the cereal has started tillering. All samples are, therefore,
partly covered by the cereal leaves as shown in Figure 8.2a, which shows
a common poppy (Lat: Papaver rhoeas). The same is the case for field
22, from which a fat hen (Lat: Chenopodium album) sample is shown in
Figure 8.2b. Field number 18 and field 19 mainly contain speedwell (Lat:
Veroniceae) and field fansy (Lat:Viola arvensis), which are often confused
and the main reason for the low accuracy. Another possible reason for the
volatility in achieved accuracies is that the fields are often only annotated
by one consultant, and the consultants’ ability to recognise weeds may vary.
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(a) Common Poppy

(b) Fat Hen

(c) Mayweed

Figure 8.2: Selected samples of hard cases. (a) from field 28, annotated as
common poppy, classifed as common fumitory. (b) from field
22, correctly classified as fat hen. (c) from field 15, annotated as
mayweed, classified as hemp-nettle.

An overview of how the classified plants are distributed is shown in Figure 8.3. The figure is divided into two: Figure 8.3a shows a confusion matrix
for all fields where images are collected with handheld cameras (field 0–
29) and Figure 8.3b shows a confusion matrix of images that are collected
with a camera mounted on an ATV (field 30). Figure 8.3a shows that, in
particular, field pansy, fat hen, chickweed, and shepherd’s purse are often
confused with each other, but also narrow and broad-leaved grasses tend to
be confused. These plants do, however, have many visual similarities and
are among the species that are often confused in the annotation. Most of
the images in field 30 belong to the cabbage family, which are often correctly
classified. The primary reason for misclassifications in this field is that
wheat has been classified as broad-leaved grasses. Wheat is a broad-leaved
monocotyledon, and there is, therefore, many visual similarities between
wheat and the weed species categorised as broad-leaved grasses.
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Broad leaved grasses
Cabbage family
Cleavers
Clover
Common Chickweed
Common Fumitory
Common Poppy
Cranesbill
Creeping Thistle
Dead-nettle
Fat-Hen
Field Pansy
Field-Forget-Me-Not
Hemp-Nettle
Knotweed
Maize
Mayweed
Narrow leaved grasses
Sherpherd´s-Purse
Speedwell
Wheat, volunteers

56
0
0
0
0
0
0
1
0
0
1
0
0
0
3
0
3
49
1
0
2

0
71
0
0
1
0
4
0
0
2
1
0
0
0
4
0
1
0
0
1
0

0
1
8
0
0
0
0
0
0
3
1
0
0
1
3
0
4
0
0
1
0

0 0 0 0 0
0 0 0 0 0
0 1 0 0 0
1 0 0 0 0
1 164 0 0 1
0 0 2 0 0
0 0 0 0 0
0 1 1 0 106
0 0 0 0 0
0 0 1 0 1
0 8 0 1 0
0 13 0 4 4
0 1 0 0 0
0 0 0 0 0
0 7 2 0 1
0 0 0 0 0
0 0 1 0 0
0 0 0 0 0
0 25 0 12 0
0 6 0 0 2
0 0 0 0 0

1
1
1
0
0
0
0
0
36
0
0
0
0
0
3
0
0
0
0
0
0

1
0
1
0
0
0
0
0
0
23
4
15
0
0
1
0
0
0
0
22
0

0 0
1 3
0 0
0 0
12 59
0 0
0 0
1 5
1 1
1 1
269 113
17 294
0 0
1 0
40 14
0 0
2 2
2 0
4 56
5 37
0 0

0
0
0
0
1
0
0
0
0
0
3
0
1
0
0
0
0
0
23
1
0

0
0
0
0
13
0
0
0
0
0
4
4
0
27
1
0
1
0
0
5
0

54
1
2
0
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1
0
0
2
1
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2
0
1
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2
0
16
1
9
2

3
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0
0
2
1
0
0
0
0
0
0
0
0
6
76
0
4
0
1
0

1 27
0 0
2 0
0 0
1 4
16 0
0 0
0 1
3 0
0 0
0 3
1 2
0 0
0 0
2 11
1 1
165 11
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1 0
2 0
1 10

0
0
0
0
7
0
0
0
0
0
3
4
0
1
4
0
1
0
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4
0
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0
0
0
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0
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0
0
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0 0
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(a) All test fields except for no. 30

Predicted
(b) Field no. 30

Figure 8.3: Confusion matrices for test fields containing images from: (a)
Hand-held cameras, (b) ATV mounted camera. The numbers in
the cells indicate the number of plants for a given label/prediction.
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9 Date weighted classification

Some weed species, especially at low growth stages, have many visual similarities, since the plants have not fully developed true leaves that carry most
of the visual identity of a plant, as shown in Figure 1.2. For example, various
grasses are difficult to distinguish from each other. However, the classification can be improved by including non-visual aspects such as information
about the weed population in previous years or information about the date
on which the images are taken. The date on which an image is taken is
useful for classification of weeds as the plant species germinate at different
times of the year. This is the case for example for rough meadow-grass (Lat:
Poa trivialis) and loose silky-bent (Lat: Apera spica-venti), which are easily
confused visually, but as loose silky-bent is primarily active in the late summer and autumn, it can be excluded from the possible weeds for an image
taken in April. The growth curves for black-grass and Loose Silky-bent are
shown in Figure 9.1.
These curves, typically, show when a given species germinate, not to be
confused with the probability of seeing the species in question at that time.
We therefore integrate these growth curves to get the normalised part of a
given species that has germinated since January 1st and are thus expected
to be alive. These curves should be adjusted for the number of plants that
have died at any given time, but such data is not available. It is therefore
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(a) Rough
Meadowgrass (Lat:
Poa
trivialis)

Jan

Apr

Jul

Okt

(c) Normalised germination times of Rough
Meadow-grass (Lat: Apera spica-venti)

(b) Loose
Silky-bent
(Lat: Poa trivialis)

Jan

Apr

Jul

Okt

(d) Normalised germination times of Loose
Silky-bent (Lat: Apera spica-venti)

Figure 9.1: Dates can work as a bias that helps in choosing the right species
among visually similar species (from Institut for Agroøkologi,
Aarhus Universitet and SEGES (2016)).

assumed that no weeds are dead yet. Furthermore, this assumption does
not take into account whether fields are sprayed or cultivated, which will
significantly change the number of living weeds. The growth curves are
therefore most accurate for untreated fields in the spring.
What we want is to determine how much confidence there should be put in
a predicted species of an unknown plant, x. In order to do so, we want to
estimate the probability that x belongs to class C, given the date, d and the
a priori, p (C).
¡
¢
P x = C|d , p (C)
(9.1)
The a priori distribution will here be determined from the total number of
samples of a given species out of the total number of samples in the annotated images, described in Section 2.1. There can, however, be geographic
variations that affect the a priori, and the number of species in the annotated data might not reflect the true a priori distribution. Instead it may
reflect the distribution of easy-to-recognise plants. Furthermore, images
should optimally be sampled evenly across the year, in order to reflect the
120

true a priori.
The plant growth curves are all from the weed identification guide designed
by the Institut for Agroøkologi, Aarhus Universitet and SEGES (2016), which
catalogues the normalised growth across the year for each species, as illustrated in Figure 9.1.
The test is performed using the VGG19-192 network, trained in Section 7.6.
The output of the convolutional neural network is a vector with one entry
per species indicating the confidence score of a given species. These scores
sums to one and the order of the scores indicates which species is most
likely to be the right one. Here, these scores are considered approximations
of the “probabilities” of the different species, but they do not necessarily
reflect true probabilities, as e.g. a score of 0.8 not necessarily is eight times
better than 0.1.
For each species, the output of the network is weighted by Eq. 9.1 and the
label is determined by the species that achieve the highest score after the
weighting. However, some classes are families/groups rather than species;
therefore, growth data is not available. Letting these families/groups remain unweighted would cause the prediction to be biased towards the
families/groups, which is, of course, undesirable. Fortunately, it turns out
that species that are grouped together tend to have similar growth curves
(see Table 2.1 for a list of groups/families); therefore, the growth curve from
one species in the group can be used to approximate growth curves for other
species in the group. This is the case for species in the cabbage family, in
the mayweed family, and in the knotweed family. Plants in the speedwell
family also have similar growth curves, except for ivy-leaved speedwell (Lat:
Veronica hederifolia), which is most active in November and March, when
fields rarely are sprayed and images have therefore not been collected cf.
Figure 2.5b. Hence, it is assumed that plants predicted as speedwell are not
ivy-leaved speedwell. The only remaining groups are narrow and broadleaved grasses, for which there is no clear trend in the growth curves for
the species in the groups, and volunteering wheat, where growth curves are
unavailable. For that reason, grasses and wheat are left out from the test.
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9.1

Results

When applying the weighting to the network outputs for the 2 967 test images except grasses and wheat, the labels of 46 plants are changed. Out of
these 46 plants, 23 were correctly classified before applying the weighting,
and they are thus given a wrong label after the weighting. Contrary to this,
15 of the 46 plants have been changed from a wrong label to the correct
label. The remaining 8 plants are changed from one wrong label to another
wrong label. Of the 46 plants for which the labels were changed after the
weighting, field pansy and speedwell account for most of the plants with,
respectively, 14 and 12 samples changed.
The confusion matrices of the classification before and after applying the
weighting are shown in Figure 9.2.
This test has shown that this weighting does not have a positive impact on
classification accuracy. The reason can be due to an a priori that does not
reflect the real distribution of some plant species. This is likely the case
if weeds have been controlled earlier that year. Additionally, the number
of plants is estimated by integrating the growth curves without taking into
account plants that have died.
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Figure 9.2: Confusion matrices with and without weighting the prediction
by growth curves.
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10 Classification of Nonoptimal Images
So far we have seen the weed-recognition capabilities of the convolutional
neural network. In this chapter, we will sort the weeds by four parameters
to see to what extent the classifier is sensitive towards these parameters.
Furthermore, the convolutional neural network will be compared with a
local feature-based classifier method like that proposed by Kazmi (2014),
and a shape-based classification method employing the same feature set as
that used by Giselsson et al. (2013).

10.1

Parameters

The four parameters that the classification methods are evaluated on are
sharpness, saturation, the number of leaves, and occlusion. All four parameters vary widely in the images and describe a part of the natural variation
that can be expected during image collection in the field.

Sharpness The sharpness of an image determines how much information
can be in the image. Thus, an unsharp image will be missing some of
the finer details that help distinguish plants with many visual similarities.
However, sharpness is not an absolute measure that can be determined from
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an image without information about the object in the image. Sharp images
are characterised by the possible presence of high-frequency content. But
high-frequency content is not a prerequisite for a sharp image since an
image can still be sharp if the object in the image has no great intensity
change, by which the high-frequency content will be limited.
The sharpness of an image is therefore an approximation based on the
amount of high-frequency content in the image. The amount of highfrequency content is determined by the change of the image when blurring
it with a Gaussian kernel.
shar pness(I ) = kI − I b k1

(10.1)

where I b is a blurred version of the original image, I . The Gaussian kernel
has been chosen to have a standard deviation of 5, and a kernel size of
11, which is reasonable for the given image size. Pixels at the border of
the blurred image are darker due to the edge effect. This will cause the
difference between I and I b to be bigger if I is light. Therefore, a five-pixel
wide border is removed from the images before they are subtracted from
each other in Eq. 10.1.
The sharpness has been calculated for all test images, which have been
sorted from the most blurred image to the sharpest. Five quantiles are
shown in Figure 10.1. The sharpest images are typically those acquired in
sunlight, which causes the plants to cast shadows that make it harder to
determine the exact edges of the plant leaves. The blur in the least sharp
images looks like out-of-focus blur and could be a consequence of too large
an aperture. The optimal sharpness is therefore somewhere in-between. A
histogram of all sharpness scores is shown in Figure 10.4a.

Saturation This parameter will test the camera settings by measuring
the image saturation. It has been observed that especially small plants
often are grey where they should be green. The cameras probably cause
this phenomenon in an attempt to remove chromatic aberration. It has,
however, the consequence that plants become less distinct from the soil.
For other images, it was observed that the plants were overexposed. The
dynamic range is thus limited, and the colours may risk being unnatural.
The images acquired with the Nokia 1020 phone especially display this
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(a)

(b)

(c)

(d)

(e)

Figure 10.1: Test images sorted by their sharpness. (a) Most blurred image.
(b) First quantile. (c) Second quantile. (d) Third quantile. (e)
Sharpest image.

phenomenon often, as illustrated in Figure 10.2e. Saturated pixels can,
however, also occur even with optimal camera settings if specular reflections
occur. The saturation value of an image is measured by converting the image
to the HSL colour space. The mean of the 1% most saturated pixels is then
used for scoring the image. By considering only the 1% most saturated pixels,
highlights are detected, while noise becomes less important. Furthermore,
the plants are often more saturated than the soil, meaning that the 1% most
saturation pixels often will be plant. In this context, the optimum saturation
is as high as possible without oversaturating the image. A high saturation
makes it possible to utilise the dynamic range of the image and thereby
increase the level of detail in the shadow areas.
Figure 10.2 shows a histogram of the saturation values of the test images.
The saturations values are centred around 0.7, except for a peak at 1, caused
by over-saturated pixels. Five image samples that span the saturation range
are shown in Figure 10.2.

Growth stage Many weeds will first get their true leaves several days after
they have germinated. Until then the weeds only have their cotyledon leaves
that can easily be confused with cotyledon leaves of other species. Therefore,
it is expected that weeds are easier to recognise automatically when the
first true leaves are grown. In order to sort the plants by growth stage, the
number of leaves for all 2 967 test images has been counted, and the result is
shown in Figure 10.4c. All of the plants with only one leaf are monocots and
most plants with three leaves are knotweed. The number of leaves is often
easy to count for small plants with few leaves, but the number of leaves is
126

10.1. Parameters

(a)

(b)

(c)

(d)

(e)

Figure 10.2: Test images sorted by their saturation. (a) Least saturated image
with a saturation value of 0.348. (b) First quartile with a saturation value of 0.681. (c) Second quantile with a saturation value
of 0.742. (d) Third quantile with a saturation value of 0.857. (e)
Fourth quartile with a saturation value of 1.000.

an estimate for some plants at later growth stages, as leaves are overlapping
each other.

Occlusion Another factor that can influence the ability to recognise plant
species is the amount of overlapping leaves. In order to test the robustness
towards overlapping plants, all test images have been divided into one of
three groups. These groups indicate the amount of occlusion. The first
group are for images with only one plant or small parts of other plants
appearing in the images, as long as they are not dominating. The next group
are for images with more than one plant, where the plants overlap each
others lightly. If plants in a single image are of the same species, more
overlap are accepted than if the plants are of different species. The third
group are for the highly occluded image, where the amount of biomass
for other plants often is greater than the amount for the plant in question.
Examples of the three categories can be found in Figure 10.3. Even though
some images fall in-between these three definitions, they are only assigned
to one group.
The four parameters that are used for testing the ability to recognise weeds
represent some of the circumstances that can make weed recognition difficult. However, the parameters are not uncorrelated. Plants at early growth
stages are often small, which means that the images have been scaled up,
causing sharpness to decrease. Similarly, large plants are scaled down, resulting in a sharpness increase. Furthermore, plants at late growth stages
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(a)

(b)

(c)

Figure 10.3: Three grades of occlusion (a) No occlusion. (b) Some occlusion.
(c) Heavy occlusion.
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Figure 10.4: Distribution of images for the four parameters that are used for
describing the plants. (a) Sharpness score for images with pixel
values in the interval [0:1]. (b) Saturation score. (c) number of
leaves. (d) occlusion.
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take up more space than plants in early growth stages. Therefore, large
plants are more characteristic than small plants, but also more likely to
overlap with other plants. Saturation is to a great extent associated with the
camera model, which means that the saturation parameter correlates with
the camera’s other characteristics. Also, some camera models are only used
by one person, which means that the measured saturation also depends
on the photographer. Last but not least, there are external factors which
may affect each of the four parameters. For example, if many plant samples
of easily recognisable weed species are photographed with camera models
that often blur the images, it will seem as if the automated weed recognition
is better at recognising plants in blurred images than generally is the case.
These correlations are, however, hard to quantize and they will not be taken
into account in this analysis.

10.2

Classifiers

The convolutional neural network, which is based on VGG19-192, will be
tested against the method proposed by Kazmi (2014) and the method by
Giselsson et al. (2013). These two methods have been chosen for comparison
as the method by Kazmi is capable of classifying unsegmented images in
different lighting conditions, while the method by Giselsson has proven
capable of discriminating multiple weed species at early growth stages.
The method by Kazmi is based on the bag-of-visual-words principle (Vedaldi
and Fulkerson, 2008), which uses local features that are calculated for specific interest points in the images, rather than for the whole image. In
the method by Kazmi, the images were segmented using Excess Green
(Woebbecke et al., 1995) before interest points were located and features
were calculated. Here, the method will be tested on unsegmented images,
since the colours vary so much that Excess Green will reduce the overall
accuracy. This reduction in accuracy is partly due to the interest point detector, which is sensitive to a noisy segmentation.
Kazmi tests a wide variety of different interest point detectors and local
feature descriptors, but finds that “Hessian-Laplace with SIFT descriptor
almost reached up to 99%” in accuracy when discriminating sugar beet from
creeping thistle. Therefore, this combination of interest point detector and
descriptor is used in this test. Originally, the method was proposed for
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classifying these two species in strong sunlight and under a shade, with
images acquired with the same equipment. Thus, it has not been used for
discriminating between multiple species. The reimplementation in this
study is based on the VLFeat libraries from Vedaldi and Fulkerson (2008).
The method by Giselsson et al. uses shape-based features for describing
non-overlapping plants at early growth stages, which are then classified
with a Support Vector Machine. The features comprise classic shape-based
features like those used by Weis and Sökefeld (2010), combined with features
derived from distance transforms of the plant’s surface. Most of the shape
features used by Giselsson et al. are scale dependent. The images in this
study are, however, acquired in different scales. Therefore, the features are
scaled by a factor determined from the ground resolution for each of the
images, estimated from the size of the counting frame or reference plate, as
described in Section 2.1.
The method and features have been implemented in Python using the scikitimage library (van der Walt et al., 2014) and the OpenCV implementation of
the Support Vector Machine (Bradski, 2000).
Before calculating the shape-based features, the images are segmented using Excess Green (Woebbecke et al., 1995). This causes plans to be separated
into multiple parts, which is also shown in Giselsson et al. (2013). However,
Giselsson et al. do not describe how separated plant parts are handled, as
some of the shape-based features require the plant to consist of only a single
part. Therefore, in this implementation, only the largest part for each plant
is considered.
Both of the implementations are made from the information available in
the publications, meaning that there may be implementation details that
were left out and therefore have not been taken into account.

10.3

Results and Discussion

The local feature based method by Kazmi was tested on both segmented
and unsegmented images. When using segmented images, an accuracy
for all images of only 31.5% was achieved compared to 57.1% when using
unsegmented images. Therefore, unsegmented images are used in the
following analysis. The shape-based method by Giselsson et al. achieved an
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overall accuracy of 46.1%, reasonable given that it was proposed for images
acquired under controlled conditions. The results for the four parameters
are reported in Figure 11.0. All results are supported by 95% confidence
intervals determined from a 1000 sampled bootstrapping.
Overall, the convolutional neural network based method performs best
under almost all circumstances, whereas the local feature based method is
the second best classification method. Still, All classifications are well above
the baseline of 17.6% accuracy.
In order to evaluate the ability of the three methods to classify the images
sorted by sharpness, the sharpness values have been divided into 10 equal
sized intervals. For each interval, the accuracy is determined according
to each of the three classification methods. The result is reported in Figure 11.1a. In none of the three methods is there a clear difference between
the performance for sharp and blurred images; both the method based on
local features and the shape-based method have a drop in accuracy for
sharpness values between 16 and 20. Most of the images in this sharpness
interval are highly occluded, which might be part of the course for the drop
in accuracy. There are only a few samples of the sharpest images, and the
estimated accuracies are not reliable.
The saturation scores in Figure 11.1b are more remarkable because the
shape-based method performs better for low saturations than it does for
high saturation values. For the images with the lowest saturation values,
there is a big decrease in accuracy for the CNN and the local feature-based
method, whereas there is no clear saturation preference for the CNN and
the local feature-based method when the saturation is increased slightly.
Regarding the number of leaves on the plants, there is no clear difference
in how the CNN handles images with few or many leaves, as shown in
Figure 11.1c. The same is the case for the local feature-based method.
However, we see that the shape-based classification method is better at
handling small plants than the classification method based on local features.
The shape-based classification method which was proposed as a method for
discriminating cotyledons is clearly better at classifying small plants than
plants at higher growth stages.
With regards to the immunity towards occluded images, it is evident that
none of the three methods is especially affected by highly occluded plants.
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The shape-based method is better at classifying images with only one plant
per image than the images with more plants per image, perhaps because
this this method only considers the biggest object in the images.
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11 Classification Discussion
and Conclusion
With few exceptions, the research field of automated recognition of weeds
has so far focused on designing features that describe the plant shape and
morphology. This approach greatly resembles the approach that botanists
use when describing plants. These designed features can be used with classifiers - such as k-nearest neighbour (KNN), support vector machine (SVM)
or random forest - which provide optimal decision boundaries in the given
features space. Using these machine learning techniques, you are able to
see where your test samples are located in your feature space relative to
your decision boundaries and thereby also which features are to blame if
a test sample is misclassified. It is, however, essential that the features are
robust to natural variations since a single miscalculated feature can change
the outcome of the classifier.
Convolutional neural networks is different since the network acts as an advanced feature extractor, creating many small features that together form a
huge feature set that describes the given images. These self-learned features
can describe cases that are difficult to describe parametrically such as a mix
of different plants, changing lighting conditions, algae, and blurred images.
Because of the self-learned features, little effort is required in order to train
the network to handle more species. Some might argue that you lose some
of the interpretability when using convolutional neural networks, but the
flexibility and performance of convolutional neural networks are a clear
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Figure 11.0: Classification accuracies for the three classification methods arrayed according to four parameters, which demonstrates some
of the variation in the dataset. Black bars indicate confidence
determined by bootstrapping (a) Sharpness values divided in
20 intervals. Only few plant have the highest sharpness values,
which is the cause for the big variations for these values. (b)
Saturation value divided in 20 intervals. (c) Growth stages. (d)
Occlusion scores.
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improvement over the classic machine learning techniques, as long as the
environment is uncontrolled.
A total of 2 967 plants spread over 17 weed species has been classified using different convolutional neural network architectures, among which the
VGG19 architecture provided the highest accuracy. By using this architecture
for images with a size of 192×192 pixels, an overall classification accuracy of
87.3% was achieved. This accuracy shall be seen in the light of the possible
number of erroneous annotation in the data set. In Section 2.5, consultants
were found to disagree on the species of 12% of the weeds in high-resolution
images from fields with only little occlusion.
The VGG19 architecture is simple, but also with a relatively large memory requirement. Other architectures are almost on par with the results of VGG19
in terms of accuracy, while consuming only a fraction of the memory of
VGG19. This indicates a big overhead and room for optimisation. However,
the network has been trained to only distinguish between 17 species out of
the 107 species that can be expected to be observed. Given the execution
time for the VGG19 model, which is fast enough for current application,
there is no need to reduce the amount of parameters, as more species will
be added when more images are collected.
The network has been trained on images randomly sampled from the distribution of plants as they occur in the images data, described in Section 2.4.
This means that the classifier will be biased by the species distribution in
the dataset, which, to a great extent, is believed to be representative for the
true weed distribution, given that the image collection has been distributed
temporally and geographically. Some weed species are more harmful than
others and, therefore, it might be beneficial to skew the distribution during
training in order to ensure that the harmful species are detected. On the
other hand, by doing so, the overall accuracy is likely to decrease.
The date on which images are taken also influences the likelihood of observing a given species. Therefore, a test was conducted in Chapter 9, in
which the prediction from the convolutional neural network was weighted
by the growth curve of the individual plant species, indicating how likely a
given species is to germinate at a given time of the year. The test showed
that there was no gain in accuracy by using this weighting. This can be
due to unrepresentative growth curves due to e.g. prior weed control, or an
network that puts too much confidence in its classifications.
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Instead of pooling all images together, classification in individual fields
was tested. The test was conducted for a single field at the time, which
was left out of the training. The test showed that for the 31 fields, the
accuracies range from 17% to 100% with a median accuracy of 72% when
classifying among 22 different weed species. Because of the high number
of weed species, some species were only represented by a few samples
in the training set, which might account for the low accuracy achieved in
some fields. However, it was necessary to increase the number of species
compared to the 17 species used in the previous test to ensure that there
were sufficient image samples for all fields. The overall accuracy for all fields
is therefore believed to increase if more training data becomes available.
In Chapter 10 the convolutional neural network were tested against the
bag-of-visual-words principle and a shape-based classification method.
Here, the convolutional neural network achieved the highest accuracy of
the three methods, when classifying plants from 17 species. Overall, the
convolutional neural network approach could classify 87.3% correctly, The
bag-of-visual-words were able to classify 57.2% correctly, while the shapebased feature approach was only able to classify 46.1% correctly. One of the
strengths of convolutional neural networks is that they are robust against
non-ideal images. Therefore, a test was conducted for four parameters that
describe some of the variances that can occur in images that are collected
using a variety of cameras in uncontrolled environments. These parameters
were occlusion, image sharpness, image saturation, and growth stage. The
convolutional neural network proved to achieve a higher accuracy than the
bag-of-visual-words and the shape-based classification approach. However,
none of the three methods were highly affected by changes in these four
parameters.
In all experiments, the networks are tested on the same species as were
used for training. Hence, the networks were not tested on unknown species.
When classifying species different from those used for training, the network
might give a low confidence for all species. Although, this is not guaranteed.
The recommended solution to this problem is to monitor the incoming
images and add new species until a sufficient number of species can be
classified automatically.
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and Future Development

139

12 Results and Discussion

The following chapter contains a summary of the main results of this dissertation and discusses them in relation to applied precision weed control
methods.
A variety of images is required to train algorithms and demonstrate their robustness under real-field conditions. Through three growth seasons images
were acquired using various hand-held camera models, as well as a machine
vision camera mounted on an ATV. The cameras have been brought in the
field during field inspections in all regions of Denmark before fields were
sprayed, providing a dataset of geographically and temporally distributed
images. In order to ensure that the images from the hand-held cameras were
of sufficiently high resolution, a measuring plate was made, which would
ensure that the cameras were kept at a suitable distance from the ground
to detect small weeds. Except for holding the camera at the right distance
from the ground, there were no requirement for the RGB camera models
that could be used. This approach has ensured a dataset with variations in
sharpness, representation of colours, and resolutions.
The images have been annotated by consultants who have marked locations
and species of weeds in the images. However, as the images are collected
under uncontrolled field conditions, there is no ground truth annotation,
to verify these annotations. Therefore, images from a single field were an141
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notated by several consultants in order to get an idea of the uncertainty
that can be expected in the annotations. This test showed that when two
consultants annotate the same plants, they disagree on the species of 12%
of the plants.
It turned out to be a time consuming task to inspect fields with hand-held
cameras, which fit poorly with the goal of making a system that provides
optimum spray instructions while only requiring little effort from the farmer.
Therefore, a high-speed camera was mounted on an ATV, allowing for collection of images at speeds of up to 50km/h by which a field could be analysed
rapidly compared to inspection by foot. From all collected images a total of
31 397 plants spread over 83 species have been annotated in the images.
A challenge when classifying plants in images is that plants often overlap.
To deal with this problem, two methods for plant detection in occluded
fields are demonstrated in Part II of the dissertation. The first method uses
a convolutional neural network to create semantic segmentations of weeds,
maize and soil. The method is thus able to distinguish crops from weeds, but
it cannot identify individual weed instances from each other. The method is
therefore not directly applicable to chemical weed control unless a precision
sprayer is used. In return, the method can be utilised if the weeds are to be
controlled mechanically. The method was trained on data that consisted
only of modelled images, but despite that, it was able to distinguish weeds
from crops in real images. The use of modelled images demonstrates the
possibility of overcoming one of the big challenges when a computer is
trained to recognise weeds; namely to obtain enough annotated data. In the
tested images all weeds and crops are detected, and pixel-wise accuracies
between 92% and 98% were achieved.
Being able to detect the individual plant instances is essential in order to
determine optimal herbicide allocations. A method for detecting individual
weed instances was also demonstrated. Overlapping plants pose a challenge,
particularly in cereal fields. Cereal fields have a potential of high herbicide
savings as they make up the majority of the cultivated area in Northern
Europe. The demonstrated method for weed instance detection uses a
convolutional neural network, which produces bounding-box proposals,
indicating plant location. The method is tested in fields with different
vegetation covers, resulting in a overall precision of 0.63 for seven fields with
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an average vegetation covers of 14.3%, and a precision of 0.68 for the most
occluded field with a vegetation cover of 26.4%. The method, however, had
problems making bounding boxes in the correct sizes, resulting in many
detections that were not accepted. Nonetheless, none of the proposed weed
locations fall on soil. Moreover, the method had problems with some large
rapeseed plants that were detected as multiple instances. Furthermore,
only a few grasses were detected automatically, which is believed to be due
to the many visual similarities that grasses have with the wheat. Further
development is therefore needed in order to ensure that grasses are also
detected.
In Part III, classification of weeds using convolutional neural networks was
demonstrated. Various network architectures were tested, and the architecture achieving the highest accuracy was used in the following analysis.
The test showed that the plants were classified correctly with an accuracy
of 87.3% for 17 species. Comparing this result to the uncertainty associated with the accuracy of the annotations, we see that there is still room
for improvements, given the test that showed 12% incongruence between
consultants’ annotations. Furthermore, only 17 species were tested, where
the consultants could choose from 107 different species. Still, this study is
believed to be one of the most comprehensive classification tests regarding
the number of weed species and the circumstances under which images are
collected. Here one should also bear in mind that a 100% recognition rate is
not required to benefit the farmer, as today, fields are often sprayed without
prior weed inspection.
The classification of weeds was also compared with two other methods for
classification of weeds in images. In this comparison, the weeds were sorted
by four parameters that have an impact on the complexity of recognition
task. Namely, image sharpness, image saturation, growth stage of the plants,
and the amount of overlap in the image. The test showed that the convolutional neural network was the best method for recognition of weeds under
almost all circumstances.
A test was also conducted where fields were excluded one-by-one from the
training data in order to test the classification ability for single fields. This
test were conducted for 31 fields and 22 weed species and it showed that for
most fields the classification accuracy was lower than the accuracy of 87.3%,
which were achieved for 17 species. This drop in accuracy may be due to the
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extra five species, for which the number of samples is limited, but also due
to species for which part of their variation is only covered by single fields.
In 2008, Weis et al. demonstrated how it is possible to create weed distribution maps by classifying plants in geotagged images as either barley (Lat:
Hordeum vulgare), monocots (grass weeds), rapeseed (Lat: Brassica napus)
or dicots. These maps were used as inputs for a patch sprayer that could
vary the herbicide mixture on-the-go.
Weed distribution maps can also be generated from the classifications in the
present study, as most images in the dataset are geotagged. But, because of
the ability to classify more species, more detailed maps can be created with
denser sampling due to the dense images collected using the ATV. Weed
maps can also be created from the images obtained with handheld cameras,
but the lower image density will make the maps less precise.
Weed distribution maps from one of the fields that were photographed using
the ATV-mounted camera is shown in Figure 12.0, where weed locations are
marked manually, but the species are classified automatically. This is the
field listed as number 1 in Table 5.1. In the maps, we can see how weeds
of the same species are grouped together, allowing for changing herbicides
so that it targets specific areas of the field. For instance, there is a big population of mayweed in the north-west corner, whereas there are only little
mayweed in the eastern part of the field.
With maps like the one shown in Figure 12.0, the basis is made for automatically providing sprayers with distribution maps that covers the most
common weed species
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Figure 12.0: Weed distribution maps for the six most often classified species.
(a) Orthophoto. (b) Sampling points. (c) Cabbage family. (d)
Chickweed. (e) Mayweed. (f) Field pansy. (g) Narrow-leaved
grasses. (h) Speedwell.
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13 Conclusion

The objective of this project was to automatically detect and recognise
weeds in images collected in uncontrolled field conditions. This information
should help guide farmers to control weeds with limited use of herbicides.
So far, research in automated recognition of weeds in images has been limited to fixed setups and only few plant species, but technological advances
in recent years have pushed the boundaries of what is possible in computer
vision. In this project, the requirements for the camera set-ups were loosened, allowing the use of consumer grade cameras or even cell phones for
collecting images of weeds in the field.
In order to train a computer for recognising weeds, a vast amount of training
data is needed. Therefore, images from fields have been collected during
three growth seasons right before weeds were controlled. This has ensured
a varying representative dataset in terms of weather conditions in the fields,
growth stages of the plants, and the amount of overlapping leaves. The data
aggregation has resulted in images in which a total of 31 397 plants have
been annotated with their plant species.
Weeds and crops often overlap each other, which complicates the separation
of crops from weeds. By modelling images of weeds in maize fields, it has
proven possible to train a fully convolutional neural network to distinguish
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weeds, maize and soil in real images. This was possible even when plants
were stressed, or there was a severe degree of overlap between weeds and
crops. This allows for control of precision in-row weeders or micro-sprayers,
but when optimising herbicide allocation in fields, seperating crops from
weeds is not sufficient. It is also required that the species of weeds are
determined and that the number of weeds is estimated. Therefore, a method
for detection of individual weed instances has been demonstrated. The
method has been tested in wheat fields, which are often overlooked in weed
recognition projects in spite of the large part of the cultivated farmland
they take up. Here, the method has proven able to detect weeds despite
overlapping cereal leaves. The method does, however, have problems with
grass weeds.
Following the detection of the weeds, the weed species are determined.
For solving this problem, a convolutional neural network was used, which
proved capable of classifying the weeds with an overall accuracy of 87 percent for 17 species despite big variations in the test data in terms of image
sharpness, weather conditions, growth stages, and leaf occlusion.
The ability to distinguish 17 weed species has provided the basis for an
affordable optimisation of spraying in agriculture, with big potential savings
regarding herbicide consumption.

13.1

Future work

The results obtained in this project may help propagate precision weed
control in conventional farming, but in order to make the herbicide guidance as accurate as possible, it is necessary to expand the dataset with more
plant samples. These plant samples should cover species that are not yet
present in the dataset, and species for which the variation in the dataset is
limited. In order to ensure a dataset with rare species that are currently not
present in the dataset, these rare species will be sown in various soil types
in the spring of 2017. Furthermore, farmers have agreed to let their fields be
sprayed using guidance from weed distribution maps that are automatically
generated. These field trials should show if weeds are properly controlled
while herbicide usage is decreased compared to the dosage that would have
been used without the guidance from the automated weed recognition.
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Provided that the trials are successful, the next step is to work towards an
online real-time weed recognition system that can be mounted directly onto
the sprayer.
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A Convolutional Neural Networks
This part of the dissertation describes theory and terms of convolutional
neural networks that are used throughout the dissertation for segmentation,
localisation, and classification of weeds.
In 1989 a multi-layer convolutional neural network (CNN) was proposed by
LeCun et al., as a method for achieving translation invariant classifications
of zip-codes on scans of envelopes. In the following years the convolutional
neural network was successfully used as a classifier for different tasks such
as face recognition, hand tracking and speech recognition (Lang et al., 1990;
Nowlan and Platt, 1995; Lecun and Bengio, 1995; Lawrence et al., 1997;
Espinosa-Romero, 2001), but for many years the usage was limited compared to newer methods such as Support Vector Machines, Random Forest
and Boosting (Caruana and Niculescu-Mizil, 2006).
Convolutional neural networks have, however, received great attention in
recent years as they have proven capable of outperforming previous records
in complex image recognition challenges. Most noticeably is the work by
Krizhevsky et al. (2012), who in 2012 set the record in the ImageNet Large
Scale Visual Recognition Challenge (Russakovsky et al., 2015) with a margin
of 10.9 percent points compared to the second-best entry. The ImageNet
Challenge is an image classification competition in which images contain

153

Appendix A. Convolutional Neural Networks
1 000 different classes spanning from car grilles to lions. Other algorithms,
also based on convolutional neural networks, have also taken the lead in
competitions such as the Palcal VOC Challenge(Everingham et al., 2012)
and MS COCO Image Captioning(Lin et al., 2014).

A.1

Building Blocks

The convolutional neural network is based on theory known from the feedforward neural network, that has been known in the field of Machine Vision
for decades. The feed-forward neural network builds on a stacked set of
perceptions, which applies a fixed non-linear activation function, φ, to a
linear combination of its input, x. That is y (x) = φ (wx). However, often
preprocessing of the input image is needed in order to keep the number
of perceptions, and thus the memory usage, low. Therefore, a common
approach is to feed feature descriptors of the image into the feed-forward
neural network instead of raw pixel values.
Contrary to the feed-forward neural networks, the convolutional neural
network constrains weights within certain regions to be equal, whereby
weights can be shared across multiple perceptions. Weight sharing was first
introduced by Rumelhart et al. (1985), who also experimented with pruning as a way to reduce the size of the networks. Pruning is the process of
removing unnecessary weights from the network. Furthermore Rumelhart
et al. wanted to make the neural network translation invariant and therefore
they changed the connectivity so that “rather than allowing each input unit
to connect to each hidden unit, the hidden units themselves were organized
into a two-dimensional grid with each unit receiving input from a square
3x3 region of the input space”(Rumelhart et al., 1985, p. 23). The convolutional neural network was born. Because the same filters are used all over
the inputs, the filters can be considered local feature detectors, which are
learning from data rather than being engineered.
When the depth of the convolutional neural network is increased, i.e. multiple convolutional layers are stacked, the convolutional kernels of the first
layers are forced to be general in order to provide useful information to all
kernels of the following layer. Thus, a deep convolutional neural network
consists of a hierarchy of self-learned features, all of which are based on
less abstract features from previous layers of the network. The process of
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Input image

Convolutional filters

Feature maps

Pooling

Activation
function

Feature maps Neural Network Output

Figure A.1: Basic building blocks of convolutional neural network.

learning the filter weights is data driven, and therefore, large amounts of
images are needed. There are three main purposes of using many images
for training: Firstly they help to determine the objects in focus (e.g. a plant),
because a CNN has no prior knowledge of the objects it is to extract features
from. Secondly, the many training images should help the network to learn
features that can describe various appearances of the object. It is therefore
necessary that the training images cover a big part of the variation that can
be expected from a given object class. Finally, the training data regulates
the many parameters and helps prevent the network from overfitting.
One benefit of neural networks, which allows them to be trained on big
datasets, is that neural networks are fully parametric models. Hence, the
complexity of a network is independent from the number of training samples.
The main building blocks of a convolutional neural network are sketched in
Figure A.1: The input is filtered by the convolutional kernels, which creates a
set of feature maps - one for each filter. The convolutional layers are defined
by a kernel size and a stride. The kernel size determines the area of the input
feature map, that is considered for convolution, and the stride determines
how many pixels the kernel is moved at a time. The size of the kernels may
vary in each layer, even within the same layer, but the size is normally much
smaller than the input size in order to achieve translation invariant features.
The resulting feature maps have the same size as the input, given that the
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stride is 1 and that the image is padded in the convolution. The numbers of
layers of the feature maps correspond to the number of filter kernels. If, e.g.,
the input image is (256 × 256 × 3) px, the resulting feature maps becomes
(256 × 256 × k) px, where k is the number of filter kernels. As mentioned
above, the first filters of the network tend to learn to extract general features,
such as edges, from which filters in deeper layers can sample and thereby
create more complex feature maps.
Researchers have experimented with different filter sizes, typically ranging
from 3 × 3 to 11 × 11 pixels (LeCun et al., 1989; Krizhevsky et al., 2012; Simonyan and Zisserman, 2014a; He et al., 2015). LeCun et al. uses 5 × 5 filters
in his study from 1989. However, Simonyan and Zisserman (2014a) argue
that combinations of 3 × 3 filters can have an effective receptive field of the
same size as larger filters, which suggests using 3 × 3 and increase the depth
of the network.
When the depth of the network is increased, the receptive field of the individual kernels is increased. This receptive field indicates how much the
kernel can “see” in combination with the previous layers. A single 3 × 3
kernel will, thus, have a receptive field of 3, but the last of two successive
3 × 3 kernels will have a receptive field of 5. Adding a stride of two would
double the receptive field of the succeeding layers. In general, a larger receptive field means that a kernel can use more context at a given location
for generating features, which is desirable for a better interpretation of the
object type. However, if a larger receptive field is achieved from striding,
the spatial resolution of the feature map is decreased. Consequently, if the
network is used for segmentation, the resulting, segmented image will be of
lower resolution than the original image.
The final layer of the network sketched in Figure A.1 is a fully connected
layer, but the type of output layer depends on what the network is to be used
for. If the network is for classification without localisation a fully-connected
layer is useful for mapping the feature maps to the output. Fully-connected
layers are, as the name suggest, layers where neurons are connected to all
outputs from the previous layer and, finally, ends in an output that tells
the predicted class. An often used way of indicating class is by making the
output a vector with the same length as the number of classes, and where
each entry represents a class. Thereby the entry with the highest value,
determines the prediction. It can be useful to use a softmax function as
output, which scales the output to the range 0 to 1, and where all entries
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Figure A.2: Commonly used activation functions.

sum to 1. They can thus be seen as predicted “probabilities”. When using
fully-connected layers, the spatial information is removed. This is undesired
if the networks are to be used for localisation. Instead, the network can
be fully-convolutional, which means that the last layer of the network is
a convolutional layer and the output thereby becomes a feature map, in
which spatial information is kept.
Convolutional layers are often followed by pooling layers, as illustrated in
Figure A.1. The pooling operator groups together neighbouring values in
the feature maps. Pooling kernels are seldom used without striding. This
means that the kernel moves in increments of more than 1 pixel at the time,
which reduces the spatial size of the feature map while keeping the features
translation invariant. If, e.g., the stride is 2 × 2, the pooling operator will
halve the spatial size of a feature map horizontally and vertically while keeping the features translation invariant.
Often either average pooling or max pooling is used. Average pooling is
implemented by sliding a window over the convolution output and returning the sum of all values within the window region. As the window size is
constant, the sum is similar to the average value but with a scale. Another
pooling method is max pooling, where, instead of returning the average
value within a region, the max value is returned. According to Scherer
et al. (2010), max pooling is faster to compute and seems to be superior in
selecting invariant features. Average pooling, on the other hand, has the
advantage that it can be implemented as a cropping in the Fourier domain.
A series of convolutional and pooling layers can, therefore, be sped up significantly, as it is only necessary to perform the Fourier transform in the first
layer and the inverse Fourier transform in the last layer.
As for the conventional feed-forward neural network, non-linear activation
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functions are used to add plastic decision boundaries to the network. Traditionally, the logistic sigmoid function defined as φ (x) = (1 + e −x )−1 , or the
hyperbolic tangent (tanh) function, defined as φ (x) = (e x − e −x ) / (e x + e −x )
are used. However, both sigmoid and tanh have problems with vanishing
gradients, which means that the gradient goes towards 0, when the input,
x, becomes very large (negative and positive), whereby weights do not get
updated. Furthermore, both tanh and sigmoid are computationally expensive functions. Therefore, Krizhevsky et al. (2012) suggest using the Rectified
Linear Unit (ReLU), which was probably first used for CNNs by Jarrett et al.
(2009). The ReLU is defined as φ (x) = max(0, x) and therefore only requires
a single comparison. As the ReLU function outputs 0 for all negative numbers, areas in the input image that cause the output of a filter to become
negative, do not contribute to the weight update, as the gradient of is 0.
Instead of using the ReLU function, Goodfellow et al. (2013) suggest using
the related maxout function, which is almost as simple as ReLU. Maxout
is defined as φ (x) = max (ax, x), which also has a gradient different from
zero for negative numbers, whereby weights are always updated. For some
architectures the activations function is placed before a max-pooling layer
(Krizhevsky et al., 2012; Simonyan and Zisserman, 2014a; He et al., 2015).
Nonetheless, if the activation function is monotonically increasing, as tanh,
sigmoid, and ReLU are, the order does not matter, as the highest value
within a region stays the highest value, after going through the activation
function. But, by placing the activation after the pooling layer, as shown
in Figure A.1, the feature map on which the activation function operates is
smaller and fewer calculations are thus needed.

A.2

Training

When training convolutional neural networks for classification, pairs of
training images and desired labels are needed. The output of the network
for a given training image is compared with the desired label and an error
is calculated. This error is propagated back through the network by computing each layer’s contribution to this error. In case of a one-versus-all
classification a typical approach for calculating the network error is to use
softmax regression.
The error contribution of each layer is used for updating its weights using
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an update scheme like e.g. stochastic gradient descent, or variants hereof.
However, in order to limit the influence from single errors, the layer update
is limited by the learning-rate. The learning rate indicates how much the
current error should weighs when updating the layers’ weights. The learning
rate is a trade-off between time and accuracy. A higher learning rate means
not only a faster convergence, but also less accuracy, and in some cases it
can cause instability. A general approach is therefore to start with a high
learning rate and then decrease it as the training proceeds. A high learning
rate in this sense is typically a value between 10−4 and 1: “A default value of
0.01 typically works for standard multi-layer neural networks but it would
be foolish to rely exclusively on this default value.” Bengio (2012).
Another way to further limit the influence from single errors is to use momentum, where the previous weight update is added to the current weight
update with a momentum-weight. This helps smooth the update errors so
that they are less dependent on the current network error. This helps the
weight update keep the right direction, but it also helps avoid local minima.
Stochastic gradient descent with momentum is defined in eq A.1.

Vt
Wt

=
=

µV(t −1) − η∇L(W(t −1) )
W(t −1) + Vt

(A.1)

where Vt is the current weight update, µ is the momentum, η is the learning
rate, and ∇L(W ) is the loss gradient for the weights, W .

A.2.1 Regularisation
Convolutional neural networks can have thousands or even millions of
parameters, which call for being regulated in order to avoid overfitting.
The best approach to avoid overfitting the network weights it to add more
training data. Achieving more data is, however, not always possible, but
the existing training images can be augmented by adding noise, changes in
illumination, rotate etc., as long as the label is preserved. Another way to
prevent the network from overfitting is to regulate the network weights using
L2 regularisation. With L2-regularisation large weights are penalised, which
causes weights to be more diffuse and thereby work together, since single
weights would have less significance. L2 regularisation is implemented
by squaring the weights and adding them to the objective function with a
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weight, so that the large weights are penalised along with the training error.
A less often used regularisation is the L1-norm, whose main use is to sparsify
the network.
Another regulation which reduces dependencies between kernels is Dropout
that causes random nodes in the network to be disabled during a forward
and backward pass of the training. It helps prevent the network from overfitting as it forces the "knowledge" of the network to be spread across multiple
neurons, which causes them to be more general.
Training of convolutional neural networks is often carried out using minibatch training, which means that the error that is used for updating the
network’s weights is calculated after only a small part of the training images
have passed through the network, rather than after all training images have
passed through the network. This allows for a more rapid training and thus
a faster convergence of the network. Furthermore it helps the optimiser
escape local minima.
When training a convolutional neural network, a weight update of a given
layer is based on the output error contribution from that layer. This means
that if a previous layer in a network is changed, the range for the layers
input is changed, and the error contribution of the layer is expected to increase. Therefore, the previous layers in the network have to settle before
the following layers can find optimal values. Because of this problem, Ioffe
and Szegedy (2015) introduce batch normalisation. Batch normalisation
is, as the name indicates, a normalisation of a feature map by the standard
deviation of a batch of input images. This normalisation ensures that the inputs to layers fall in the same range even when previous layers are updated.
This results in a significant reduction in the required number of training
iterations(Ioffe and Szegedy, 2015). The reason for the faster convergence is
because the optimal weights for a given layer are less affected by changing
weights of other layers. Furthermore, batch-normalisation has the effect
that it reduces the vanishing gradient problem of the sigmoid and hyperbolic tangent activation functions, as values will move toward the functions
inflection points. The batch normalisation that Ioffe and Szegedy suggest is
shown in Eq. A.2:
x −µ
y=p
γ+β
(A.2)
σ2 + ²
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where y is the output for the input x, µ and σ is the standard deviation of the
current batch. γ and β are trainable parameters, that control the scale and
offset. ² is a small constant that is added to the dominator in order to ensure
stability, when σ is small. During test, the standard deviation may become 0,
if only a single image is passed through the network. Therefore the mean, µ,
and the standard deviation, σ are only calculated when training the network,
and when testing the network, µ and σ are set to the average statistics of the
training data.
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B List of Weed Species

Table B.1: Species in different languages.
EPPO

English

Latin

Danish

German

English group
/ family

POAAN

Annual
Meadow-grass

Poa annua L.

Rapgræs,
enårig

Einjähriges
Rispengras

Narrow-leaved
grasses

URTUR

Annual Nettle

Urtica urens L.

Nælde, liden

Kleine
nessel

HORVX

Barley, volunteers

Hordeum
vulgare L.

Spildkorn, byg

Gerste, Durchwuchs

SOLNI

Black
shade

Solanum
grum

Sort natskygge

Schwarzer
Nachtschatten

POLCO

BlackBindweed

Polygonum
convolvulus

Snerle pileurt

Windenknöterich Knotweed

RUMOB Broad-leaved
Dock

Rumex obtusifolius L.

Butbladet
skræppe

Stumpfblätiger
Ampfer

EPIMO

Broad-leaved
Willowherb

Epilobium
montanum L.

Glat Dueurt

Bergweidenröschen

LYCAR

Bugloss

Anchusa
vensis

Krumhals

Ackerkrummhals

SINAR

Charlock

Sinapis arvensis L.

Ager-sennep

Ackersenf

GALAP

Cleavers

Galium
aparine

Burresnerre

Klettenlabkraut

Night-

ni-

ar-

Bren-

Cabbage family
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. . . continued
EPPO

English

Latin

Danish

German

ECHCG

Cockspur

Echinochloa
crus-galli

Hanespore,
alm.

Hühnerhirse

TUSFA

Coltsfoot

Tussilago
farfara L.

Følfod

Huflattich

STEME

Common
Chickweed

Stellaria media

Fuglegræs

Vogelmiere

VERPE

Common
Fieldspeedwell

Veronica
sica

Ærenpris,
storkronet

Persischer
Ehrenpreis

per-

English group
/ family

speedwell

FUMOF Common
Fumitory

Fumaria officinalis L.

Jordrøg, læge

Gemeiner
Erdrauch

ATRPA

Common
Orache

Atriplex patula
L.

Svinemælde

Gemeine
Melde

PAPRH

Common
Poppy

Papaver
rhoeas

Kornvalmue

Klatchmohn

EROCI

Common
Stork’s-bill

Erodium cicutarium

Hejrenæb

Gemeineer
Reiherschnabel

ANTAR

Corn
Chamomile

Anthemis
arvensis L.

Gåseurt, ager

Ackerhundskamille

CHYSE

Corn Marigold

Chrysanthemum Okseøje, gul
segetum

Saatwucherblume

SPRAR

Corn Spurrey

Spergula
vensis L.

Spergel, alm.

Ackerspörgel

CENCY

Cornflower

Centaurea
cyanus

Kornblomst

Kornblume

ELYRE

Couch-grass

Elymus repens

Kvik, alm.

Gemeine
Quecke

GERSS

Cranesbill

Geranium spp.

Storkenæb

Storchschnabel

CIRAR

Creeping Thistle

Cirsium
vense

Tidsel, ager

Ackerkratzdistel

ar-

ar-

RUMCR Curled Dock

Rumex crispus
L.

Skræppe,
kruset

Krauser
Ampfer

TAROF

Dandelion

Taraxacum officinale

Mælkebøtte

Gemeiner
Löwenzahn

LAMSS

Dead-nettle

Lamium spp.

Tvetand

Taubnessel

CHEAL

Fat-Hen

Chenopodium
album

Gåsefod, hvidmelet

Weisser Gänsefuss

CONAR

Field
Bindweed

Convolvolus
arvensis L.

Snerle, ager

Ackerwinde

EQUAR

Field Horsetail

Equisetum arvense L.

Padderokke,
ager

Ackerschachtelhalm

continued . . .
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. . . continued
EPPO

English

Latin

Danish

VIOAR

Field Pansy

Viola arvensis

AgerAckerstiefmütterchen
Stedmoderblomst

THLAR

Field
cress

Thlaspi
vense L.

ar-

Pengeurt

Ackerhellerkraut

MYOAR Field-ForgetMe-Not

Myosotis
vensis

ar-

markforglemmigej

Ackervergissmeinnicht

AETCY

Fool´s Parsley

Aethusa
napium

cy-

Hundepersille

Hundspetersilie

PLAMA

Greater
tain

Plantago
jor

ma-

Vejbred, glat

Breitwegerich

SETVI

Green Bristlegrass

Setaria viridis
L.

Grøn
maks

Grüne Borstenhirse

GAESS

Hemp-Nettle

Galeopsis spp

Hanekro

Hohlzahn

Lolium multiflorum

Ital. Rajgræs

Vielblütiges
Weidelgras

Narrow-leaved
grasses

Penny-

Plan-

LOLMU Italian
grass

Rye-

German

skær-

English group
/ family

VERHE

Ivy-leaved
Speedwell

Veronica hederifolia L.

Ærenpris, vedbend

Efeublättriger
Ehrenpreis

speedwell

POLAV

Knotgrass

Polygonum
avikulare

Pileurt, vej

Vogelknöterich

Knotweed

APESV

Loose
bent

Apera
venti

Vindaks

Gemeiner
Windhalm

Narrow-leaved
grasses

ZEAMA

Maize

Zea mays

Majs

Mais

ARTVU

Mugwort

Artemisia
vulgaris L.

Bynke, grå

Gemeiner Beifuss

MELNO Nightflowering
Catchfly

Silene
flora

Limurt, nat

Ackerlichtnelke

LAPCO

Nipplewort

Lapsana communis L.

Haremad

Mauerlattich

AVESA

Oat,
teers

Avena sativa L

Spildkorn,
havre

Hafer,
Durchwuchs-

BRSNN

Rapeseed

Brassica napus
L.

Raps

Raps

POLLA

Pale Persicaria

Polygonum lapathifolium L.

Bleg pileurt

Ampferknöterich Knotweed

APHAR

Parsley-piert

Aphanes
vensis L.

Alm.
dværgløvefod

Gewöhnlicher
AckerFrauenmantel

LOLPE

Perennial Ryegrass

Lolium
perenne L.

Alm. rajgræs

Deutsches Weidelgras

Narrow-leaved
grasses

Chamomilla
suaveolens

Kamille, skive

Strahlenlose
Kamille

Mayweed

Silky-

volun-

MATMT Pineappleweed

spica-

nocti-

ar-

Cabbage family
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. . . continued
EPPO

English

Latin

Danish

German

SOLTU

Potato

Solanum
tuberosum L.

Kartoffel

Kartoffel

TRFPR

Red Clover

Trifolium
pratense L.

Rød kløver

Roter Wiesenklee

PLALA

Ribwort Plantain

Plantago lanceolata L.

Lancet vejbred

Spitzwegerich

POATR

Rough
Meadow-grass

Poa trivialis L.

Alm. Rapgræs

Gemeines
Rispengras

SECCE

Rye, volunteer

Secale cereale
L.

Spildkorn, rug

Roggen,
Durchwuchs-

ANGAR

Scarlet Pimpernel

Anagallis
vensis L.

Rød arve

Roter
heil

MATIN

Scentless Mayweed

Tripleurospérmum Lugtløs
inodorum
kamille

Duftlose
Kamille

CAPBP

Sherpherd’sPurse

Capsella bursapastoris

Hyrdetaske

Hirtentäschel

POAPR

Smooth
Meadow-grass

Poa pratensis
L.

Rapgræs, eng

WiesenRispengras

BROHO Soft Brome

Bromus
hordeaceus
L.

Blød hejre

Weiche Trespe

GASSS

Soldier

Galinsoga spp.

Kortstråle

Franzosenkraut

SONSS

Sow-thistle

Sonchus spp.

Svinemælk

Gänsedistel

SENVE

Spring
Groundsel

Senecio
nalis

Brandbæger,
vår

Frühlingsreiskraut

EPHHE

Sun Spurge

Euphorbia helioscopia L.

Vortemælk,
skærm

Sonnenwendwolfsmilch

BIDTR

Trifid
BurMarigold

Bidens tripartita

Brøndsel, fliget

Dreiteiliger
Zweizahn

VERAR

Wall Speedwell

Veronica
vensis L.

ar-

Ærenpris,
mark

Feldehrenpreis

TRIAE

Wheat, volunteers

Tricicum
tivum L.

aes-

Spildkorn,
hvede

Weizen, Durchwuchs

MELAL

White
pion

Silene latifolia

Pragtstjerne,
aften

Weisse
nelke

TRFRE

White Clover

Trifolium
repens L.

Kløver, hvid
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Figure C.1: Contigency matrix for the McNemar test in Section 7.5.
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D Image samples

The following images are random samples of some of the most common
species in the dataset.
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(i) Annual meadow
grass

(ii) Annual meadow
grass

(iii) Black bindweed

(iv) Black bindweed

(v) Broad-leaved
grasses

(vi) Broad-leaved
grasses

(vii) Cabbage family

(viii) Cabbage family

(x) Chickweed

(xi) Common fumitory

(xii) Common fumitory

(xv) Cranesbill

(xvi) Cranesbill

(ix) Chickweed

(xiii) Common
poppy

(xiv) Common
poppy

169

Appendix D. Image samples

(xvii) Dead nettle

(xviii) Dead-nettle

(xix) Field pansy

(xx) Field pansy

(xxi) Hemp-nettle

(xxii) Hemp-nettle

(xxiii) Knotweed

(xxiv) Knotweed

(xxv) Maize

(xxvi) Maize

(xxvii) Mayweed

(xxviii) Mayweed

(xxix) Narrowleaved grasses

(xxx) Narrow-leaved
grasses

(xxxiii) Speedwell

(xxxiv) Speedwell

(xxxi) Shepherd’s
purse

(xxxv) Wheat

Figure D.-1
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(xxxii) Shepherd’s
purse

(xxxvi) Wheat

E Misclassifications

The following images show random selected plants that were misclassified
by VGG19-192.
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Appendix E. Misclassifications

(i) Field pansy cl. as
chickweed

(ii) Field pansy cl. as
speedwell

(iii) Field pansy cl. as
knotweed

(iv) Broad-leaved
grass cl.
as
narrow-leaved
grass

(v) Speedwell cl. as
cabbage family

(vi) Sherpherd´spurse cl.
as
speedwell

(vii) narrow-leaved
grass cl.
as
broad-leaved
grass

(viii) Chickweed cl.
as dead-nettle

(ix) Field pansy cl. as
fat-Hen

(x) Knotweed cl. as
broad-leaved
grass

(xi) Knotweed cl. as
field pansy

(xii) Field pansy cl.
as sherpherd´sPurse

(xiii) Chickweed cl.
as fat hen

(xiv) Field pansy cl.
as chickweed

(xv) Narrow-leaved
grass cl. as fat
hen

(xvi) Knotweed cl. as
cabbage family

Figure E.1
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Abstract
Information about the weed population in fields is important for determining the
optimal herbicides for the fields. A system based on images is presented that can
provide support in determining the species and density of the weeds.
Firstly, plants are segmented from the soil. Plants that after the segmentation are divided
in multiple parts are selected manually and a cost image is created by weighting pixels
according to their relationship to plant. This relationship is based on the colours of
pixels and the weighting of nearby pixels. This cost map is used to find the optimal
route that connects the plant parts. By using a Support Vector Machine with 18 feature
descriptors, suggestions on which plants are present in the images are given. The system
is currently able to classify 11 plant species with a precision of 93.0%.
Keywords: Weed management, computer vision, herbicide optimization
Introduction
Because of the unwanted impact that herbicides have on the environment, there is
growing governmental pressure on farming, imposed through regulations and taxes, to
limit the usage of herbicides. The farmer therefore, according to EU directive
2009/128/EC, has to follow a series of general principles of Integrated Pest
Management (EU 2009). These principles imply that all use of pesticides must be made
after assessing needs, and must be made in doses that are needed for the task. In order to
follow these guidelines, it is necessary to know the species and densities of weeds
growing in the fields. Inspecting fields and recognizing weeds can, however, be close to
impossible for the individual farmer as he might neither have the knowledge about the
different weed species nor the time to go through all his fields investigating the
presence of weeds. Imprecise knowledge about weed occurrence could therefore lead to
over-dosage of pesticides in order to be on the safe side.
By using conventional spraying methods combined with an optimized herbicide
mixture, (Gerhards et al. 1997) and (Christensen et al. 2003) shows that the pesticide
usage can be reduced by 45-66% without reducing the crop yield.
Another approach to optimizing herbicide use is to divide fields into small patches that
are treated individually. (Timmermann et al. 2003) shows that by dividing fields into
grid cells of 7.5-15m, savings of 54% can be achieved by turning the sprayer on and off
based on the weed density in the cells. Likewise, Weis et al.(2008) demonstrated how it
is possible to create weed distribution maps by classifying plants in images as either

barley (Hordeum vulgare), monocots (grass weeds), rapeseed (Brassica napus) or dicots
(Broad-leaved weeds). These maps were used as inputs for a patch sprayer that could
vary the herbicide mixture on-the-go. In addition to this (Gerhards et al. 2012) show
that 40% of a field has a weed density so low that the cost of weed control is higher than
the crop value increase. Furthermore, use of spot sprayers can reduce herbicide usage by
up to 99% (Graglia 2004; Søgaard & Lund 2007).
Åstrand & Baerveldt (2002) have made a mobile robot for mechanical weed control,
which is able to discriminate sugar beet from weed by using a combination of RGB and
NIR images. As the weeds were to be controlled mechanically, no further division in
weed species was necessary. By using 19 colour and shape features, they were able to
distinguish the sugar beet from the weeds with an accuracy of 97%.
An ongoing project that also tries to control weed mechanically is RemoteFarming from
Osnabrück University of Applied Science (Sellmann et al. 2014). A camera mounted on
a field robot collects images, in which weeds are manually marked; whereafter the robot
treats the weeds. Later, the plan of RemoteFarming is to automatize the weed detection.
Another attempt to classify plants has been made by Søgaard (2005), who used Active
Shape Models to distinguish three out of 19 weed species. He achieved a classification
accuracy between 65% and 93% for shepherd’s purse, scentless mayweed and charlock.
In this paper, a herbicide optimizing system called RoboWeedSupport is presented.
Firstly, images are collected from handheld cameras and/or airborne drones so that they
cover a representative part of the field to be sprayed. Secondly, the images are sent to
consultants, who look through the images and estimate the composition and density of
the weed species. This information on weed presence is sent to Crop Protection Online
(former PC-Plant protection), which is a tool that based on the presence of weeds and is
able to calculate the herbicidal composition that gives the best control of weeds in the
given field, while protecting the crops. The farmer can then spray his field with this
recommended dosage, which will save him at least 40% of herbicide, measured in
comparison with the consumption calculated as an average of the pesticide statistics
2003-2005 (Jørgensen et al. 2007). At the same time, the farmer will be able to
document the basis for his spraying and thus fulfil the EU Directive 2009/128/EC.
While the consultants annotate the images, training data will be generated for an
automated decision support system (DSS). The DSS will be trained to recognize weeds
using computer vision and machine learning techniques. This DSS will classify plants
from the images and consultants will correct plants that have been misclassified by the
DSS. Over time, this DSS will be better at recognizing different species, thus
facilitating the consultants' work and eventually making the plant annotation fully
automatic.
This paper will present the current progress for image aggregation and the automated
plant classification.
Materials and Methods
Image aggregation
The images for the system can be collected in two ways: Either by cameras attached to
UAVs or from handheld cameras. UAVs allow faster inspection of remote parts of
fields but they can be a problem in some fields due to regulations.

(a)

(b)
Figure 1: Cropped images of weeds in a wheat field captured by (a) a Nokia
Lumia 1020 and (b) a Sony Alpha 7

Figure 2: Grey frame used to keep scale of the images from the hand-held cameras
A Nokia Lumia 1020 smartphone was used as the handheld camera. This camera phone
is equipped with a 2/3-inch image sensor, optical image stabilization and Carl Zeiss
optics. The phone has a built-in GPS, whereby the locations of the images are known.
Moreover, a phone will allow for uploading images directly via the mobile data
connection, so that it is not necessary to transfer the images to a computer before
uploading them. Despite the fact that the Nokia Lumia 1020-camera is of high quality
for phones, it is not at the level of a DSLR or mirrorless interchangeable-lens cameras.
An example of images of weeds in a cereal field taken with, respectively, a Nokia
Lumia 1020 and a full frame Sony Alpha 7 is shown in Figure 1. It can be seen that
even though the image from Sony Alpha 7 is sharper that the image from the Nokia
Lumia 1020, the quality of the Nokia Lumia 1020 is still sufficient to distinguish the
plants from each other visually.
At early growth stages, the plants can be less than 15mm from leaf tip to leaf tip for
dicotyledons. As the system should be able to detect such plants, the resolution must be
sufficient to classify the plants. From tests, it has been found that a resolution of at least
4-6pixels/mm is necessary for the consultant to recognize the plants. In order to achieve
this resolution, a grey frame is used as a reference for scale as seen in Figure 2. This
frame works as a guide for the photographer ensuring that the camera is sufficiently
close to the ground to achieve this resolution. The frame is 500x500 mm and will allow
for using cameras with resolutions down to around 12MPixel. Besides ensuring the right
resolution, the frame also ensures that the images are of the same scale. Furthermore,
the frame provides a reference colour for white balance calibration.
Instead of aggregating the images manually, a UAV can also be used. A UAV will
ensure a fast aggregation and will therefore be the solution for the farmer, who does not
have the time to survey all his fields. However, in order to achieve the desired
resolution, it is necessary to use heavy telephoto lenses or to fly close by the ground.
This might cause problems, as small vibrations will produce so much noise that the sub-

centimetre plants will be hard to recognize. Therefore, the UAV will be equipped with
an extended landing gear, which will allow for the UAV to land on the ground while
taking images with a camera pointing downwards. Thus, smaller lenses can be used, and
it will be possible to extend the exposure times without blurring the images.
Manual annotation
In the first place, images are annotated by hand. This ensures that the farmer can get
recommendations from Crop Protection Online while training data is generated for a
computer-based annotation. In order to make the annotation of the plants easier, the
images are processed in a way that makes green elements stand out distinctly against the
soil. This is done by putting filters on top of the image. One increases the saturation of
green areas, one decreases the intensity of red areas and one makes the intensity of the
image dependent on the distance to the nearest green element a shown in Figure 3.
Human supported segmentation
A general approach when segmenting plants is to use a colour transformation called
excessive green minus excessive red (Woebbecke et al. 1995) given by
img =

3G − 2.4 R − B
,
R+G+ B

(1)

where R, G and B are the respective colour channels. This transformation makes green
plants stand out from the soil in the resulting greyscale image. A threshold of this image
results in a binary image, in which plants are masked out.
One of the problems when segmenting plants from RGB images is plants or stems
which are other colours than green. This results in plants that are split-up in multiple
parts, making it hard to classify them. Another problem in segmenting plants is
overlapping leaves, which will result in multiple plants that are handled as one.
In order to help the DSS to handle non-green or overlapping plants, a web application
has been made for the annotator. In this application, the annotator uses red and blue
colour strokes to indicate plant separation or connection. All plant elements that are
touched by a red stroke are assumed to belong to the same plant and elements that are
separated by a blue stroke are assumed to belong to different plants. An example of this
procedure for a plant with a red stem is shown in Figure 4.
In order to connect the plant parts that are not connected after the segmentation a cost
image is created. This image is used to find the best path between the separated plant
parts. The cost image is made by converting the RGB image to CIELab color space and
remove the L (lightness) component, leaving back only the a (magenta and green) and b
(yellow and blue) channels.

(b) Saturation of green, (c) Intensity is dependent
decrease intensity of red
on distance to green pixel
Figure 3: Filters that will help the annotator in detecting plants.

(a) original image

(a)

(b)

(c)

(e)
(d)
Figure 4: Procedure of connecting plant elements. (a) Input RGB image with red and
blue markings of connected and separated plant elements. (b) Threshold of Excessive
green-Excessive red. (c) Cost image created using Fuzzy clustering of CIELab a- and
b-channels. (d) Live-wire connection of unconnected plant elements. (e) Binary
growth along path from (d), where unmarked elements are removed.
These two channels are used as input for a modification of the fuzzy c-means clustering
algorithm described by Bezdek (1981), which here is used to find pixel relationships to
a plant-cluster. The output of the clustering is a gray-scale cost image in which pixel
values indicates the relationship to the plant-cluster. Plants will have pixel values close
to zero and thus a low cost while soil will have pixel values close to one and thus a high
cost. The stems of the plants, which were not segmented correctly by Eq. (1) will
typically have pixel values around 0.5. Figure 4(a,c) shows an example of an RGB
image and the corresponding cost image. This cost image is used to find the cheapest
path between elements that has been marked to belong to the same plant, but which are
separated in the segmentation. The cheapest path is found using a modification of the
live-wire algorithm, described in Mortensen & Barrett (1995). Here a random pixel in
each plant element is chosen, and a minimum cost path map between them is created
based on the cost image. Hereby non-connected plants can be connected as illustrated in
Figure 4d. Finally, regions of equal intensity in the original RGB image, which are
intersected by the path, are included in the binary, segmented image.
The segmentation guidance will generate data that in the future can be used to help the
computer in improving segmentation and thus be able to detect and correct a faulty
segmentation without guidance.
Plant classification and computer guided annotation
The plan for RoboWeedSupport is to provide an automated system that can handle 106
different crop and weed species, which is the number of species that can be handled by
Crop Protection Online. So far, the system is trained and tested on images of 11 crop
and weed species that have been acquired under controlled lightning with a Canon 600D
DSLR camera. These 11 species contain a total of 1,748 plants and are distributed as
shown in Table 1. Samples of the 11 plant species are shown in Figure 5. Not all of the
11 species are sprouting at the same time of the year. However, in order to show the
current ability to discriminate different plant species and in the future scale up the
number of weed species, all 11 species are classified together in this study.

(1) Maize

(2) Wheat

(6) Shepherd's-purse

(3) Sugar beet

(7) Cleavers

(4) Scentless mayweed

(8) Charlock

(9) Fat Hen

(5) Chickweed

(10)
Black grass

(11) Loose
Silky-bent

Figure 5: Plant samples. Samples are shown at different scale.
Table 1: The crop and weed species used for the automated plant classification.
#
1
2
3
4
5
6
7
8
9
10
11

Species (Latin)
Maize (Zea mays)
Wheat, winter (Tricicum aestivum)
Sugar beet (Beta vulgaris)
Scentless mayweed (Tripleurospermum perforatum)
Chickweed (Stellaria media)
Shepherd's-purse (Capsella bursa-pastoris)
Cleavers (Galium aparine)
Charlock (Sinapis arvensis L.)
Fat Hen (Chenopodium album L.)
Black grass (Alopecurus myosuroides)
Loose Silky-bent (Apera spica-venti)
Total

Number of
samples
150
116
172
221
282
177
77
235
43
97
178
1748

Growth stage
(BBCH) (Meier 2001)
10-13
10-13
12-13
12-13
12-14
14-17
12-13
12-14
12-14
11-12
12-13

In order to distinguish the plants, different colour and shape features are used to
quantize the appearances of the plants. These features have to be rotation invariant, but
they can be scale dependent, as the distance from the camera to the ground is known.
The features used to describe the plants have been found using Greedy Feature
Selection on a range of features. The features that have been used are:
• Sphericity
• Average chromaticity of red and green
• Variance in chromaticity of red, green and blue
• Elliptic variance (Peura & Iivarinen 1997)
• Nine Shape Features Derived from a distance transform (Giselsson et al. 2013;
Dyrmann & Christiansen 2014)
• Minimum plant thickness (Dyrmann & Christiansen 2014)
• Four Elliptic Fourier derived features (Dyrmann & Christiansen 2014)
These features are used to train and classify the plant by using a 10-fold cross-validation
and a support vector machine with an rbf-kernel (Chang & Lin 2011).
The results of the automated classification can then work as a support for the consultant,
who can either accept the classification as it is or correct the misclassifications that
might be present. The correction made by the consultant will be fed back to the DSS
and work as training data for further classifications.
Results
The classification results of the automated classification are presented in Table 2.
Overall, the classification accuracy of the 1748 plants was 94.5%. The number of errors
relative to the number of samples was highest for Fat Hen, Cleavers and Black-grass,

Table 2: Classification accuracies for the 11 plant species.
1
0.954

2
0.938

3
0.948

4
0.955

Classification accuracy
5
6
7
0.955 0.949 0.920

8
0.974

9
0.816

10
0.876

11
0.943

which was also the species with the fewest samples. The errors might therefore partly be
due to using plants samples which do not cover the variety of the species. Black grass
and Loose Silky-bent especially are often confused. These grasses, however, might even
be hard to distinguish by human beings when they are at the low growth stages.
The average classification accuracy of the 11 species is 93.0%.
Discussion
One of the major differences in the automated classification of plants in
RoboWeedSupport compared to previous studies is the number of species that the
system should be able to handle. The 106 species that the project aims to classify will
make the classification very complex. First of all, it will require a huge test set to
describe the variability within each species. Additionally, there are many species,
particularly at low growth stages with many similarities. For example, different grasses
are difficult to distinguish from each other. The classification could therefore be
improved by combining plant species that require the same treatment and by including
non-visual aspects. One such aspect could be the date on which the photo is taken. For
example, black-grass and Loose Silky-bent might be confused by their visual
appearance but if the photo was taken in April, the likelihood of the image showing a
Loose Silky-bent is small, because it typically emerges in the fall as seen in Figure 6. Of
the nine weed species in this study, species 4-10 are typically present in spring and
species 4,5,6,7 and 11 are typically present in the fall (Institut for Agroøkologi 2014).

(a) time of sprouting for Loose Silky-bent (b) time of sprouting for black-grass
Figure 6: Time of sprouting can be used to distinguish similar looking plants. After
(Institut for Agroøkologi 2014)
Conclusion
Crop Protection Online is a herbicide optimizing system, which is already available in
several European countries. The system, however, requires a manual inspection of the
fields and an estimation of the weed occurrence in the fields. With RoboWeedSupport
this process is automated so that the farmer can get to know the optimal herbicide
composition from images collected in the field. The system can help consultants with
detection of plants in images, and it can help with recognition of the plant species.
The automatic classification of plants is currently capable of classifying 11 species.
These species were on average classified with an accuracy of 93.0%.
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Abstract
An important element in weed control using machine vision is the ability to identify
plant species based on shape. For this to be done, it is often necessary to segment the
plants from the soil. This may cause problems, if the colour of a plant is not consistent,
since plants are then at risk of being separated into several objects. This study presents
a plant segmentation method based on fuzzy c-means and a distance transform. This
segmentation method is compared with four other plant segmentation methods based
on various parameters, including the ability to maintain the plants as whole, connected
components. The method presented here is found to be better at preserving plants as
connected objects, while keeping the false positive rate low compared to commonly used
segmentations techniques.

1 Introduction
Rising environmental awareness is leading to an increased demand for products from environmentally sustainable agriculture. Therefore researchers are looking for ways to optimize
weed control by either carrying out a targeted spraying or a mechanical weed control. Many
weed control techniques require, firstly, the determination and location of the species of
weeds. Previously, researchers have used images in which the plants are segmented from the
background and then identified based on their shape. A good segmentation is therefore essential to be able to correctly determine the species. One problem with using colours to segment
plants is that often the colour of the stem is different from the colour of the leaves. This
problem causes plants to be separated into multiple parts as their stems are not segmented
correctly. A good segmentation should therefore not only be evaluated on the number of
correctly identified pixels, but also on the ability to keep plant elements connected.
One of the most commonly applied segmentation technique is Excessive green (ExG), which
was developed by Woebbecke et al.[17]. Excessive green is a scaling of the green chromaticity, which makes green plants stand out from the soil. An addition to this method is the subtraction of excessive red (ExR). Excessive red is also a weighting of the chromaticities which
ensures a highlighting of the soil [10]. By subtracting ExR from ExG (ExGR), the difference
between plants and soil in images is increased. Both ExG and ExGR are fast to compute and
both methods are therefore well suited for real-time operation in the field. However, both
ExG and ExGR can often result in low accuracy segmentations [1, 8].
Ji et al. [6] compare grey histograms from different colour spaces and colour weights for
plant segmentation and find that a* from the CIE L*a*b* colour space and the following
© 2015. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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weighting ¼(2G − R − B) provides the best bimodal images for thresholding. Other colour
weighting methods are NDVI, RVI and DVI [15], which use the near-infrared spectrum to
improve segmentation by utilizing the fact that plants are highly reflective in the near-infrared
spectrum compared to the soil. Laursen et al. [8] propose a Bayesian classifier for plant segmentation. This method is used to combine different colour features including red, green,
blue, and near-infrared colour wells, their chromaticities, and NDVI, ExG, and ExR. The
method is found to be better than all of the individual features alone. Noordam et al. [12]
propose a Fuzzy c-means based segmentation for fruits in images, which takes into account
the spatial placement of pixels. This is achieved by averaging out the cluster relationship in
a pixel neighbourhood. A similar approach is used by Chuang et al. [2] for medical imaging.
Using the neighbouring pixels helps in segmenting flat regions with impulse noise, but the
approach will not be suitable for segmenting plants with thin leaves and stems as soil pixels
will often dominate the areas nearby stems and leaves.
This study aims to use a fuzzy c-means algorithm and a distant-dependent threshold to segment plants from soil in RGB images while preserving stem regions of plants thus ensuring
that leaves from a plant are not separated from each other in the segmentation process.

2 Data material
The images used are randomly sampled from previous studies and cover a variety of cameras, plants, soil types and lighting. All images are RGB images. The cameras that have been
used are: Samsung EK-GN120, Samsung NX1000, JAI AD080-GE and Canon PowerShot
SD1000.
The images from the Canon Powershot SD1000 are from [11, 16] and consist of 3,000,816
pixels. The images from the JAI AD080-GE are from [5] and consist of 3,755,808 pixels,
the images from Samsung EK-GN120 consist of 2,419,116 pixels and the images from Samsung NX1000 consist of 21,892,117 pixels. Samples from the four cameras are shown in
Figure 1. All images have been segmented by hand in order to create a ground truth for the
segmentation. The images from [5] come with segmentation masks created using NIR imaging. These masks have not been used in this study. The images are acquired with different
backgrounds and under different light conditions. The images from the Samsung EK-GN120
and Samsung NX1000 are acquired outdoors in sunlight without shading. The images from
JAI AD080-GE [5] are acquired outdoors in artificial light and the images from the Canon
Powershot SD1000 [11, 16] are acquired in indoor in artificial lighting. The plants from
[11, 16] are planted in pots trays and photographed against a red plant tray. These images
has been cropped in order to remove this red plant tray.
The images from the JAI AD080-GE [5] have a severe chromatic aberration, which results
in green or purple colours in high-contrast areas and some of the images from the Canon
Powershot SD1000 [11, 16] have soil surface covered in green algae.
In total, 40 test images are used, which together contain 31,067,857 pixels, of which 4,199,568
are plant pixels.

3 Methods
In order to reduce the effects from different light conditions, the RGB images are converted
to the CIE L*a*b* colour-space, whereby illumination can be neglected, by removing the
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(a) JAI AD080-GE at (b) Samsung NX1000 at (c) Samsung EK-GN120 at 30% (d) Canon Pow5% scale [5]
1.5% scale
scale
ershot SD1000 at
80% scale [11, 16]

Figure 1: Samples from the four different cameras scaled for the same resolution
Luminosity channel. Because the images are acquired using different cameras and in different setups, no camera calibrations has been carried out as described in [9]. The conversion
from RGB to CIE L*a*b* is carried out using the CIE standard illuminant D65 [7], which
simulates a daylight colour temperature of 6504K.

3.1 Fuzzy c-means segmentation
The fuzzy c-means algorithm is an unsupervised classification method in which pixels are
given a membership to each c cluster. After the membership assignment, the cluster centroids
are updated based on pixel values and their membership assignments. This is done iteratively,
until the positions of the cluster centroids settle.
Here two clusters are defined: a plant cluster and a soil cluster.
The image, consisting of N pixels, is reshaped into a matrix, XN×2 , with one row per
pixel.
 ∗

a1 b∗1

.. 
XN×2 =  ...
. 
a∗N

b∗N

where a* and b* are the chromaticity indices from the CIE L*a*b* colour space. The
centroid of cluster ci is calculated as the weighted mean of the data X:
N

ci =

φ

∑ uin xn

n=1
N

φ

(1)

∑ uin

n=1

where uin is the membership of the data-point xn to cluster ci and φ is the fuzzy exponent in
the interval {φ ∈ R|1 < φ }. In this study φ has been set to 2.1, which empirically has shown
to be a good value. The membership, uin , is the distance from xn to class i normalized by the
sum of distances to both centroids:
uin =

2

∑

j=1



1
Din
D jn



2
φ −1

(2)

Din is the intensity distance from pixel n to centroid i. In this study, three distances
have been tested: Euclidean, Mahalanobis, and Gustafson-Kessel [3, 4], where the two latter
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(a) Initial membership of plant class

(b) Initial membership of soil class

Figure 2: Initial membership
allow non-spherical membership clusters. As a termination criteria, the difference in a cost
function, J, between two iterations is used. J is given by the sum of the distances from all
data xn to the cluster centres ci , multiplied with the corresponding degree of membership uin
of pixel xn to cluster ci .
2

J=∑

N

φ

∑ uin D2in

(3)

i=1 n=1

3.2

Initialization

The system can be initialized with no priors, which means that in the first iteration all pixels
are assigned random membership of the two classes. Hereby, the system will find the two
most distinct classes, but it will not provide information on which class is the plant class,
and which one is the soil class.
A way to know which class is the plant class, while also lowering the number of iterations
needed is to set the initial membership of the pixels. In this study the normalized difference between the a∗ and b∗ channel from the CIE L*a*b* image has been used as the prior
membership.
un_init = [b∗n − a∗n , 1 − (b∗n − a∗n )] ,
(4)

where a∗ and b∗ are scaled to the interval [0; 1]. An example of this initial membership is
shown in Figure 2. Another initialization, which will help to ensure a correct convergence,
while also limiting the number of iterations needed, is to set the initial centroids of the
clusters. By setting the initial value of one of the centroids to a green colour and the value of
the other centroid to a light grey colour, the centroids will most certainly converge towards
the plant and soil class respectively. Here RGB=[80,100,10] is used as the initial value for
the plant centroid, and RGB=[80,70,60] is used as the initial value for the soil centroid.

3.3

Problems with small plant coverage

If the plants to soil ratio is small, the fuzzy c-means algorithm may fail to segment the plants
from the soil. That is because even small differences in the soil can create clusters that
are more distinct from each other than the plants are from the soil, based on the sum of
distances. In order to make sure that the two clusters that are created consists of soil and
plants, respectively, the dataset, X, can be extended with artificial plant and soil pixels. By
extending the dataset with the same number of plant and soil pixels, the plant to soil ratio
will move towards 1/2.
In order to ensure that these extra pixels are representative for the plant and soil clusters,
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(a) input image

(b) membership
plant class, Im

to (c) BWhigh created by (d) Idist created by
thresholding Im at 0.8 making a distance
transform of BWhigh
(contrast
enhanced
for print)

(e) Final threshold
made by thresholding
Im at the value of the
corresponding pixel
in Id ist

Figure 3: input image and the assigned membership to the plant class
the extra pixels have to be updated for each iteration, so that they at all time correspond to
the two cluster centroids. The drawback of extending the dataset is that more iterations are
needed for the cluster convergence.

3.4 Distance dependent threshold
The class membership, u, for all pixels, is used to create a grey-scale image, Im , in which
pixels belonging to the plant class are close to 1, and pixels belonging to the soil class are
close to 0. Pixels that do not fit in neither the plant nor the soil classes will end up having
values around 0.5 given that they are equally far from both classes. An example of such a
membership image is shown in Figure 3(b). Pixels in the stem region of plants tend to have
either a yellowish or a reddish colour, which means that they do not fit well in either the plant
or the soil classes. Therefore, these pixels will be assigned membership values around 0.5.
In order to make sure that these pixels are accepted as plant pixels, a variable threshold is
made. This variable threshold depends on the distance to the nearest pixel with a high value.
I.e. a pixel that most certainly is a plant pixel. This variable threshold ensures that pixels
that have values around 0.5, but which are far from plants, are not accepted as plant pixels,
while the pixels that are located near by plants are accepted as plant pixels. In practice, the
variable threshold is implemented by first thresholding Im at 0.8
BWhigh = Im > 0.8

(5)

A threshold at 0.8 ensures that only pixels with a high membership to the plant class are kept.
A distance transform image Idist is created from BWhigh [14] in which pixels are assigned a
value corresponding to the distance to the nearest pixel with the value 1. Idist is scaled to
the interval [0.2:0.7] and used to determine the threshold level of Im ; Values in Im higher
than Idist are assigned a 1 and values lower that Idist are assigned a 0. Tests have shown that
the scaling to the interval [0.2:0.7] provides a good segmentation of the plants. By lowering
the lower limit, more false positives are added and by increasing the upper limit, more false
negatives are added.

4 Results
In this section, the fuzzy c-means algorithm with three different distance measures is compared with common plant segmentation methods. These methods are excessive green (ExG)[17]
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thresholded with Otsu’s method[13], excessive green - excessive red (ExGR)[10] thresholded
with Otsu’s method, difference between normalised a* and normalised b* thresholded with
Otsu’s method and Bayes segmentation[8].
The segmentation methods are compared using the following metrics:
Accuracy The number of pixels with a correct assignment relative to the total number of
pixels. Higher is better.
Precision The number of pixels that are correctly assigned to plants relative to the total
number of pixels assigned to plants. Higher is better.
Recall The number of pixels assigned to plants relative to the total number of plant pixels.
Higher is better.
Mean distance to plant A measure of how close the edges of objects in the segmented
image are to the plants in the hand-segmented image. This measure is created by finding
the edges of the segmented image and for each pixel on the edge finding the distance to the
nearest pixel on the edge of the hand-segmented image. Lower is better.
Variance of distance to plant This measure is the variance of the distances of all edge
pixels in the segmented image to the nearest edge on a hand-segmented image. This measure
explores how rough the edges are of the segmented image. If the variance is small, the
segmented image will look like an eroded/dilated version of the hand-segmented image.
Lower is better.
Mean object precision This is the precision object-by-object. This measure is only calculated for the objects in the segmented image, that touches plants in the hand-segmented
image. A high value indicates that, for the plants that have been found, most of the pixels of
the plans have been found. Higher is better.
Mean object recall The measure calculates the average recall object-by-object. This measure is only calculated for the objects in the segmented image that touch plants in the handsegmented image. A high object recall indicates that, for the detected plants, there are few
false positives. Higher is better.
Fraction of objects split in multiple parts If a plant is split in multiple parts in the segmented image, this measure will increase. This measure only counts the number of plants
that are split in multiple parts relative to the total number of plants. The measure does not
take into account how many objects the plants are split into, how big the plants are nor how
small the individual objects are. Lower is better.
Figure 4 shows of high and low accuracy, precision, recall and distance for four plants.
The results provided in table 1 are averaged over pixels or objects. E.g. the accuracy
is calculated by summing the correct identified pixels for all images and divide by the total
number of pixels in all images. As can be seen, all seven methods provide a high accuracy. The precision achieved using the three fuzzy-c means methods outperform the other
methods. However, all methods except for Bayes provide a precision over 0.9. The recall
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(a) low accuracy,
pression, low recall

low (b) high accuracy, high (c) high precission, low (d) medium mean disprecission, high recall
accuracty, low recall, high tance, low dist variance
dist variance

Figure 4: Examples on metrics for four different plants
Table 1: Results for the different classifier methods. The best performances are underlined.

Bayes
ExG
ExGR
a*-b*
fcmEuclid
fcmGK
fcmMahal

Accuracy

Precision

Recall

Mean distance

Var. of
distances

Mean obj.
precision

Mean obj.
recall

Frac. of
split obj.

0.945
0.983
0.977
0.989
0.988
0.968
0.953

0.745
0.911
0.927
0.951
0.978
0.990
0.990

0.677
0.902
0.832
0.924
0.897
0.740
0.658

29.9
13.3
14.1
4.0
6.7
8.4
11.4

3232.6
1005.5
1078.6
282.4
482.2
563.8
689.3

0.042
0.246
0.294
0.385
0.769
0.862
0.889

0.969
0.884
0.852
0.957
0.884
0.799
0.706

0.637
0.404
0.340
0.442
0.151
0.083
0.068

of a*-b* is the highest at 0.92, which means that the number of true positives is close to the
number of plant pixels. The mean distance and variance of distances for a*-b* are the lowest
of the seven methods, indicating that the edges of the segmentation are closest to the real
edges of the plants. The fuzzy c-means methods are slightly worse, though still better than
ExG, ExGR and Bayes. On the individual objects, the recall of Bayes method is the best. It
has, however, a very low overall recall indicating that for some objects only few of the total
number of plant pixels have been found. The number of plants that has been split in multiple
parts is the lowest for the three fuzzy c-means based methods.
Figure 5 shows a composed image of plants segmented using the seven methods. This
example shows how the fuzzy c-means methods are able to detect some stems even though
they are non-green. The edges of the objects are, however, often a few pixels off relative to
the real edge of the leaves, which is partly due to the distance-dependent threshold. As can
be seen in Figure 5(h) the edges of fcmMahal are rough compared to ExG and ExGR even
though the mean distance is lower. That is because the segmentation from ExG and ExGR
creates more false objects far from the edges of the plants, which thus increase the mean
distances of the edges.

4.1 Sensitivity towards algae and uneven backgrounds
Some of the 40 test images contain algae or gravel backgrounds with big variation. Since
these images account for only a few of the 40 images, they have little effect on the statistics.
However, when choosing the right segmentation method, the robustness toward algae should
be taken into account. For the images with algae on the soil all algorithms have problems.
Such a case is shown in Figure 6.
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(a) RGB input

(b) Segmentation using naive Bayes
approach

(c) Segmentation using ExG

(d) Segmentation using ExG-ExR

(e) Segmentation using a*-b*

(f) Segmentation using fuzzy cmeans with euclidean distance

(g) Segmentation using fuzzy c- (h) Segmentation using fuzzy cmeans with Mahalanobis distance means with Gustafson-Kessel distance

Figure 5: Plants segmented using seven different segmentation methods.(b) The segmentation using Bayes classifier has only few false plant elements, but it misses big parts of
plants. (c)(d) The segmentation using ExG and ExGR captures most of the leaves but misses
some stems. (e) The segmentation using a*-b* captures most of the leaves and provides the
sharpest edges, but it misses some stems. (f)(g)(h) The fuzzy c-means methods are all able
to detect the stems. The edges, however, is not as sharp as a*-b*.

5 Discussion
Previously segmentation algorithms in the plant domain have mainly been evaluated on their
accuracy, but the ability to preserve shape might in some cases be more relevant. The shape,
however, is changed greatly if the leaves of the plant are separated from the stem in the segmentation process.
All seven segmentation methods provide a high accuracy, which should be seen in the light
of the plant to soil ratio, which is 15.6%. Of the seven segmentation methods, the a*-b*
method gives the best accuracy, recall, mean segmentation distance and distance variance.
The methods is, however, not as good at keeping leaves connected as the fcm-based methods.
Therefore, based on this study, the a*-b* method is the best methods for e.g. determine the
amount of biomass in an image. It may, however, not be the best choice for a shape based
classification.
Because of the high recall and precision, the Euclidean distance is the best for the fuzzy
c-means algorithm as it most often results in plants that are connected, while the false posi-
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(a) RGB input

(b) Bayes

(c) ExG

(d) ExGR

(e) a*-b*

(f) fcmEuclid

(g) fcmGK

(h) fcmMahal

Figure 6: example of image with algae where all algorithms fail at removing the background.
However, Some of these results could be improved by simple post-filtering.

tives rate is kept low. Compared to ExG and ExGR, the fcm-segmentation with a Euclidean
distance decreases the number of plants split in multiple parts by 62% and 56% respectively.
Another benefit of the fcm-based segmentation methods is their ability to handle non-green
plant elements such as red stems. This ability is caused by the fact that red stems fit poorly
in both the plant and soil class, whereby they can be found by using a distance-dependent
threshold. This distance-dependent threshold, however, has the drawback that the edges of
the segmented plants are not as smooth as e.g. the edges on plants segmented using a*-b*.
The Bayesian classifier used in this comparison has been trained with RGB images acquired
by different cameras in different fields and under different light conditions. The results
achieved in this study are therefore not directly comparable with the results obtained by
Laursen et al.[8], who use RGB+NIR images acquired using only one camera in one field.
None of the algorithms have been measured on how computationally expensive they
are. However, the implementation of the fuzzy c-means algorithms used in this study is not
suitable for real-time operation in the field, as it takes several seconds to process each image
on a 2.6GHz Intel i5 processor.

6 Conclusion
Segmentation of plants with fuzzy c-means has proven to be a viable alternative to established segmentation methods. The method has been compared and evaluated on various
parameters including the ability to preserve objects connected. The edges of objects segmented by the fuzzy c-means methods are closer to the hand-segmented objects than objects
segmented using ExG, ExGR and Bayesian segmentation. However the a*-b* methods results in objects with the edges closest to the hand-segmented object. For object classification
based on shape, the fuzzy c-means segmentation method is the best of the tested methods in
terms of preserving the shape of plants.
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Abstract
In order to develop automated systems for plant recognition in images, it is necessary to possess large amounts of
training data. In the project, RoboWeedSupport, plant production consultants annotate images, distinguishing between
different weeds, and thereby producing the training data for our automated system. Usually we assume that the
annotations made by the consultants are correct, but with this study, we will clarify whether this assumption is correct:
Some species may be difficult to recognize, which may cause errors in the training data. Consequently, the automated
weed discriminating model will be less precise.
In this study, we will compare how 8 consultants recognize weeds in images from a Danish maize field. These weeds
are at a growth stage where some of the plants have developed the first true leaves, but the majority are at the
dicotyledonous stage. The results show that 29 different weed species has been registered in the images and that the
consultants in average agree on 88% of the weeds.
Keywords: Annotations, plant species recognition, precision agriculture, herbicide optimization
1. Introduction
In recent times, there has been an increased focus on reducing the use of pesticides in agriculture. This is by the
increased number of rules and documentation requirements for the farmer. Among these rules is EU Directive
2009/128/EC, which indicates that the farmer must follow some general requirements about the use of Integrated Pest
Management.
These requirements include that the farmer must first spray his after determine the needs of his field and then target
the weed control for the specific needs. Inspecting fields and recognizing weeds can, however, be close to impossible for
the individual farmer as he might neither have the knowledge about the individual weed species nor have the time to do
the field inspection. Determine the weeds in the field automatically from images, like in the RoboWeedSupport project,
would be a way to solve this task.
When you train a classifier to recognize images, such as a neural network or support vector machine, you need images
of known weeds. These images can be from weeds that have been sown, whereby the species of the weeds are known.
Alternatively images from the field can been collected and experts can annotate the plants in these images. In case of the
latter, there will be uncertainties associated with the annotations, due to the limited information available to the
annotators (e.g. they are not able to look at the plant from multiple viewpoints and thus inspect certain characteristics).
Still, annotations from such images are often used as ground truth for training.
In this study, eight consultants have annotated images of weeds from a Danish maize field. The ground truth for these
images is not known, but each image has been annotated by two or three consultants.
The results of this study will provide training data for an automated weed distinguishing algorithm, potentially
leading to recognition abilities beyond those of the average plant production consultant.
2. Data Materials
The data material that is used in this study consists of 47 images of weeds and crops collected on a single day in June
from a Danish maize field. All weeds are at an early growth stage and cover primarily the growth stage from BBCH 12 to
14 (Meier, 2001).
The images have been photographed vertically towards the ground by a Samsung NX1000. The ground resolution is
about 9pixels/mm, which provides details of even small plants. An image sample is shown in Figure 1.
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Figure 1. Sample of one of the 47 images from which the weeds has been cropped out

Figure 2. Plant samples

The 47 pictures are divided among the consultants so that the plants from each image is annotated by a minimum of
three consultants and distributed so that all consultants annotate against each of the other consultants at least 6 times.
For each of the 47 images, plants are found by examining connected components in the green chromaticity.
Afterwards, plants objects are manually marked and the boundaries between plants are marked, so that each plant can be
cut out. Lastly the individual plants can be analysed by the consultants.
From these 47 images about 3350 weed objects have been segmented.
Samples from the images are shown in Figure 2.
3. Methods and Results
This study will show how much uncertainty there is related to these manual annotations of plant images. Since we do
not have any ground truth annotations, we can only analyse how often a the consultants disagree on the right species of
the plants, but not whether one, two or all three consultants are correct or not
3.1. Number of annotations
A total of 4336 annotations have been made. Of these annotations 2929 annotations are from unique plants. The
consultants could choose the species from a list of 114 Danish weed species. Furthermore, if the consultants were unable
to tell the exact species of a plant, but only the family, they could choose to only annotate a plant as belonging to a
specific family. For instance by annotation a plant as cereal rather than barley. Likewise the consultants could annotate
grass as either broad-leaved or narrow-leaved grasses rather than the specific species, which can be hard to discriminate
at early growth stages. In order to be able to compare as many annotations as possible, the comparison is only made at the
“family level” for the species for which at least one sample has been annotated only as a specific family.
The 4,336 annotated plants cover 29 different plant species, which are distributed as shown in Figure 3. As can be
seen particularly Field Pansy and Knotweed account for most of the annotated plants in the images, while 14 species are
detected less than 10 times.
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Figure 3. Distribution of annotation labels (log scale)

Table 1. Number of annotated plants for each consultant
Consultant
# of annotations

1
396

2
278

3
828

4
1457

5
372

6
310

7
306

8
389

These 4,336 annotations are distributed between the consultants, as shown in Table 1, which ranges from 278 to 1,457
plants per consultant.
Table 1 shows that some consultants have annotated more plants than other, which means that there is not three
annotations for all plants. Of the 2929 unique plants, 2617 plants have been annotated at least two times, while 311 have
been annotated three times. In the following study, we will only consider the plants with at least three annotations.
3.2. Congruence between three annotations
Some plants might be easier to recognize than others. Therefore, we will now look at how the congruence and
incongruence is between the annotations for each of the detected plant species. Of these 311 plants, all of which have
been annotated three times, there are 276 plants, where all three consultants agree and 35 plants, for which at least one
consultant disagree.
Figure 4a shows the number of plants where all consultants agree, while Figure 4b shows the number of plants for
each species, where at least one of the consultants disagree. An interesting figure here is speedwell, which primarily is
represented in the group of plants for which the consultants disagree on the species.
However, as there is different numbers of annotations for each species, this must be taken into account, by
normalizing the number of occurrences, where the consultants disagree by the total number of occasions for a given
annotation. Figure 5 shows the number of times a plant of a given species is involved in an annotation for which all three
consultants agree compared to the number of times a species is involved in an annotation, for which at least one of the
consultants disagree. Here we see, that the consultants agree in less than 10% the annotations of what at least one
consultant says is speedwell. The overall fraction of plants, where three consultants agree is 88.7%.
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Figure 4a. Number of samples for the plants for which all
consultants agree

Figure 4b. Number of samples for the plants for which at
least one consultants disagree

Figure 5. The fractions of which all three consultants agree on the given species. The bubbles on the axis shows the
number of samples, n, that has been annotated as that specific species

3.3. Congruence for all pairs of annotations
We will now consider all plants with more than one annotation and look at how the confusions between the
annotations of the plants are distributed. Because we have no ground truth annotation, all annotations for each plant takes
turn in being used as reference for the given plant and then compared to the remaining annotations for that plant.
A way to see this is as a game between two consultants, where one consultant says which species he believes a given
plant is, which is the ‘reference species’. Another consultant then tells which species he believes it is, which then is the
‘annotated species’. The result is plotted in the confusion matrix in Figure 6.
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Figure 6 Distribution of pairwise annotations of plants. The annotations take turn at being reference and the remaining
annotations for that plant are marked as ‘annotated species’.
From this confusion matrix we can see that 88% of the annotation pairs are at the diagonal, which means that when
one consultant puts a given label one a plant, another consultant will agree in 88% of the cases. However, when one
consultant says that a plant is speedwell the remaining consultants only agree in 67% of the cases.
Likewise, there are large incongruence between the annotations of plants labelled as narrow-leaved grasses and broad
leaved grasses.
3.4. Distribution of inconsistent annotations for the consultants
We will now see how often each of the eight consultants is involved in annotations with inconsistence. Table 2 shows
each annotator and how often the given consultant is involved in an annotation where at least one consultant disagree.
Here it is clear that consultant number 6 has an inconsistence rate, which is much higher than the remaining seven
consultants. Field Pansy is the plant for which consultant number 6 most often disagree with the other consultants. Here
number 6 has made 133 out the total number of 280 annotations.
The low inconsistence rate for the remaining consultants might also be because they more often choose not to
annotate plants, for which they are in doubt of which species it is.
Table 2. Number of times a consultant is involved in annotations for which at least one of the other consultants disagree
on the annotation
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# of Inconsistent images
57
31
131
106
27
135
41
59

Total # of images
396
278
828
1457
372
310
306
389

Inconsistence rate
0.16
0.11
0.16
0.07
0.07
0.44
0.13
0.15

Figure 7. Distribution of sizes for plants for which the consultants agree and disagree on the species

We will now see if there is a relationship between the size of plants and the number of times, they are confused.
Figure 7 shows the sizes of bounding boxes in pixels for all the plants where there are consistence and inconsistence
between the annotations. From this figure, it can be seen, that the sizes of the plants, for which the consultants do not
agree, tend to be smaller, than for the plants, for which they agree. As the images are sharp and have a high resolution,
these numbers indicate that plants at earlier growth stages are the hardest ones to recognize.
4. Conclusions
In the present study, we have shown how annotations are distributed when eight plant consultants are set to annotate
weeds in images. The study has shown that for the majority of the plants, the consultants agree on plant species.
However, for about 12% of the plants, the consultants disagree on the species.
The study has also given knowledge about which species the consultants have difficulties in recognizing. When an
automatic system is to be trained to recognize these difficult species, it will be an advantage to have more consultants to
annotate the same image and then use majority voting to determine the species. Similarly, it will be sufficient to have a
single consultant to annotated species for which there rarely is doubt about the species.
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Abstract
Effective weed control, using either mechanical or chemical means, relies on knowledge of the crop and weed plant
occurrences in the field. This knowledge can be obtained automatically by analyzing images collected in the field.
Many existing methods for plant detection in images make the assumption that plant foliage does not overlap. This
assumption is often violated, reducing the performance of existing methods. This study overcomes this issue by training a
convolutional neural network to create a pixel-wise classification of crops, weeds and soil in RGB images from fields, in
order to know the exact position of the plants. This training is based on simulated top-down images of weeds and maize
in fields.
The results show an pixel accuracy over 94% and a 100% detection rate of both maize and weeds, when tested on real
images, while a high intersection over union is kept. The system can handle 2.4 images per second for images with a
resolution of 1MPix, when using an Nvidia Titan X GPU.
Keywords: Deep Learning, Semantic segmentation, weed recognition, Computer vision
1. Introduction
One of the challenges of precision farming is to reduce the usage of herbicides, while keeping a high crop yield. Some
precision farming techniques seek to address this challenge by monitoring crops and weeds and target the herbicide only
to the weeds. However, monitoring crops and weeds manually is a time consuming and expensive activity. Therefore,
automated detection and localization of plants is a prerequisite before such activities can be applied.
An alternative to using herbicide is to use mechanical hoes, which automatically avoid the value crop and only cuts
the stems of the weeds. Here, again, it is necessary to know the exact position of the weeds and crops in order to apply
this technique.
In addition to use this monitoring to optimize the weed control, the monitoring can also be used to estimate the weed
cover and growth of the crops, which is valuable information when applying fertilization to the field.
Previous studies have based plant recognition on a series of steps. The first step is the segmentation, which is about
finding out which pixels belong to plants and soil. This has previously been done by using e.g. color index, such as
excess green-excessive red, which is based on the green chromaticity. Or it could be based on, NDVI, if the near infrared
information is available (Dyrmann et al. 2014). When the pixels are segmented in plants and soil, each plant object is
categorized as either weed or crop by using different machine learning techniques.
The challenge of the existing techniques for finding weeds and crops is that they have problems handling overlapping
plants.
In this paper, we investigate the problem of plants perception and distinguishing the crops from the weeds growing on
the field, even when the plants are overlapping each other. The method is based on a fully convolutional neural network
for semantic segmentation (Long, 2015), which will produce images the same size as the input image, in which maize,
soil and weeds are classified on a pixel level.
Hundreds or thousands of annotated training images are normally required to make a good training of a convolutional neural
network (Oquab et al., 2014). As manual segmentation of this many images is not feasible, a system that simulates top-down images of
overlapping plants on soil background has been created. These images are simulated with different soil types and different variations
within each plant species. For each of the simulated images, a ground truth segmented image is created in which each pixel is given a
label as either plant, weed, or soil.

The output of the networks is an image of the same size as the input, where pixels are labelled according to the
predicted class of the given pixel.
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Figure 1. The generation of new training images. Segmented plants are placed randomly on top of images of soil, creating
simulated field images. Together with the simulated images, ground truth segmented images are generated for training. In
the segmented image: red = soil, blue = weed and green = maize.
2. Materials and Methods
In order to train the neural network to segment images, it is necessary to get training data consisting of images that
has already been segmented. This training data can be made by manual hand segmentation of the images, but this is a
time consuming affair.
To overcome the problem of getting segmented training images, the training images are modelled from segmented
images of single plants rather than hand segmenting full images. This is done by plotting images of segmented plants on
top of images of bare soil, which makes it possible to generate as much training data as desired.
The process of this image generation and a sample of one of the generated images is shown in Figure 1 as well as the
segmented image. In the segmented image, three labels are used: one for the soil, one for maize, and one for weeds.
A total of 301 images of soil and 8430 images of segmented plants have been used to generate the modelled images.
These plants originate from eight different datasets that are acquired both in indoor and outdoor settings and therefore
contain variation in terms of both resolution and illumination.
These plants are divided so that 80% of the plants are used to generate the training images, while 20% of the plants
are used to generate images for verification. The plants cover 23 different weed species and maize.
A convolutional neural network learns to recognize objects by being presented for a lot of samples that cover the
variation of the objects to be classified. In this case, this means that plants with different rotations, scaling, pixel
intensities etc. must be used. Likewise, different types of soil should be used in order to make the network able to
recognize the soil independent of its type. In order to increase the variations of the plants, different types of augmentation
has been applied:
Each plant has been scaled randomly from 80 to 100% of their original size, which helps making the system scale
invariant. The plants have also been rotated randomly in one degree increments, which helps in making the system
rotation invariant. As the images of the plants originate from a limited set of data, including images acquired under
artificial illumination, the hue, saturation and intensity are varied slightly in order to make the system less dependent on
illumination and color. Furthermore, random shadows are added on top of the images to simulate shadows cast by other
plants.
When the plants are placed in the image, they are placed randomly, with the only requirement that the centers of mass
of the plants are placed on top of the soil, which simulates the stem points of the plant. When placing the images this
way, some plants will overlap each other, which forces the network to learn to recognize the plants, even in that case.
The images are subsequently cropped in many small images of 800x800 pixels. This size limit has been set, as the
Nvidia TitanX GPU, that was used for training, otherwise would run low on memory. After the cropping there is 3463
images for training and 123 images for verification.

∙2∙

CIGR-AgEng conference

Jun. 26–29, 2016, Aarhus, Denmark

Figure 2. Network architecture. The network consists of 5 max pooling layers and 15 convolutional layers. Shortcuts
form pooling layer 3 and 4 to the deconvolution layer is used for restoring smaller details in the segmented images.

2.1. Network Architecture
The convolutional neural network, that is used for training, is based on the work by Long et al. (2015), which is a
modified version of the VGG-16 convolutional neural network (Simonyan & Zisserman, 2014). The network is modified
so that the output is a convolutional layer instead of a fully connected layer. This enables the network to produce spatial
predictions of classes rather than ‘per image’ classes, as VGG-16 originally was used for. The network is sketched in
Figure 2.
The network contains a total of five 2x2 max pooling layers. These pooling layers result in a total downscaling by a
factor of 32. We, however, want the output image to be of same size as the input image. Therefore, in order to achieve an
output image of the same size as the input image, a deconvolutional layer with a 32 pixel stride is added at the softmax
prediction layer. The drawback is that the pooling and subsequent upscaling limits the resolution of the segmented
images, which therefore will lack small details. In order to restore some of these details, shortcuts are made to previous
layers in the network, at which stages only three and four poolings have been applied, respectively. The output of these
shortcuts are upscaled by a factor of 8 and 16, respectively, and afterwards summed with the original output.
2.2. Training
Oquab et al. (2014) have shown that the accuracy of a convolutional neural network can be increased by using
transfer learning. Transfer learning is a technique, where a different, but large, dataset is used for pretraining the weights
of the network. The large dataset ensures that the features learned in the first layers of the network are general features,
such as edge detectors. Here the PASCAL-Context Dataset (Mottaghi et al., 2014) has been used, which is a dataset of
segmented images from 59 different categories, which are not related to agriculture.
After the pretraining, the size of the output layer has been changed to reflect the three labels in this study (maize,
weeds and soil) and the training has been continued on the images of maize and weeds.
Normally, when training convolutional neural networks, you would run several epochs, where the same training data
is reused. However, because of the automated image generation, it is possible to generate as many images as desired.
Therefore it is not necessary to run several epochs with the same training images, as new images can be generated for
every single update of the network. Even though new images are used for every single update, the network will still be
able to overfit the learned model. This is because the training images are all generated from the same plants, which are
presented with different poses in different environments.
1. Results and Discussion
The following evaluation is designed to test how well our plant segmentation method performs on real images. In
order to test this, two image from two different Danish maize fields have been segmented by hand. The first image is
from a healthy maize field with only little plant overlap, while the second image is from a maize filed with smaller maize
plants and a higher weed coverage. We call the hand segmented images Ihand and the resulting semantic segmented image
we called Isem.
1. The images will be evaluated on the following parameters:
2. The ratio of weed objects that has been found out of the total number of weeds objects. A weed objects is
said to be found, if there is at least one pixel overlap between the weed in Ihand and Isem.
3. The ratio of crop objects that has been found out of the total number of crop plants. A crop objects is said to
be found, if there is at least one pixel overlap between the crop in Ihand and Isem.
4. Overall accuracy
5. The intersection over union for the weeds, for the crops and for the soil
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The intersection-over-union is a measure of the number of pixels of the intersection relative to the number of pixels of
the union of each class in Ihand and Isem. For weeds, it can be written as:

IOU weeds  

 I weeds   I weeds 
 I weeds   I weeds 
hand

seg

hand

seg

2.3. Image 1: small overlap
This image was taken using a handheld camera, and therefore there has been no shade or artificial lighting, when
taking the image. The image is 3840x2304 pixels, which is too large for the image to be processed on the computer's
GPU. Therefore the image has been processed in blocks of 768x768 pixels, which subsequently are stitched together.
The image contains a total of 121 weeds, which are group in 116 objects in I hand due to overlap between some weeds.
The image contains two maize plants, which also overlap with some of the weeds.
The test image is shown in Figure 3a together with the ground truth hand segmented image in Figure 3b.
The result of the automated semantic segmentation applied to this image is shown in Figure 4a. Here the amount of
red indicates how much a pixel is believed to be soil, the amount of green indicates how much a pixels is believed to be
maize, and the amount of blue indicates how much a pixel is believed to be a weed. Figure 4b shows the result, where
only the dominant class remains.
As can be seen in Figure 4b, the detection rate of the algorithm is 100% for both the weeds and the crops. Some of the
weeds are, however, split in multiple parts. This is especially the case in the stem region of the weeds and for the grasses.
The reason for this is likely due to the subsequent down and upscaling in the network, which causes the network to lose
some of the small details. This lack of small details is, however, not a problem for applications such as precision spraying
or mechanical hoeing as long as the weeds can be detected.

Figure 3a. Test image of maize and weeds.

Figure 3b. Hand segmented ground truth image

Figure 3. Input image 1 for test

Figure 4a. Output of the network. The amount of red,
green and blue indicates the belief of a pixels being soil,
maize and weed, respectively.

Figure 4b. Non-maximum suppression of network output,
where only the dominant color remain.

Figure 4. Result for input image 1
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The overall accuracy of the classification is 98.3%. This, accuracy does not take into account, that there are far more
soil pixels than weed and crop pixels. Therefore, we will also consider the intersection over union for each class.
The intersection over union for crops is 0.93, for weeds it is 0.79 and for the soil it is 0.98. This means that the areas
of the weeds and especially for the maize are close to the real areas of the plants. The method will therefore also be
applicable for determine weed coverage and crop sizes.
2.4. Image 2: large overlap
Now we will test how the system performs on a less ideal image. First of all, the maize plant in this image is small
and it overlaps with some weeds. Furthermore, some of the weeds are reddish unlike all plants from the training images.
The image was taken using a camera that was mounted under a shade on a trailer.
The test image is shown in Figure 5a together with the ground truth hand segmented image. The result of the
automated semantic segmentation, applied to this image is shown in Figure 6a. Figure 6b shows the result after nonmaximum suppression, where only the dominant class remains.

Figure 5a. Test image of maize and weeds.
Figure 5b. Hand segmented ground truth image
Figure 5. Input image 2 for test

Figure 6a. Output of the network. The amount of red,
green and blue indicates the belief of a pixels being soil,
maize and weed, respectively.

Figure 6b. Non-maximum suppression of network
output, where only the dominant color remains.

Figure 6. Result for input image 2
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The detection rate of the algorithm is again 100% for both the weeds and the crops. However, a leaf of one of the
weeds is recognized as maize. The overall accuracy of the classification is 94.4%.
The intersection over union for crops is 0.71, for weeds it is 0.70 and for the soil the intersection over union is 0.93.
The performance is thereby a little lower than for the previous image. However, when looking at the image, it can be seen
that mainly the red parts of the weeds are recognized as soil. The reason for this is probably due to the training, in which
no non-green weeds has been used and that striding in the network limits the resolution of the output.
3. Real time evaluation
The system can handle 2.43 images per second for images with a resolution of 1MPix, when using an Nvidia Titan X
GPU. This performance is achieved without optimization of the network architecture. An improved performance is
therefore expected if the neural network is stripped from neurons that only contribute little to the overall loss, whereby
real time analysis will be feasible.
4. Conclusions
Some precision farming techniques depends on recognition of weeds and crops in fields. We addressed this problem
of detecting weeds and maize by using a fully convolutional neural network that is based on a modified version of the
VGG16 architecture. This network produces semantic segmented images as output.
The network has been trained, solely on modelled images of maize and weeds, which has enabled the network to
distinguish maize, weeds and soil in real images with accuracies greater than 94%. Furthermore, the network is capable
of distinguish weeds from maize when the plants are overlapping each other. The system will therefore also be useful for
determine weed and crop coverage.
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Abstract
Estimation of in-field biomass and crop composition is important for both farmers and researchers. Using close-up
high resolution images of the crops, crop species can be distinguished using image processing.
In the current study, deep convolutional neural networks for semantic segmentation (or pixel-wise classification) of
cluttered classes in RGB images was explored in case of catch crops and volunteer barley cereal. The dataset consisted of
RGB images from a plot trial using oil radish as catch crops in barley. The images were captured using a high-end
consumer camera mounted on a tractor. The images were manually annotated in 7 classes: oil radish, barley, weed,
stump, soil, equipment and unknown. Data argumentation was used to artificially increase the dataset by transposing and
flipping the images. A modified version of VGG-16 deep neural network was used. First, the last fully-connected layers
were converted to convolutional layer and the depth was modified to cope with our number of classes. Secondly, a
deconvolutional layer with a 32 stride was added between the last fully-connected layer and the softmax classification
layer to ensure that the output layer has the same size as the input.
Preliminary results using this network show a pixel accuracy of 79% and a frequency weighted intersection over
union of 66%. These preliminary results indicate great potential in deep convolutional networks for segmentation of plant
species in cluttered RGB images.
Keywords: Pixel-wise classification, deep learning, computer vision
1. Introduction
Estimating total crop biomass or individual crop components in a mixed cropping system is important for agricultural
research and farming. For example the assessment of either grass and/or clover biomass in a forage based feed system
can be used to optimize animal feeding plans. Moreover the quantification of autumn catch crop biomass coupled with
nitrogen (N) concentration will make it possible to estimate the N uptake. Nitrogen concentration can be rapidly
measured through the relationship with chlorophyll content. Information of N uptake in autumn catch crops within and
between fields can be used to differentiate spring N application(s) in the following crop; which should facilitate a higher
N utilization and possibly reduce N leaching to ground and surface water.
Mounting a camera on either an unmanned aerial vehicle or a tractor can provide the farmer or researcher high
resolution close-up images of the field and its crops. Processed, these images can give an estimation of the biomass and
N-uptake in the field (Mortensen et al., 2015). In a field with mixed crops, an important first step in the process of
estimating either total crop or individual crop component biomass is the ability to distinguish the different crop
components. Current methods are traditionally based on hand crafted features and/or morphology and are as a result
either very slow (Mortensen et al., 2015) or very low capacity (Himstedt, 2009).
Recent development in deep learning and in particular deep convolutional neural networks have shown impressive
results in tasks such as image classification, speech recognition and lately in semantic segmentation (or pixel-wise
classification).
In this paper, we explore convolutional neural networks for semantic segmentation in the context of mixed crops. In
contrast to regular scenes, images of mixed crops are often much more complex and cluttered, but with fewer classes. We
used a state-of-the-art convolutional network architecture for semantic segmentation (Long et al., 2015) to explore the
potential and challenges in this case. The performance was evaluated on images of an oil radish plot trial with barley,
grass, weed, stump and soil.
2. Materials and Methods
2.1. Image acquicition

The dataset consists of images, which were acquired from a plot experiment at Foulum Research Center, Denmark.
The full plot experiment consisted of 36 plots (9 treatments with 4 repetitions), but only the repetitions of one of the
treatments was photographed. The photographed plots (3 m x 15 m) contained oil radish as a catch crop and some
amounts of voluntarily seeded barley, grass, weed and stump. The plots were photographed approximately every week
over a period of 8 weeks. A Sony a7 with a 35 mm lens was used to photograph the plots. The camera was mounted on a
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boom on the front of a tractor at approximately 3 m height and covering approximately 3 m x 2 m on the ground (figure
1). Prior to photographing the sample areas, yellow labeling sticks were used to mark the corners of the areas. The plant
samples were 0.5 x 0.5 m2 and in the sides of the plot (figure 2). Therefore, the camera was mounted to a side to center
the camera above the cutting areas as well as possible (figure 2). The camera was further mounted in a gimbal to stabilize
it. Directly above the camera a RTK GPS antenna was mounted. The camera was triggered from a PC with a fixed time
interval (2.6 s). The camera trigger time and the GPS position (1 Hz) were recorded by the PC for offline geotagging of
the images.

Figure 1. Photograph of experimental setup mounted on a tractor. The camera was mounted to one side, since the plant samples were
taken from the side of the plot experiment. Each plot was visited twice in order to photograph both sides of the plot.

1.50
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Netto plot

Brutto plot
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Figure 2. Overview of a photographed plot. The dashed red rectangle indicated the field of view of the camera. Driving from right to
left, the top row of sample areas was photographed. Driving from left to right, the bottom row of sample areas was photographed. All
numbers are in meters.
2.2. Plant samples

During the first 7 weeks, 4-5 plant samples were taken from each plot after it was photographed. In the 8th week, the
plots were only photographed. The extra week of photographing the plots was made to have an after photo of all the
sample areas, which could be used for easy identification of the areas. After the plant samples were collected, they were
stored in a cooling room at 4°C. The samples were stored until they could be fractioned into four fractions: oil radish,
barley/grass, weed and stump. After being fractioned, they were weighed and placed in a forced air drying oven at 60 °C
to evaporate all water from the samples. After 48 hours, the samples were removed from the oven and weighed again.
From the weight before and after drying the wet matter, dry matter and %-dry matter were calculated. For each sample
the %N and %C were determined using combustion method (DUMAS). The measurements were performed using Vario
EL III instrument from Elementar (www.elementar.de). Between the dry matter determination and the %N and %C
measurements, the samples were placed in dry storage. Figure 3 shows boxplots of the above-ground dry matter and total
N for fraction each week.
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Figure 3. Boxplot of dry matter (left) and N-uptake (right) distributions as a function of sampling data and fraction.
2.3. Network architecture

Following the same procedure as Long et al. (2015), VGG-16D (Simonyan & Zisserman, 2015), which was
developed for image classification, was used as a base model for the network architecture (see figure 4). It consists of 15
convolutional layers, 5 max pooling layers and a softmax classification layer. All convolutional layers use 3x3 kernels
and a stride of 1. Convolutional layer 1 and 2, 3 and 4, 5-7, 8-13 and 14-15 have 64, 128, 256, 512 and 4096 kernels,
respectively. In the base network model, the final three convolutional layers were fully connected layers; however, these
were converted to convolutional layers for the purpose of handling arbitrary input image size. In the last convolutional
layer, conv 16, the number of kernels has been changed from 1000 to 7 to reflect our number of classes. The max pooling
layers all use a 2x2 kernel with a stride of 2. Due to the 5 max pooling layers with a stride of 2, the size of the output of
the converted base network was down sampled by a factor of 32 (25= 32). To perform pixel-wise classification, a
deconvolutional layer was inserted in the network after the three converted convolutional layers and before the softmax
classification layer (figure 4).
Softmax

Classified image

Conv 16

Deconv 1

Conv 15

Pool 5

Conv 14

Conv 13

Conv 12

Pool 4

Conv 11

Conv 10

Conv 9

Pool 3

Conv 8

Conv 7

Conv 6

Pool 2

Conv 5

Conv 4

Pool 1

Conv 3

Conv 2

Conv 1

Input image

Base network model, VGG-16D

Figure 4. Network architecture. The green blocks are convolutional layers. The dark green blocks are fully connected layers in the base
network model, but converted to convolutional layers in our network. Orange blocks are max pooling layers. The blue block is the
deconvolutional layer. The purple block is the softmax classification layer. The first and last layer is the input image and the pixel-wise
classified image, respectively.
2.4. Training

From the captured images, 1600 x 1600 pixels centered on the sample areas are extracted (figure 5). These extracts
form the dataset. At the time of writing, only 3 of the images have been manually annotated resulting in a rather small
dataset. To artificially increase the data set, data argumentation was used in the training. Each image was rotated 0, 90,
180 and 270 degrees as well as being flipped diagonally before performing the same set of rotations. This resulted in a
factor 8 increase of the number of training examples. Due to the large memory requirements of the network, each 1600 x
1600 extract was divided into 16 patches of 400 x 400 pixels each. 75% of the 352 patches were used for training and the
remaining 25% was used for soft-validation.
Instead of training the network from scratch, we transfer the learned weights from Long et at. (2015) and instead only
fine-tune our network. Fine-tuning on the pre-trained weights allows for faster convergence and using a smaller dataset.
A batch size of 1 training image patch, a fixed learning rate of 10 -9 and a weight decay of 510-4 were used to update the
weights after each iteration. The network was validated after each epoch and the model was saved after each 10 epochs.
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Figure 5. Example of images from a plot taken before (left) and after (right) taking a plant sample. The before image is capture in week
5, and the after image is captured in week 6. The solid red square indicates the sample area before and after taking the sample. The
dashed square indicates an previously harvested sample area.

3. Results and Discussion
The network was set to be trained for 40 epochs, but after about 10 epochs it started to overfit and it was therefore
manually terminated after 23 epochs (figure 6). The network model saved after epoch 10 was used for generating the
results. Evaluating the fine-tuned network on the validation set yielded 79% pixel accuracy and 66% frequency weighted
intersection over union. Comparing the ground truth annotated image to the predicted image, the coarse features of input
image such as radish leafs and soil were predicted quite well. However, the finer features of the input image such as
barley, grass or stump were often only captured crudely (figure 7). This is most likely due to the large effective stride of
the network (32 px). A smaller stride will most likely improve the performance of the network and its ability to capture
the finer features. State-of-the-art methods propose two ways: 1) extracting and DE convolve features from the earlier
layers of the network and combine them with the deconvolution of the last layer (Long et al., 2015). 2) Reducing the
stride of one or more of the pooling layers (Chen et al., 2014). The latter also proposes adding a conditional random field
to the end of the network to improve the performance of their stride 8 network. The downside of this method is, the extra
time that it takes to solve the conditional random field optimization.

Figure 6. Training and validation loss as a function of epoch.

Figure 7. Example of an input image (left), ground truth (middle) and predicted pixel labels (right).
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Passing the same test image through the network several times, but subject to the same 8 transformations used for the
data argumentation prior to training, the network is to some extend independent on these transformations (figure 8). The
coarse features such as the radish leafs, soil and areas with barley/grass were fairly consistent between the
transformations. However, single straws were not detected and finer details of the objects varied greatly. This is
particular evident for the stump and barley/grass areas. This is of course unfortunate, as it indicates that the orientation of
the camera have an influence on the segmentation. However, these differences between the classifications can be
combined to perform ensemble classification similar to Krizhevsky et al. (2012). To do so, we take each input image and
perform the same transformations as for the data argumentation and feed the same input image through the network 8
times corresponding to each of the transformations. Then, the inverse transformation is applied to classified images and
the final classification of the input image is found by averaging the 8 predictions. This increases both the pixel accuracy
and the frequency weighted intersection over union by 1%-points for both the training and test sets.

Figure 8. Example of input image (top left) and the resulting pixel-wise classification of the transformation used for data
argumentation during training. The classified images have been transformed back after classification for better comparison.

4. Conclusions
This paper has explored the use of fully convolutional neural networks for semantic segmentation. These preliminary
results show that the trained network models from the general semantic segmentation case can easily be used as a
initialization point for fine-tuning on this special case. However, a smaller effective stride is necessary to achieve higher
performance and classify the finer details on the input image. Further research and more data are required.
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1.

Introduction

In modern farming, there is a need for effective weed control
as yield losses caused by not controlling the weeds are significant (23%e71% depending on the crops, weeds and location (Hodgson, 1968; Oerke, 2006; Slaughter, Giles, Fennimore,
& Smith, 2008)). The preferred method used for controlling
weeds is to apply herbicides to the field, as it is cheap and
effective compared to mechanical weeding. There is, however, a growing governmental pressure on farming to limit the
usage of herbicides because of environmental concerns. Many
new approaches for weed control, which reduces the herbicide consumption, needs additional information about the
weed plant population.
* Corresponding author.
E-mail address: mady@mmmi.sdu.dk (M. Dyrmann).
http://dx.doi.org/10.1016/j.biosystemseng.2016.08.024
1537-5110/© 2016 IAgrE. Published by Elsevier Ltd. All rights reserved.

Weed control methods, which rely on mechanical means,
need to know the precise location of crop plants, while
methods that optimise the herbicide application requires information on the species of the weed plants. By using detailed
information about present weed plant species, their growth
stages and plant densities in a field, the herbicide consumption can be reduced by 40% on average (Jørgensen et al., 2007).
The Danish system, Crop Protection Online, is a tool that helps
farmers choose optimal herbicide mixtures given a certain
weed infestation. This system operates with 104 weed species.
Image processing has previously been used to solve the task
of recognising different weeds and crops. Noticeable studies
trying to solve this task are listed in Table 1. These studies
include Søgaard (2005), who was able to classify Shepherd's
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Nomenclature
b
g
m
s
x
BBCH
MSRA
ReLU
SIFT
SURF
TLR
VGG

trainable scale for network layer
trainable bias for network layer
mean of image batch
standard deviation of image batch
image batch
Biologische Bundesanstalt, Bundessortenamt
und CHemische Industrie
Microsoft Research Lab - Asia
The rectified linear unit
Scale Invariant Feature Transform
Speeded Up Robust Features
Twin Leaf Region
Oxford Visual Geometry Group

purse (Capsella bursa-pastoris), Scentless mayweed (Tripleurospermum inodorum) and Charlock (Sinapis arvensis) with an accuracy of between 65% and 93% by using active shape models.

Astrand and Baerveldt (2002) classified sugar beet in fields.
They distinguished sugar beet from weeds by using only
colour features and achieved an accuracy of 91%.
Plants can also be recognised by using shape based features. Giselsson (2010) used shape based features to classify
1700 plant samples of eight species, where each species was
represented solely at one growth stage. From an overall classification accuracy of 94.8% was achieved.
Dyrmann and Christiansen (2014) demonstrated a framework that was able to distinguish seven weed and crop species
at different early growth stages by fusing a shape based
classification of leaves and whole plants. They achieved an
overall accuracy of 95.8%.
Kazmi (2014) used local features for plant recognitions
rather than using features, that describe the whole shape of
plants. These local features include Scale Invariant Feature
Transform (SIFT), Speeded Up Robust Features (SURF) and Twin
Leaf Region (TLR) features. By using SIFT features to describe
interest points found using Hessian-Laplace, he was able to
distinguish thistles and sugar beet with an accuracy of 99%.
Golzarian and Fricka (2011) extracted different colour and
shape features from wheat, ryegrass and brome grass at early

Table 1 e Some papers on plant recognition, the number
of distinguished species and classification accuracy.
Source

#Species

% Correct

Søgaard (2005)

3

65%e93%


Astrand and
Baerveldt (2002)
Giselsson (2010)

2

91%

8

94.8%

Dyrmann and
Christiansen (2014)

7

95.8%

Kazmi (2014)
Golzarian and
Fricka (2011)

2
3

99%
82.4%e88.2%

Approach
Active shape
models
Colour
features
Shape and
colour
features
Shape and
colour
features
Local features
Shape and
colour
features
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growth stages and used principal component analysis to
discriminate these species. A classification accuracy of between 82.4% and 88.2% was achieved.
One of the obstacles of these studies is the limited number
of plant species that can be distinguished; this might be
enough for locating crop plants for mechanical weeding, but it
is insufficient for choosing optimal herbicide mixtures. Thus
there is a need for new techniques which can handle a larger
number of plant species.
This paper demonstrates one approach for designing and
training a deep convolutional neural networks to distinguish
between a large number of plant species. The main idea of a
convolutional neural network is to build a hierarchy of selflearned features, all of which are based on less abstract features from previous layers of the network. Compared to
precious classification methods, these self-learned features
make the convolutional neural network less affected by natural
variations such as changes in illumination, shadows, skewed
leaves and occluded plants. Furthermore, segmentations of
plants from the soil is not a necessary preprocessing step for the
classification method. Because the deep convolutional neural
network is able to find image features by itself; the network is
able to learn new plant species with little effort since the need
for designing new feature descriptors is removed.
Convolutional neural networks have received much
attention in recent years as they have proven capable of outperforming previous records in image recognition challenges.
Most noticeably is the work by Krizhevsky, Sutskever, and
Hinton (2012), who in 2012 set the record in ImageNet Large
Scale Visual Recognition Challenge (Russakovsky et al., 2015) with
a margin of 10.9% compared to the second-best entry.
Whereas the ImageNet challenge is about separating objects
from 1000 different categories (e.g. cat, car, tree, house …), the
aim of this study is to perform a fine-grained separation of
seedlings in their respective species. Compared with ImageNet,
there is not much variation in the circumstances of how images in this study are taken. However, this is counterbalanced
by the fact that there is also not much variation in the visual
appearance between the different classes.

2.

Data material

The network was trained and tested on images that were
photographed vertically towards the ground. The images
contained 22 different plants species at early growth stages.
Six image datasets were joined, all covering only the early
growth stages of the plants, mainly from BBCH 12e16 (Meier,
2001). The six datasets contained both images acquired
under controlled lightning and images collected with cell
phones in the field under changing lightning conditions. The
datasets are listed in Table 2.
The plants were between 2 and 10 days old and typically
between 10 mm and 40 mm from one leaf-tip to another. Some
plants were grouped into families rather than individual
species. The reason for this grouping is that these species have
the same appearance and therefore are difficult to label at this
growth stage. Examples of this are grasses that were grouped
into narrow-leaved and broad-leaved grasses and plants in the
Polygonum family, that were also grouped together.
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Table 2 e The six datasets, listed with the number of
species and the number of samples.
#
1.
2.
3.
4.
5.

6.

Dyrmann and Christiansen (2014)
Robo Weed Support (2015)
From Kim Andersen and Henrik
Midtiby
Søgaard (2005)
Scharr, Minervini, Fischbach, and
Tsaftaris (2014); Minervini,
Abdelsamea, and Tsaftaris (2013)
Aarhus University - Department of
Agroecology and SEGES (2015)

Species

Samples

12
13
7

5.539
1.630
1.447

16
2

745
284

17

62

Table 3 shows the 22 classes and the number of samples for
each class. Samples from each of the different classes can be
seen in Fig. 1.
The images were divided in a training and a test set with
approximately 60% of the images put into the training set.

3.

Methods

This section describes the preprocessing of the images, as well
as the architecture of the convolutional neural network that
was used for classification of the plants.

3.1.

Data augmentation

The deep neural network was only given the raw pixel values
rather than feature descriptors, which means that, unlike

Table 3 e List of species and the number of samples
before they are split in training and test sets. The last
column indicates in which of the six datasets, the
samples are found.
#

Name (Latin)

0

Sherpherd's-Purse (Capsella bursapastoris)
Chamomile (Matricaria)
knotweed family (Polygonaceae)
Cranesbill (Geranium spp.)
Chickweed (Stellaria media)
Veronica (Veronica)
Fat-Hen (Chenopodium album)
Narrow-leaved grasses (Poaceae)
Field Pancy (Viola arvensis)
Broad-leaved grasses (Poaceae)
Annual Nettle (Urtica urens)
Black Nightshade (Solanum nigrum)
Cabbage family (Brassicaceae)
Tobacco (Nicotiana)
Thale Cress (Arabidopsis thaliana)
Cleavers (Galium aparine)
Common Poppy (Papaver rhoeas)
Cornflower (Centaurea cyanus)
Wheat (Tricicum aestivum)
Maize (Zea Maize)
Sugar Beet (Beta vulgaris)
Barley (Hordeum vulgare)

1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
Total

No. of
samples

Datasets

420

1,2,4,6

1378
363
796
845
132
787
1514
123
154
90
308
1171
83
201
355
79
336
253
293
463
269
10,413

1,2,4,6
2,4,6
1,2,4,6
1,2,4,6
2,4,6
1,2,3,4,6
1,2,4,6
2,4,6
2,6
2,4,6
2,3,4,6
1,2,3,4,6
5
5
1,4,6
4,6
3,4,6
1
1,3
1
3

most traditional shape-based classification systems, this
network had no prior knowledge of what is plant and what is
background. This could potentially lead to problems as not all
species were present in all datasets. The network could
therefore learn to recognise the background, which will cause
the network to be biased towards some classes When it detects specific backgrounds, which obviously is undesirable.
Therefore, a simple excessive green segmentation
(Woebbecke, Meyer, Bargen, & Mortensen, 1995) was used to
detect green pixels. All non-green pixels were then removed
before the images were fed into the network. This means that
the backgrounds were the same for all images and thus they
could not be used for the determination of plant species.
Because of this segmentation, some of the plants were split
in multiple parts. This included some plants in the knotweed
family (Polygonaceae), where the segmentation method
removes their red stems. The network was therefore likely to
find features, that are valid for the segmented images, but not
unsegmented images. However, segmentation should be
omitted if this method is to be applied to a unmonitored
application where vast amount of training images is available.
This is because the segmentation is sensitive to lightning and
algae on the soil and therefore is expected to lower the overall
performance.
A convolutional neural network is translation invariant but
not rotation invariant. The plants, however, are photographed
vertically towards the ground and therefore had no fixed
orientation. We can therefore generate more training data by
rotating the original training data. As plants were assumed to
be symmetric, even more training data can be generated by
mirroring the training data. The training set was thereby
increased eight-fold by mirroring the images and rotating
them in 90 increments. After the augmentation of the
training data, there were 50,864 training samples.
The network required all training images to have the same
size. Therefore, after the segmentation, padding was added to
make all images square and the images were then scaled to
128  128 pixels. This scaling of the images removed the
correlation between image size and physical size of the plants,
which meant that images from the different datasets could be
mixed despite being acquired with different cameras at
different heights.

3.2.

Model architecture

Several pre-trained networks for image classification exist,
but they were usually trained on images that are very different
from the images in this case. Most of the features learned by
these networks were therefore not useful for distinguishing
plants where they are expected to respond to a very limited
amount of the features learned by the pre-trained models.
Instead, a new architecture was built, which incorporated
some of the newest findings in the domain.
The building blocks of the network were:

3.3.

Convolutional layers

Convolutions are the main building block of a convolutional
neural network. Filter kernels are slid over the image and for
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Fig. 1 e Segmented samples of the 22 classes. (a) Sherpherds-Purse, (b) Chamomile, (c) knotweed, (d) Cranesbill, (e)
Chickweed, (f) Veronica, (g) Fat-Hen, (h) Narrow-leaved grasses, (i) Field pancy, (j) Broad-leaved grasses, (k) Annual nettle, (l)
Black nightshade, (m) Cabbage family, (n) Tobacco, (o) Thale cress, (p) Cleavers, (q) Common poppy, (r) Cornflower, (s),
Wheat, (t) Maize, (u) Sugar beet, (v) Barley.
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each position the dot product between the filter kernel and the
part of the image covered by the kernel is taken.

3.4.

Batch normalisation

Batch normalisation ensures that the inputs to layers always
fall in the same range even thought the earlier layers are
updated. According to Ioffe and Szegedy (2015), batch normalisation results in a significant reduction in the required
number of training iterations, but the same results are obtained as the network without normalisation. Batch normalisation is applied by normalising the output of a given layer to
its standard deviation as shown in Eq. (1) (Ioffe & Szegedy,
2015).
xm
y ¼ pﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃ g þ b
s2 þ 2

(1)

where m and s are the mean and standard deviation of the
current batch x, and g and b are trainable parameters, that are
updated slightly after each batch, 3 is a small constant that is
added to the variance to avoid zero-division. During tests, the
mean, m, and standard deviation, s, are not calculated based
on the test data, as it might give problems if the test set is
small. Instead, m and s are set to the average statistics for the
training data.

3.5.

Activations functions

An activation function introduces non-linear decision
boundaries to the network.
The rectified linear unit (ReLU) is an often used activation
function in deep learning applications, as it is considerably
faster to calculate than alternatives such as the sigmoid
function, while still providing good results. The ReLU function
is defined as:

f ðxÞ ¼

x; if x > 0
0; otherwise

3.6.

Max-pooling layers

(2)

Max-pooling is a process, which reduces the spatial size of a
feature map and provides translation invariance to the
network. This is done by only keeping the maximum value
within a k  k neighbourhood in the feature map.

3.7.

Fully connected layers

In a fully connected layer all inputs are connected to all outputs of the previous layer. This is known from traditional
neural networks. Thus, a fully connected layer causes the
spatial information to be removed. In convolutional neural
networks, fully connected layers are usually used as a way of
mapping spatial features to image labels.

3.8.

Residual layers

A residual layer is a concept introduced in the MSRA architecture (He, Zhang, Ren, & Sun, 2015), that uses “shortcuts” to
help a network converge in spite of the depth. These shortcuts

work as identity mappings that bring low-level images features to the higher abstraction layers. According to He et al.
(2015, pp. 171e180), the shortcuts help the network propagate to a lower error rate than the “plain” counterpart of the
network.
In this study, the number of layers for the network was
determined by evaluating the filter capacity and coverage of
the network (Cao, 2015). Our convolutional neural network is
sketched in Fig. 2.

3.8.1.

Filter capacity

The filter capacity is a measure of how well a filter is able to
detect complex structures in images. If the capacity is small,
it means that only local features in the image are mapped to
the next layer. On the other hand, if the capacity is large, it
means that the filter is able to find complex structures of
elements that are not neighbours in the input image. For
example, in the case of small plants, there will often be two
leaves opposite each other. This could be detected by a highcapacity filter, but not a filter with a low capacity as illustrated in Fig. 3.
The filter capacity is calculated as the ratio between the real
filter size and the receptive field (Cao, 2015, pp. 1e6).
Capacity ¼

real filter size
receptive field

(3)

where the real filter size is the size of the kernel in which
downsampling (i.e. striding or pooling) of previous layers is
taken into account. If no downsampling is applied, the real filter
size is the same as the kernel size. For example if the input to a
layer with kernel size n  n is downsampled by a factor k, the
real filter size would then be kn  kn. In this network there are
three 2  2 max-pooling layers. After the first max-pooling
layer, the real filter size would be 2n  2n. After the second
max-pooling layer it would be 22n  22n and after the third
max-pooling layer it would be 23n  23n. The receptive field is
the portion of the original image, that the filter can “see”,
when following one path back through the network. The
receptive field and thus the filter capacity can be increased by
either increasing the size of filters in the convolutional layers
or by using pooling.
Tests conducted by Cao (2015, pp. 1e6) showed that the
capacity should not fall below 1/6. Because of the two shortcuts in the network, the capacity depends of which path
through the network that is used. Since there are no operations on the two shortcuts, they will not contribute to an
increased capacity. The capacity will therefore be calculated
for the main branch, which ensures that the capacity is
calculated from the maximum available receptive field. For
this network, the filter capacity is between 37.7% and 100%
and thereby well above the lower 1/6 limit.

3.8.2.

Coverage

The coverage for a layer in a convolutional neural network is a
measure of how big a part of the input image the layer can
“see”. Coverage can be increased by adding convolutional or
pooling layers. At the end of the network, the coverage should
not exceed 100%. If coverage exceeds 100%, it means that the
network can handle images larger than the input image,
which is a waste of calculations.
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As with capacity, the coverage of the network is calculated
from the maximum available receptive field, i.e. the main
branch of the network. For this network, the convolutional
filters covered 66.4% of the input image and thus never
covered more than the size of the image.

3.8.3.

Final architecture and training

The network took as input 128  128 RGB images and
outputted a vector for each image with one entry for each
class as illustrated in Fig. 2. The network had one 5  5 convolutional layer, followed by a 2  2 max-pooling layer. This
was mapped into a 1  1 convolutional layer, which decreased
the number of filters from 64 to 32. Next came two residual
blocks, each consisting of two 5  5 convolutional layers that
was followed by a 2  2 max-pooling layer. Afters this, there
was one more 5  5 convolutional layer and 2  2 max-pooling
layer. Finally the network had two fully connected layers,
which produced a vector with one entry for each of the 22
classes. The entry with the highest value determined the
predicted class of the plant.
After the convolutional layers and after the residual blocks,
each batch was normalised to its standard deviation. In total,
the network had 1,218,614 learnable parameters, which is
rather small compared to e.g. the 60 M parameters of Alexnet
(Krizhevsky et al., 2012).
The parameters of the first convolutional layer were initialised to the weights from the VGG16 network (Simonyan &
Zisserman, 2014) that was trained on the ImageNet dataset.
Reusing these weights makes sense, as the first layers of the
network contain the less abstract features, i.e. edge and blob
detectors.
These features can therefore be reused even though they
are learned from a completely different dataset. The parameters of the remaining layers were initialized randomly by
using Glorot and Bengio's initialization, where weights are
sampled from a normal distribution, scaled relative to the
number of inputs and outputs from a layer. During the
training, a 50% dropout was introduced before the two fullyconnected layers. This worked as a regularisation that generates more robust features as the neurons are prevented
from relying on other neurons. The network was trained using
mini-batches with 200 images per batch in order to speed up
the gradient update. Mini-batch training makes the gradient
less precise, as it is only based on few samples. But, on the
other hand, it increases the convergence rate. Furthermore,
Mini-batch training helps in keeping the memory usage low.
Implementation was made using the Theano-based Lasagne
library for Python (Dieleman et al., 2015).

Fig. 2 e Network architecture. Two shortcuts are made:
One from input of third layer to output of fourth layer, and
one from input to fifth layer to output of sixth layer.

The coverage is calculated as the ratio of the receptive field
and the input image Size (Cao, 2015)
Coverage ¼

receptive field
image size

(4)

4.

Results and discussion

Figure 4 shows the loss and accuracy for each epoch of the
training. In order to achieve the highest accuracy possible
without over-fitting the network, the training was stopped
after 18 epochs. At this point the classification accuracy of the
test set was 86.20%. After the 18th epoch, the validation loss
starts to flatten and the gap between the training and validation loss increases. From the confusion matrix in Fig. 5, the
fraction of misclassifications for each of the 22 species is
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Fig. 3 e (a) A filter with a low capacity is only able to detect local features in the input image whereas (b) a filter with a high
capacity is able to detect complex structures, such as multiple leaves. The red squares illustrate the convolutional filters.

Fig. 4 e Cross entropy loss and classification accuracy. The
vertical line at epoch 18 shows where the training was
stopped.

shown. Here it is seen that Thale Cress (#14 Arabidopsis thaliana), Sugar Beet (#20 Beta vulgaris) and Barley (#21 Hordeum
vulgare L.) were often correctly classified, with an accuracy of
98%, 98% and 97% respectively. Whereas Veronica
(#5Veronica), Field Pancy (#8 Viola arvensis) and Broadleaved
grasses (#9 Poaceae) were often misclassified. Of these three
species, only 46%, 33% and 50% were classified correctly.
Veronica (#5) was often confused with plants in the cabbage
family (#12) and Broad-leaved grasses (#9) are often confused
with Narrow-leaved grasses (#7). However, there was no clear
species that Field Pansy (#8) was confused with. The classification accuracies for these three species were, however, still
well above random assignment.
Overall, the classes with the most species were also the
classes with the highest classification accuracies. This is
because the aim of the training was to get the most plants
classified correctly, without taking into account how these
plants are distributed among the 22 classes. Therefore, classes
with few image samples contributed less to the overall loss.

Fig. 5 e Confusion matrix for the prediction of the 21 species listed in Table 3. The numbers indicates the percentage of
correct classifications for the given class.
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The network performance for Veronica (Veronica), Field Pancy
(V. arvensis) and Broad-leaved grasses (Poaceae) were therefore
expected to be better if more training data was available.
Table 4 shows the results obtained in this study, compared
with other studies that have previously classified seedlings
using computer vision. The classification accuracy from this
study is on par with some of the studies when looking at the
mean classification accuracy. In contrast to the previous
studies, the images used in this study come from different
data sources that contain far more different species than in
the other previous studies. At the same time the plants in
these images are present at multiple different growth stages,
which further increases the complexity.
A direct comparison with all of these methods is, however, not possible. The method used by Søgaard (2005),
Giselsson (2010) and Dyrmann and Christiansen (2014) all
rely on features that are unable to handle a segmentation
that causes some plants to be split in multiple parts. 
Astrand
and Baerveldt (2002) used only colour features for distinguishing plants. As our dataset was composed of images
from different datasets, containing different illumination
and camera settings, the method by 
Astrand and Baerveldt
(2002) is therefore not applicable to this dataset. Instead,
the methods described by Kazmi (2014) and Golzarian and
Fricka (2011) have been implemented and tested against
our method using the same dataset. Kazmi (2014) and
Golzarian and Fricka (2011) also segmented plant material
from soil prior to the classification. However, their methods
do not fail if plants are not kept as a single connected
component. When using the Bag of Visual Words approach
by Kazmi (2014) with Hessian-Laplace based SIFT features,
an average accuracy of 42.5% is achieved for the images of 22
plants species in the present study. Originally Golzarian and
Fricka (2011) used the assumption that the principal components of features for each plant species are normal
distributed. The decision boundaries for a linear classifier
were then set based on confidence intervals of these distribution. As far more species and the same number of principal components are used here, the distributions of
principal components for each species overlap each other,
thus the approach for determining decision boundaries is
not feasible. Instead a linear classifier has been trained to
determine the decision boundaries. By using that approach,
an accuracy of 12.2% was achieved. These accuracies should
be compared to the classification accuracy of 86.2% achieved
using our method.

4.1.

Implementation in operational setup

This network is intended as a support to the farmer when he is
to decide which herbicides, he must apply to his field. The
farmer can thus collect photos from the field and the network
can estimate the weed population, which can be used as a
basis for determining the optimal herbicide composition.
When using mechanical weed control, it is only necessary to
be able to recognize plants as either weeds or crop. As the
present system can handle 22 classes, it will therefore be
beyond what is needed for that role, although this neural
network could also be trained only to separate the two classes.
In an operational setup, the intra-variance for each species
can be lowered, as the camera will be fixed. Fixing the camera
will ensure that the scaling of 305 plants is known, which is
expected to be a useful feature for plant recognition.
Furthermore, shading and artificial lightning can ensure that
the conditions for the images are the same for all images,
which will make segmentation unnecessary. Omitting the
segmentation should also increase the classification accuracy
further as stem regions, that are removed by the segmentation, will be kept.
Currently, the average processing time for one image is
27 ms on a Nvidia Quadro 2000M. However, this time is only
for classifying the plants. The calculation time for localising
the plants should therefore be added to this value before it can
be determined whether this speed is acceptable, or not, for
real-time weed control applications.

5.

Conclusion

A convolutional neural networks was constructed for distinguishing images of seedlings at early growth stages. The
study was conducted on vertically photographed images of
seedlings covering 22 different plants species or families,
which is believed to be a state-of-the-art in terms of number of
different species. The classification accuracy of the network
ranged from 33% up to 98% with an average accuracy of 86.2%
Especially Thale Cress (A. thaliana), Sugar Beet (B. vulgaris) and
Barley (H. vulgare L.) were often correctly classified, with accuracies of 98%, 98% and 97% respectively, whereas the
network had problems in classifying Veronica (Veronica), Field
Pancy (Viola arvensis) and Broad-leaved grasses (Poacher). This
problem is believed to be due to a low number of training
samples for these species.

Table 4 e Comparison of classification accuracies from previous seedling classification studies. Last column shows the
classification accuracies when the methods are trained and tested on our dataset with 22 classes.
Method

Søgaard (2005)

Astrand and Baerveldt (2002)
Giselsson (2010)
Dyrmann and Christiansen (2014)
Kazmi (2014)
Golzarian and Fricka (2011)
Current study

Number of
species/groups

Total number of
samples
(test and train)

Original
classification
accuracy

Classification
accuracy on
our 22 classes

3
2
8
7
2
3
22

93
587
1698
2436
474
286
10,413

65%e93%
91%
94.8%
95.8%
99%
82.4%e88.2%
86.2%

e
e
e
e
42.5%
12.2%
86.2%
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Abstract
Information on which weed species are present within agricultural fields is a prerequisite
when using robots for site-specific weed management. This study proposes a method of improving robustness in shape based classifying of seedlings towards natural shape variations
within each plant species. To do so, leaves are separated from plants and classified individually together with the classification of the whole plant. The classification is based on
common, rotation-invariant features. Based on previous classifications of leaves and plants,
confidence in correct assignment is created for the plants and leaves, and this confidence
is used to determine the species of the plant. By using this approach, the classification
accuracy of eight plants species at early growth stages is increased from 93.9% to 96.3%.

Keywords— plant classification, phenotyping, classifier fusion, Bayes Belief Integration, automated weed
control, computer vision, excessive green

1

Introduction

Rising environmental awareness is leading to an increased demand for products from environmentally sustainable productions, where the amount of herbicide used is kept to a minimum. However, using less herbicide
while still employing conventional spraying methods, the crops will have less favourable conditions, leading
to a decrease in the yield of fields.
There is also a growing governmental pressure on farming, imposed through regulations and taxes, to limit the
usage of herbicides, because of the unwanted impact that the herbicides have on the environment. According
to EU directive 2009/128/EC (The Council of the European Union, 2009), farmers in the European Union
must apply a herbicide mixture which is as specific as possible, based on the weeds actually present in the
fields, in order to minimize the amount of herbicide used.
By using conventional spraying methods combined with an optimized herbicide mixture, Gerhards et al.

(1997) and Christensen et al. (2003) show that the pesticide usage can be reduced by 45-66% without
reducing the crop yield. Timmermann et al. (2003) show that by dividing fields into grid cells of 7.5-15m,
savings of 54% can be achieved by turning the sprayer on and off based on the weed density in the cells.
Likewise, Gerhards et al. (2012) show that 40% of a field has a weed density so low that the cost of weed
control is higher than the crop value increase. Furthermore, use of spot sprayers can reduce herbicide usage
by up to 99% (Graglia, 2004; Søgaard and Lund, 2007). In order to apply these techniques, weed scientists
have considered different automated species identification systems, which will help to estimate the weed
composition.
Species identification using Computer Vision has until recently been based on either classification of plants or
classification of leaves. Researchers who are classifying plants most often aim at classifying weeds and crops,
rather than identifying the individual species. This is useful for many mechanical weed control methods, but
when the aim is to find the optimum herbicides for a given field, the species of the weeds have to be known.
When classifying plants, a typical approach is to use automated preprocessing to segment plant material
from the soil. Colour transformation of the image can enhance green colours whereby plant elements can be
found by thresholding the image (Tang et al., 2000; Woebbecke et al., 1995; Meyer and Neto, 2008). Other
researchers record images in near infra-red, showing that plants are highly reflective in this spectrum, in
contrast to the soil (Toselli and Bodechtel, 1992; Weis et al., 2008). When the plants have been isolated,
the final step is usually to analyse features describing the plant shape and identify the plant species using
Machine Learning.
Giselsson et al. (2013) investigates the performance of new features derived from the distance transform of
the plant surface. These features describe the proportion of plant surface at different distances from the
perimeter of the plant. By using these features with a support vector machine, they achieve an accuracy of
97.5% for 139 plant samples of cornflower (Centaurea cyanus) and 63 plant samples of nightshade (Solanum
nigrum) at growth stage BBCH 12.
Other algorithms operate on unprocessed natural images. Åstrand and Baerveldt (2002) has made a mobile
robot for mechanical weed control. This robot is able to discriminate sugar beet from weeds by using images
from a combination of RGB and NIR cameras. As the robot is supposed to control the weeds mechanically,
no further division in weed species was necessary. By using 19 colour and shape features, they were able to
distinguish the sugar beet from the weeds with an accuracy of 97%.
Leaf classification has also been the topic of several recent research projects (Franz et al., 1990; Neto et al.,
2006; Du et al., 2007; Hearn, 2009; Cerutti et al., 2013). For images of individual leaves acquired using a
flat-bed scanner, Hearn (2009) has achieved an accuracy of 72% for 2420 leaves from 151 different species,
by using 17 different feature descriptors. Neto et al. (2006) achieve an accuracy of 88.4% on four species by
using only Fourier descriptors to describe leaves manually extracted from the plants. Cerutti et al. (2013)
use natural images of leaves from 10 species from which they achieve classification accuracies up to 67%
using Active contour models.
These results, however, are not directly comparable with each other, as the plant species and the conditions
under which the images have been collected are different for each project.
One of the main problems in the domain of plant recognition is the variance within plants of the same
species, which changes significantly during the first weeks of grown, which is the time at which the weeds
are controlled. Furthermore, the between-species variance is small for seedlings of different species. Samples
of eight different plant species at different growth stages are shown in Appendix A, which illustrate the
within-class variance, and the between-class similarities. However, not only growth influence the appearance
of plants. Plants are soft objects, for which the appearance can change significantly if e.g. a leaf is misshaped
or missing. Therefore, instead of classifying only whole plants, our approach is to extract the leaves from
the plants and combine the classifications of plants and leaves so as to improve the classification accuracy.
If a plant with four leaves is hard to classify because of one misshaped leaf, a correct classification of the
remaining three leaves will help make up for the misshapen leaf.

RGB image
from camera

Segmentation

Image

Leaf extraction

Binary image
of plant

Feature
extraction

Binary images
of leaves

Classification

Fusion

Features of
leaves

Species
estimation

Features of
plant

Species
estimation

Species

Figure 1: Processing steps leading from the input image to the combined classification of plants and leaves
With our method, we seek to recognize several different plant species rather than only being able to distinguish weeds from crops. This increases the utility to include conventional spraying based weed control.
Furthermore, our data is collected over time, so that we achieve variation in growth stages, which contributes
to an increased robustness towards different appearances of the plants.
Figure 1 presents the main steps of the method. Firstly, images of plant seedlings of 8 different plant species
were acquired with an RGB camera and segmented using colour information. The segmentation should
ensure that only one plant occurs in each blob in the segmented image. Secondly, plant edges were found
from connected components in the segmented images. Thirdly, stems of plants were located, facilitating
subsequent leaf detection. A classifier was then used to assign a plant species to each leaf and the whole
plants based on shape and colour features. Finally, Bayes Belief Integration was used to combine classification
results from individual leaves and the whole plant.

2

Data material

The data material that is used in this study consists of images of weeds and crops from the annotated plant
database described in Giselsson et al. (2014). These images were taken over a two week period and cover the
growth stages from mainly BBCH 10 to 14 (Meier, 2001). For each of the eight species, the plants have been
sown in four plant trays measuring 21cm × 27cm, which makes a total of 32 trays. Eight species were sown
in monoculture, each in four seed trays measuring 21cm × 27cm, which makes a total of 32 trays containing
approximately 15 plants each. The trays were covered by fine, light gravel and placed in a greenhouse under
comparable conditions.
When taking the images, the plant trays were placed at the bottom of a photobox and a camera (Canon
600D) with a built-in flash placed at the top of the photobox, facing downwards as illustrated in Figure 2a.
The photo box is white, which helps spreading the light from the flash and thereby make the plants wellilluminated, while still avoiding strong shadows. This set-up ensures that all images are taken from the
same height and with the same illumination. These conditions help when segmenting the plant images, as
variation between the colours of the background and plants is small.

21cm

27cm

(a)

(b)

Figure 2: (a) The camera is placed in the top of the photo box and the plant tray is placed at the bottom.
The box is closed, so that the only light source is the camera flash, which ensures the same illumination in
all images. (b) Sample image from the database with a close-up of a scentless mayweed seedling

3

Methods

This section describes how images are analysed in the following steps: Segmentation, detection of individual
leaves, feature extraction, classification of leaves and plants as a whole and finally how different classifications
are merged.
3.1

Segmentation

Before classification is possible, the plant objects have to be extracted from the background. A colour
transformation is applied with the aim of giving pixels in plants high values and pixels in the background low
values. A weighting of the colour channels is used to extract plant elements. This weighting is a combination
of excessive green (ExG), described by Woebbecke et al. (1995) and excessive red (ExR), described by Meyer
and Neto (2008). Plant elements are defined as values above a certain threshold, ζ, when ExR is subtracted
from ExG.
(
1, if 3G − 2.4R − B > ζ
Ithreshold =
(1)
0, otherwise
where ζ is calculated using Otsu’s method Otsu (1979). The principle is illustrated in Figure 3.
Selected samples at different growth stages are shown in appendix A. A list of all plant samples can be seen
in Table 1.

(a)

(b)

(c)

(d)

Figure 3: Segmenting green using the ExG-ExR method. (a) RGB image of a sugar beet sample with a
gravel background. (b) Subtracting ExR from ExG highlights plant material. (c) Image threshold. The final
result in (d) shows the plant without the gravel background.

Table 1: The eight plant species listed with their growth stages, according to BBCH scale (Meier, 2001)
#
1
2
3
4
5
6
7
8

Species

BBCH

# of plants

plant labels

Maize (Zea mays)
Sugar beet (Beta vulgaris)
Scentless mayweed (Tripleurospermum perforatum)
Chickweed (Stellaria media)
Shepherd’s-purse (Capsella bursa-pastoris)
Cleavers (Galium aparine)
Charlock (Sinapis arvensis)
Fat Hen (Chenopodium album)

10-13
12-14
12-17
12-23
12-20
12-14
12-14
12-14

101
153
145
243
165
28
181
46

1P
2P
3P
4P
5P
6P
7P
8P

Total

1061

k+∆
k
φ

(a)

k-∆

(b)

(c)

(d)

Figure 4: The process of finding leaves. (a) Scentless mayweed segmented from the background. (b) Finding
the convexity φ at point k by looking at the direction change. (c) Plant boundary with the most convex
regions marked with a red circle. (d) From the leaf tips measurement points are sent out in each direction
around the leaf edge. The distance between the measurement points is analysed to choose virtual cut-points.
Green Circles indicate the decrease to 3/4 of the max distance. Blue crosses indicates cut points.
3.2

Separating leaves from plants

After the plants have been segmented from the background, the leaves have to be segmented from the
plants so as to classify the whole plants and leaves separately. To do so, a modification of the Plant Stem
Emerging Point (PSEP) algorithm described by Midtiby et al. (2012) is used. This method was originally
used to find where the stem emerges from the soil.

Finding leaf tip candidates Leaf tip candidates are found by determining the curvature change around
the plant boundary as illustrated in Figure 4b. A negative change in the curvature defines convex regions
and thereby areas with potential of being leaf tip candidates. Leaf tip candidates are then defined as local
minima as illustrated in Figure 4c. If a leaf contains teeth or have been subject to stresses that cause it
to be non-symmetrical, multiple leaf tip candidates will be found. This is not a problem, as each of these
leaf til candidates will suggest the optimum leaf-cut and the best of those will be chosen. Implementation
specifics can be found in Dyrmann and Christiansen (2014).
Finding leaf cuts In the last step of extracting the leaves, a search is performed from each leaf tip
candidate position by sending out two measurement points around the boundary.

(a)

(b)

(c)

Figure 5: Extracting individual leaf images. (a) All cuts and leaf tip candidates. (b) Segments without a
leaf tip are removed. (c) Remaining cut lines are removed so leaf integrity is restored.
Table 2: The leaves of the eight plant species listed with the amount of cotyledon and true leaves
#
1
2
3
4
5
6
7
8

Species

# of leaves

# of cotyledons

# of true leaves

leaf labels

Maize (Zea mays)
Sugar beet (Beta vulgaris)
Scentless mayweed (Tripleurospermum perforatum)
Chickweed (Stellaria media)
Shepherd’s-purse (Capsella bursa-pastoris)
Cleavers (Galium aparine)
Charlock (Sinapis arvensis)
Fat Hen (Chenopodium album)

108
300
383
598
455
43
434
114

108
285
132
437
243
37
276
114

0
15
251
161
212
6
158
0

1L
2L
3L
4L
5L
6L
7L
8L

2435

1632

803

Total

step 1: One of the measurement points is moved in the clockwise direction and the other measurement point
is moved in the counter clockwise direction. For each step that the measurement points move, the
euclidean distance between the measurement points is recorded as shown in Figure 4d.
step 2: If the distance between the measurement points is smaller than 3/4 of the maximum measured
distance, the minimum distance between the measurement points is recorded.
step 3: When the current distance between the measurement points exceeds the minimum measured distance
by 250%, the movement of the measurement points stops.
step 4: The pairwise distance between all points visited by the measurement points in step 2 is found and
the leaf is cut off between the points where the smallest distance was measured.
An example of a plant with all suggested cuts can be seen in Figure 5a. Here it is seen that some of the
cuts intersect leaves, meaning that leaves will be split in multiple parts. The only segments not containing a
leaf-tip are the segments in the stem region. By removing these stem segments and afterwards the remaining
cut suggestions, the whole leaves are restored as seen in Figure 5c.
The resulting number of leaves for the different plant species can be seen in Table 2. The leaves have been
inspected to determine the relative numbers of cotyledons and true leaves. However, cotyledons and true
leaves have been classified together.
3.3

Features

After the plants have been segmented from the background and the leaves were extracted from the plants,
the next step is to extract features. Scale and rotation invariant features, describing the whole plant are

assumed to be very dependent on growth stages, as plants at later growth stages will have more leaves
compared to plants at early growth stages. Based on this assumption, features describing only the leaves are
presumed to be more invariant to growth.
At early growth stages, however, different species have very similar leaves, which complicates the discrimination between the species.
There are many aspects of the appearance of plants and leaves that can be considered when determining
characteristic features. For botanists, overall leaf and plant shape, leaf margin and vein structure are the
most useful features (Cope et al., 2012). In image processing, shape and leaf margin/contour are typically
easier to extract than vein structure, because of their greater contrast with the background, making contours
an optimal feature for image processing. The high image resolution, low blurring and high contrast, which
is needed for working with leaf veins is, however, not present for most cotyledonous surfaces in the dataset,
such that veins could be used for distinguishing cotyledons.
A list of rotation invariant features that have been used in this project to describe plants and leaves is given
below. Some of the features used are dependent on scale, which requires a fixed height of the camera. The
features have been found using forward selection on a range of features with a k-nearest neighbour classifier
(Guyon, 2008).
Plant features
• Area

• 13 shape features derived from a distance transform (Giselsson et al., 2013; Dyrmann and Christiansen, 2014)
• Sphericity (Du et al., 2007)

• Ratio between convex hull and area

• Elliptic variance (Peura and Iivarinen, 1997)

• Average distance from pixels in shape skeleton to nearest pixels on perimeter. In practice, this is
calculated as the average of the non-zero pixels of the product of the skeleton and distance transform
of the binary image.
• Average chromaticity (r,g,b)
Leaf features
• Area

• 7 Shape Features Derived from a Distance Transform (Giselsson et al., 2013; Dyrmann and Christiansen, 2014)
• Rectangularity (Du et al., 2007)

• Ratio between convex hull and area

• Circular variance (Peura and Iivarinen, 1997)

• 5 elliptic Fourier features (Kuhl and Giardina, 1982; Neto et al., 2006)
• Maximum distance from shape skeleton to perimeter
• Average chromaticity (r,g,b)
3.4

Classification

Before classification, all features were translated and scaled to the unit interval [0,1]. Result analysis was
carried out using a support vector classifier with an RBF kernel that is provided in the Vector Machine library
LibSVM (Chang and Lin, 2011). The hyper-parameters of the RGB kernel, C and γ, were determined using

grid search in the interval [2−5 : 25 ] for C and [2−10 : 25 ] for γ, where C = 2, γ = 2 were found to be optimal
parameters for classifying leaves, and C = 2, γ = 32 were found to be optimal parameters for classifying
whole plants. As Support Vector Machines only support binary classification, the classification was carried
out as a set of one-against-all classifications; one for each plant species. The plants are split into test and
training sets so that 10% of the whole plants are used for the test, and 90% of the whole plants are used for
training. Because the plants do not have the same number of leaves, the size relationship between test and
training sets of leaves differs slightly from this 1:9 ratio.
A 10-fold cross-validation is used to avoid over-fitting the classifier, where the 10% of the plants are used for
the test, and 90% of the plants are used for training.
To make the datasets as independent as possible, the test and training sets were created, such that leaves
from the same plant only appear in either the training set or the test set, but not both. This is done to
avoid the risk of over-fitting the classifier as leaves from the same plant might be correlated because they
emerge from the same plant and therefore have the same growth conditions. It is not possible to provide
total independence as the same plants were recorded at different growth stages. However, this independence
is of less significance, as the variations of the individual plants at different growth stages are large compared
to the variations of different plants at the same growth stage.

3.5

Fusing leaf and plant classification

In case the estimated species of a plant and its individual leaves are not the same, it is necessary to have a
second step for species determination. This is done by combining the classification of the individual leaves
and the plant as a whole. A simple method is majority voting (Xu et al., 1992; Demirkesen and Cherifi, 2009),
where each classification of plant or leaves contributes a single vote, and the species with the highest number
of votes is selected as the species of the plant. The drawback of this approach is that the reliability of each
classifier is not taken into consideration. One method of incorporating classifier reliability when estimating
the class is Bayes Belief Integration (BBI), where the results of different classifications are combined to give
a belief in a given species based on prior knowledge about correct and incorrect classifications. Bayes Belief
Integration was originally proposed as a method of classifying one element type (e.g. written characters (Xu
et al., 1992)), using multiple different classifier methods (e.g. neural network and k-nearest neighbour). BBI
will be used differently in this study as we only have one classification method, but two element types to
be classified: A support vector machine is used as classification method, and the element types are whole
plants and leaves. In order to easily distinguish between these elements, the species are labelled 1P , . . . , MP
for whole plants and labelled 1L , . . . , ML for leaves, where M is the number of species. A list of all species
and their labels can be seen in Table 1 and 2.
The classifiers for each element type to be classified are given similar labels, so that the classifier for plants is
labelled P and the classifier for leaves is labelled L. However, In the notation, k will be used as a placeholder
for P and L in order to simplify the notation. I.e. k ∈ {L, K}. By knowing which leaves belong to which
plants, BBI can compensate for the misclassification of elements (plant or leaves), if there is a strong belief
in the other elements of the plant belonging to different classes. An example could be a plant, which has
been classified as sugar beet, but the four leaves of the plant have all been classified as scentless mayweed
with high confidence, whereupon the result of the plant classification is changed to scentless mayweed as
well.
From prior classifications, the system learns how often it confuses the leaves of the different species and the
whole plants of the different species, which is used to create confidence in the classifications.
In order to classify the elements, a test and training set is made for both whole plants and leaves. From
classifications of the plants and leaves, we, therefore, get two confusion matrices: one for the plants and one
for the leaves. These matrices describe the error for the given classification, which will be taken into account
when we determine the classes of the plants. The confusion matrix CMk of the classifier labelled k is defined
as (Xu et al., 1992; Ruta and Gabrys, 2000; Demirkesen and Cherifi, 2009):
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where M is the number of classes (i.e. plant species) and
is the number of times that samples with true
class j have been classified as class i (Ruta and Gabrys, 2000). These confusion matrices can be used to create
a belief in the assignment of the plant sample x, given that CMk reflects the distribution of the samples.
The plant sample x contains one plant element xP and l leaf elements. I.e. xL : x = [xP , xL1 , . . . , xLl ]. The
belief, Bel (), of correct assignment of a plant element is found by determining the conditional probability
of plant sample element xk being true class j (denoted Cj ), when the classifier ek (x) outputs class i

Bel (xk ∈ Cj |ek (xk ), EN )

=

P (xk ∈ Cj |ek (xk ) = ik ) , j

=

1, . . . , M

(3)

EN denotes knowledge about the environment from which the samples are drawn, e.g. a priori knowledge
about the composition of the plant species in the field. For example from a maize field, samples classified as
maize can be given extra certainty. To include the environment dependency, the composition of the sample
set used to create the confusion matrices CMk should reflect the environment from which the test samples
are drawn.
The belief is defined as the number of assignments of true class j to class i relative to the total amount of
assignments of class i:
(k)

P (xk ∈ Cj |ek (x) = i) =

nij
M
P

m=1

(4)
(k)

nim

(k)

In other words Eq. (4) simply transforms the confusion matrix by dividing an entry nij by the sum of all
the entries in row i.
By making such a transform for each entry in the confusion matrices, the belief matrix is created as can be
seen in Table 5a-5d for an eight species dataset.
As mentioned earlier, the belief is biased towards classes with a high number of samples. This means that
M
M
P
P
(k)
(k)
when
nim ≫
njm , (i 6= j) even a small error rate for the classifier ek (x ∈ Ci ) will make the belief
m=1

m=1

imprecise (Chen and Tang, 2004). Therefore, Eq. (4) can be normalized to compensate for this bias:
M
(k) P (k)
nij / ntj
t=1
P (xk ∈ Cj |ek (x) = i) = M 

M
P
(k) P (k)
nim / ntm
t=1

m=1

(k)

nij
= M 

P
(k) (k)
nim ξmj
m=1

(5)

where

(k)
ξmj

=

M
P

t=1
M
P

t=1

(k)

ntj

(k)

ntm

That is, belief is scaled by a factor given by the sum of all results from true class j divided by the sum of all
results for true class m.
From the belief matrix for the whole plants and the belief matrix for leaves, a new belief measure can
be created in which the classifications of whole plants and leaves are combined. This measure is labelled
Bel (x ∈ Cj ) and it is defined for all M classes as (Xu et al., 1992):
Bel (x ∈ Cj ) =

Y
P (x ∈ Cj |EN )
Q
·
P (xk ∈ Cj |ek (xk ) = ik ),
P (xk ∈ Cj |EN )

(6)

∀xk ∈x

∀xk ∈x

where ek is the classifier for plant element xk , which can either be the plant classifier eP or the leaf classifier
eL .

The first term in Eq. (6) is not achievable using a hard assignment classifier like the support vector machine, but it could be used for a Bayesian classifyer, Neural Network, or other classifiers that provide soft
assignments. Instead, Eq. (6) can be approximated by

Bel (x ∈ Cj ) = η

Y

∀x∈x

P (x ∈ Cj |ek (x) = ik ),

(7)

where η is a constant that ensures that the sum of all beliefs is one.
A sample x of unknown class is identified as the class j that achieves the highest belief, Bel (x ∈ Cj ) for all
possible classes j = 1, . . . , M , whereby η can be left out.

C (x) = argmax(Bel (x ∈ Cj ))

(8)

1≤j≤M

Some entries in the confusion matrices are zero, meaning that there are some species which have never been
misclassified as the other. This can either be because of a good classification or a sparse dataset.
To avoid some of the belief measures becoming zero because of a sparse dataset, Laplace Smoothing is used
by adding 0.5 to all entries of the confusion matrices before calculating the belief matrices. By adding a high
value, the beliefs are averaged out, whereas a small value put more weight on the training data. A high value
should, therefore, be chosen for a sparse dataset, whereas a low value can be chosen if the distribution of
the training dataset is close to the distribution of the test data. 0.5 is chosen conservatively, but the correct
value is probably smaller because of the size of the dataset. In this special case, Laplace Smoothing will
only cause the final classification accuracy to decrease as the confusion matrices are based on all plant and
leaf samples which means that the zero entries are true zeros for the given data distribution. However, when
adding new, unknown samples this smoothing ensures that some probability is given for all outcomes.

plant 1

4P

Class 4

plant 2

3P , 3L

Class 3

plant 3

5P , 4L , 5L

Bayes Belief Integration

M ost likely class

plant 4

3P , 6L , 5L

Bayes Belief Integration

M ost likely class

Figure 6: Decision procedure with four input plants consisting of different combinations of plants and leaf
elements
3.6

Examples of species recognition using BBI

In Figure 6 the output ek of different classifiers are handled by BBI.
The first plant sample contains only one plant element/one classifier, so there is no reason to use classifier
fusion. The result is simply the output of eP (the plant classifier) C (x) = eP (x) = 4. The second plant
contains non-conflicting classifications as C (x) = eP (x) = eL (x) = 3, therefore also no classifier fusion
needed. The third and fourth example shows conflicting output justifying the use of BBI.
In the third example a plant with two leaves is to be classified, but as the classifications of the plant and
the two leaves are not identical, Bayes Belief Integration is used. The three plant elements are: 5P , 4L and
5L (i.e. a whole plant classified as species 5, and two leaves classified as class 4 and 5, respectively). To find
the belief in all classes, Bel (x ∈ Cj ) should be calculated for all classes j = 1, . . . , 8, but it is only shown for
the two highest beliefs:

Bel (x ∈ C4 ) = P (x ∈ C4 |eP (xP ) = 5P ) ·

l
Y

P (x ∈ C4 |eL (xLk ) = iLk )

(9a)

l
Y

P (x ∈ C4 |eL (xLk ) = iLk )

(9b)

k=1

= 0.048 · 0.885 · 0.104 = 0.004
Bel (x ∈ C5 ) = P (x ∈ C5 |eP (xP ) = 5P ) ·

k=1

= 0.884 · 0.069 · 0.825 = 0.050

The beliefs for this example can be found in Table 5b and 5d. The class that achieves the highest belief will
be chosen as the class for all elements in x, this means that the plant and the two leaves will be classified as
species 5.

4

Results

This section discusses and compares the classification results achieved from the plant and leaf classifications
with and without using Bayes Belief Integration.
Results with bias towards large classes The classification results achieved with and without using
the belief measure described in Eq. (4) are presented in Table 3. The features used for the classification of
plants and leaves are the same with and without using BBI.
The associated confusion matrices are presented in Table 5 and 6.
The classification results show an increase in classification accuracy when using BBI of up to 2.92% for

Table 3: Classification accuracies for eight species before and after applying Bayes Belief Integration with
environment bias. ’std CD’ is the standard deviation of the 10 fold cross validation
Species
4

1

2

3

5

6

7

8

Mean

std CV

Correct rate for plants before BBI
Correct rate for plants after BBI

0.960
0.960

0.954
0.980

0.945
0.972

0.959
0.988

0.952
0.970

0.679
0.643

0.972
0.989

0.696
0.674

0.939
0.957

18.9 · 10−3

Correct rate for leaves before BBI
Correct rate for leaves after BBI

0.907
0.963

0.920
0.983

0.930
0.984

0.911
0.988

0.851
0.969

0.628
0.628

0.942
0.991

0.553
0.658

0.887
0.961

29.2 · 10−3

Table 4: Classification accuracies for the eight species before and after applying Bayes Belief Integration
without environment bias. ’std CD’ is the standard deviation of the 10 fold cross validation
1

2

3

Correct rate for plants before BBI
Correct rate for plants after BBI

0.960
0.990

0.954
0.961

0.945
0.972

Correct rate for leaves before BBI
Correct rate for leaves after BBI

0.907
0.991

0.920
0.967

0.930
0.984

Species
4

5

6

7

8

Mean

std CV

0.959
0.984

0.952
0.964

0.679
0.821

0.972
0.972

0.696
0.826

0.939
0.963

18.9 · 10−3

0.911
0.983

0.851
0.965

0.628
0.814

0.942
0.979

0.553
0.816

0.887
0.967

29.2 · 10−3

plants and up to 19.04% for leaves. On average, an increase of 1.90% for plants and 8.28% for leaves was
achieved. Especially species 4 and 5 (Chickweed, Lat: Stellaria media and Shepherd’s-purse, Lat: Capsella
bursa-pastoris), whose leaves often were confused show the strength of BBI. Whole chickweed and shepherd’s
purse plants are generally more distinguishable than individual leaves, so BBI can use plant classification to
compensate for the misclassification of the leaves, reducing leaf misclassification from 8.87% to 1.1%.
However, for species 6 (Cleavers, Lat: Galium aparine) and species 8 (Fat Hen, Lat: Chenopodium
album), BBI causes a drop in the classification accuracy for plants, due to a sparse data set for these
species compared to the other species. This results in a high belief that the samples from species 6 and 8
have been misclassified and some samples of species 6 and 8 are therefore erroneously changed to other species.

These results are achieved by using Laplace smoothing, which adds a probability for all classes even though
it is not present in the dataset. Therefore, the number of errors could be reduced even further by adding a
smaller value than 0.5 to the confusion matrices.
Results without bias towards large classes Classifier performance for species rarely presented in the
dataset can be improved by scaling the belief measure, see Eq. (5). This increases the total classification
accuracy to 96.3% and 96.7% for plants and leaves respectively. The classification accuracy for the individual
species can be found in Table 4.
This scaling of the belief clearly improves the classification accuracy of species 6 and 8, which have increased
between 18.7% and 47.6% compared to the classification without BBI. Yet the accuracies are still not on par
with the other classes.
Real-time aspects The system has been tested on a Lenovo Thinkpad X200, equipped with a 2.4GHz
Intel Core 2 Duo processor, on which the average processing time was 143ms per plant for segmentation, leaf
extraction, feature calculation, and classification. However, it is believed, that this number can be reduced
significantly by code optimization, parallelization, and newer hardware. This processing time is sufficiently
fast for real-time operation in fields with low weed pressure, but for highly weed infested fields, the processing
time must be reduced significantly.

Table 5: Confusion matrices and belief matrices for the classification of whole plants and leaves using the
SVM classifier.

1
2
3
4
5
6
7
8

1
96
3
0
1
0
0
0
0

2
1
149
1
0
1
0
1
0

True label
3
4
5
0
0
0
2
0
0
135
4
3
3
231
5
4
8
155
1
0
1
0
0
0
0
0
1

6
0
1
2
0
2
19
4
0

7
0
1
0
0
0
0
178
2

8
0
3
1
1
2
0
6
33

(b) Belief matrix for plants

Result label

Result label

(a) Confusion matrix for plants before classifier fusion resulting in
a classification accuracy of 93.9%

1
2
3
4
5
6
7
8

1
0.955
0.021
0.003
0.006
0.003
0.020
0.003
0.013

2
0.015
0.917
0.010
0.002
0.009
0.020
0.008
0.013

1
2
3
4
5
6
7
8

1
97
5
1
2
0
0
0
3

2
2
275
2
1
4
0
7
9

True label
3
4
5
0
0
0
2
1
0
353
4
16
9
541
42
17
48 384
1
1
4
0
2
7
1
1
2

6
0
2
8
1
1
27
3
1

7
0
3
1
5
7
0
413
5

8
1
17
0
7
1
3
26
59

True
4
0.005
0.003
0.030
0.945
0.048
0.020
0.003
0.013

label
5
0.005
0.003
0.023
0.022
0.884
0.060
0.003
0.037

6
0.005
0.009
0.017
0.002
0.014
0.780
0.023
0.013

7
0.005
0.009
0.003
0.002
0.003
0.020
0.925
0.063

8
0.005
0.021
0.010
0.006
0.014
0.020
0.034
0.838

6
0.005
0.008
0.022
0.002
0.003
0.688
0.008
0.018

7
0.005
0.011
0.004
0.009
0.016
0.013
0.895
0.065

8
0.014
0.057
0.001
0.012
0.003
0.087
0.057
0.700

(d) Belief matrix for leaves

Result label

Result label

(c) Confusion matrix for leaves before classifier fusion resulting in
a classification accuracy of 88.3%

3
0.005
0.015
0.903
0.014
0.026
0.060
0.003
0.013

1
2
3
4
5
6
7
8

1
0.938
0.018
0.004
0.004
0.001
0.013
0.001
0.041

2
0.024
0.892
0.006
0.002
0.010
0.013
0.016
0.112

3
0.005
0.008
0.909
0.016
0.038
0.037
0.001
0.018

True
4
0.005
0.005
0.012
0.885
0.104
0.037
0.005
0.018

label
5
0.005
0.002
0.042
0.069
0.825
0.113
0.016
0.029

Table 6: Confusion matrices for whole plants (a) and leaves (b) after classifier fusion with environment bias

1
2
3
4
5
6
7
8

1
96
2
1
1
0
0
0
0

2
0
150
1
0
1
0
0
1

3
0
0
141
1
3
0
0
0

True label
4
5
0
0
0
0
1
2
240
3
2
160
0
0
0
0
0
0

6
0
1
5
0
2
18
1
1

7
0
1
0
0
0
0
179
1

8
0
2
0
2
2
0
9
31

Result label

Result label

(a) confusion matrix for plants after classifier fusion resulting in a (b) Confusion matrix for leaves after classifier fusion resulting in a
classification accuracy of 96.1%
classification accuracy of 95.7%

1
2
3
4
5
6
7
8

1
104
2
1
1
0
0
0
0

2
0
295
1
0
1
0
0
3

3
0
0
377
2
4
0
0
0

True label
4
5
0
0
0
0
2
4
591
10
5
441
0
0
0
0
0
0

6
0
2
8
0
3
27
2
1

7
0
2
0
0
0
0
430
2

8
0
3
0
4
6
0
26
75

Table 7: Confusion matrices for whole plants (a) and leaves (b) after classifier fusion without environment
bias

1
2
3
4
5
6
7
8

1
99
0
1
0
0
0
0
0

2
1
147
1
0
1
0
0
3

3
0
0
141
1
3
0
0
0

True label
4
5
0
0
0
0
1
2
239
2
3
159
0
2
0
0
0
0

6
0
1
3
0
1
23
0
0

7
0
1
0
0
0
1
176
3

8
0
1
0
1
0
1
5
38

Result label

Result label

(a) confusion matrix for plants after classifier fusion resulting in a (b) Confusion matrix for leaves after classifier fusion resulting in a
classification accuracy of 96.7%
classification accuracy of 96.3%

1
2
3
4
5
6
7
8

1
107
0
1
0
0
0
0
0

2
1
290
1
0
1
0
0
7

3
0
0
377
2
4
0
0
0

True label
4
5
0
0
0
0
2
4
588
6
8
439
0
6
0
0
0
0

6
0
2
4
0
2
35
0
0

7
0
2
0
0
0
1
425
6

8
0
2
0
2
0
4
13
93

5

Discussion and Future Work

This article classifies images of plants of two crop species and six weed species at different early growth
stages. These images, taken from the database produced by Giselsson et al. (2014), show some of the
variation that could be expected under natural circumstances in the field when applying weed control. This
includes both plants that have not yet evolved true leaves as well as plants that have evolved true leaves.
The database, therefore, contains large variances within each plant species, and the plants have only small
visual resemblance between the lowest and highest growth stage.
Despite this variation in the dataset and the eight different species, the classification accuracy is still high.
Therefore, more weed species should be added to the dataset so as to test the method using a natural variety
of weeds. Furthermore, images from open fields conditions should be added in order to test if the added
robustness from multiple classification help in limiting errors caused by the natural variations within each
species, such as the wind, light, nutrition, and insect bites. Segmentation has not been the main topic of
this study, due to only little variation in the background in the present dataset, whereby achieving a sharp
segmentation has not been a problem. Sharp edges are necessary because of the shape based features. Images
from open fields conditions are, however, likely to influence the performance of the segmentation, and a more
advanced method should, therefore, be considered.
The results of this study explore the increase in the overall accuracy of plant recognition that can be obtained
by combining different measures. This accuracy could be further increased by adding more measures for each
plant, or adding in extra knowledge when available. Such measures could be the relative positions of plants
in the field since crops are typically planted in regular patterns whereas weeds often occur in clusters. This
increases the belief in a plant species if there is a high local concentration of similar plants. Other aspects
that would increase the accuracy could be to include the weed control strategies from previous years as it
influences the current seedlings. The date of the image acquisition also influences the weed composition as
the different species do not germinate at the same time.
Analysis of Classification Failures Misclassified samples were studied, and explanations for their misclassification sought based on their visual appearance. Randomly selected samples of misclassified plants of
all species are presented in appendix B. Errors appear to be distributed across all growth stages. There is a
tendency among plants at late growth stages to have leaves that are skewed relative to the camera, making
them difficult to identify. At early growth stages, some plants have not yet developed any true leaves, and
the cotyledons that they have developed tend to look much alike. There are also plants which have been
misclassified due to rough image segmentations.

6

Conclusion

This article proposes a method for improving the classification accuracy of young plants by combining
multiple approaches for their description. The method separates leaves from the plants and classifies each
element individually. From these individual classifications, a belief measure of correct classification is created
for the leaves and plants. This belief measure is used to correct the incorrect classifications. The method has
been tested on a dataset containing images of eight plant species at early growth stages. From this dataset,
the method can improve the classification accuracy of plants from 93.9% to 96.3% and the classification
accuracy of leaves from 88.7% to 96.7%.
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Appendix

A

Plant samples

The following figures shows samples for the eight species from the dataset.
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(c) Species 3: Scentless mayweed (Tripleurospermum perforatum)
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(d) Species 4: Chickweed (Stellaria media))
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(b) Species 2: Sugar beet (Beta vulgaris)
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(f) Species 6: Cleavers
(Galium aparine)
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(h) Species 8:
Fat
(Chenopodium album)
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Wrong classifications

The following figures shows examples of plants that has been misclassified. The classification of the elements
after Bayes belief integration is shown in the captions

0 1 2 3 4 5 cm
(a) True 1 Classified
without BBI as P3,
L4.
Classified with
BBI as 4

0 1 2 3 4 5 cm
(b) True 2 Classified
without BBI as P3,
L3.
Classified with
BBI as 3

0 1 2 3 4 5 cm
(c) True 2 Classified
without BBI as P6,
L2.
Classified with
BBI as 6

0 1 2 3 4 5 cm
(d) True 3 Classified
without BBI as P4,
L5.
Classified with
BBI as 4

0 1 2 3 4 5 cm
(e) True 4 Classified
without BBI as P3,
L4, L3.
Classified
with BBI as 3

0 1 2 3 4 5 cm 0 1 2 3 4 5 cm 0 1 2 3 4 5 cm 0 1 2 3 4 5 cm 0 1 2 3 4 5 cm
(f) True 5 Classified (g) True 6 Classified (h) True 6 Classified (i) True 7 Classified (j) True 8 Classified
without BBI as P4, without BBI as P3, without BBI as P6, without BBI as P8, without BBI as P5,
L4, L4, L5, L5. Clas- L3.
Classified with L5, L5.
Classified L7, L8.
Classified L2, L6, L7, L6. Classified with BBI as 4
BBI as 3
with BBI as 5
with BBI as 8
sified with BBI as 6
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23.1 Automatisk ukrudtsgenkendelse er
ikke længere science fiction!
Effektiv og pålidelig ukrudtsgenkendelse, har i årtier forhindret beslutningsstøttesystemer, såsom PlanteVærn Online (PVO) i at sænke landbrugets herbicidforbrug.
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Den store showstopper er billedoptagelse og automatisk ukrudtsgenkendelse
Forskere over hele verden har i de sidste årtier med meget begrænset held lykkedes med
automatisk billedindsamling og ukrudtsgenkendelse på artsniveau. H-sensoren fra Agricon er
lanceret i 2016 til indsamling af NDVI billeder fra redskaber med hastigheder op til 12 km/t. DAT
fra Norge lancerer i 2017 efter sigende et lignende kamera som benyttes nedenfor.

Billede 1. Ca. 3500 ukrudtsbilleder indsamlet med ATV (øverst TV) på under to timer i et ~10 m grid. Den
fremhævede mark nederst, benyttes som eksempel for automatisk ukrudtsanalyse.

Billede 2. Manuelt (TV) og automatisk ukrudtsklassifiseret billeder (TH) - bemærk græsukrudt er
synligt ved siden af rapsplanten i venstre del af billedet.
Systemerne kan imidlertid ikke genkende ukrudt på artsniveau, samt når planterne overlapper
hinanden, som for eksempel i vinterhvede. Det skyldes, at de klassiske
billedgenkendelsesalgoritmer bryder sammen, når planter overlapper hinanden, eller de enkelte
ukrudtsblade ikke er synligt forbundne.
GUDP projektet RoboWeedSupport har fundet løsning på problemet ved brug af Deep Learning
algoritmer, der er trænet af ukrudtskyndige konsulenter. Konsulenternes evne til at genkende
ukrudtsarter ud fra billeder er dog ikke helt så præcis, som i praksis. Selve billedindsamlingen
blev foretaget med ATV og et prototypekamera, som kunne indsamle kvalitetsbilleder med op til
50 km/t. Billedet ovenfor viser en billedindsamling d. 4. oktober 2016 på en 2,72 hektar
vinterhvedemark, hvori der blev indsamlet 364 billeder i løbet af 10 minutter. Hvert billede
dækker ¼ m2.
På marken blev der på det samlede “sete” areal (~91 m2) registreret (manuelt / automatisk
genkendt / helt automatisk fundet og genkendt): Raps (1662/625/356); Fuglegræs (484/6/1);
Græsser, fine (331/11/152); Græsser, grove (0/0/1); Ærenpris, storkronet (324/325/347);
Hyrdetaske (225/354/304); Stedmoder, ager (53/37/39); Storkenæb (43/61/64); Forglemmigej,
mark (29/0/0); Græsser, grove (21/0/0); Kamille, lugtløs (7/19/9); Kløver, rød (0/0/1), Nælde,
liden (0/0/1); Natskygge, sort (0/13/4); Gåsefod, hvidmelet (3/3/2); Burresnerre (2/6/1); Tidsel,
ager (2/0/0); Tvetand (2/46/29); Rajgræs, alm. (2/0/0); Pileurt, fersken (1/18/16); Sennep, ager
(1/0/0); Ikke kategoriserbart ukrudt (1504/2481/2951).
Det tog RoboWeedSupport systemet knap 5 minutter at analyserer alle billederne, hvilket vil sige
at i det sekund ATVen forlader marken kan ovenstående færdigbehandlede resultater foreligge.
Det forudsætter en 17,5 Mbit uploadhastighed, som kun 4G opfylder, eller at billedbehandlingen
foretages direkte på ATVen ved hjælp af en meget hurtig computer.
Systemet er, som det ses ovenfor, endnu ikke udlært og skal forfines og trænes yderligere i at
kunne genkende de forskellige arter og vækststadier. Den første kommercielle version af
RoboWeedSupport programmet forventes klar i løbet af 2017.
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RoboWeedSupport - Sub millimeter weed image
acquisition in cereal crops with speeds up till 50
km/h
Morten Stigaard Laursen, Rasmus Nyholm Jørgensen, Mads Dyrmann, and Robert Poulsen

Abstract—For the past three years, the Danish project, RoboWeedSupport, has sought to bridge the gap between the potential herbicide
savings using a decision support system and the required weed
inspections. In order to automate the weed inspections it is desired
to generate a map of the weed species present within the field, to
generate the map images must be captured with samples covering
the field. This paper investigates the economical cost of performing
this data collection based on a camera system mounted on a allterain vehicle (ATV) able to drive and collect data at up to 50
km/h while still maintaining a image quality sufficient for identifying
newly emerged grass weeds. The economical estimates are based on
approximately 100 hectares recorded at three different locations in
Denmark. With an average image density of 99 images per hectare
the ATV had an capacity of 28 ha per hour, which is estimated to cost
6.6 EUR/ha. Alternatively relying on a boom solution for an existing
tracktor it was estimated that a cost of 2.4 EUR/ha is obtainable under
equal conditions.
Keywords—weed
weed recognition.

mapping,

integrated

weed

management,

I. I NTRODUCTION
The tools for Precision Agriculture are ready, but the
implementation is only marginal due to complex data handling,
weak system integration and an insufficient economic return of
the investment [1]. The economic and environmental potential
are significant for site-specific weed management (SWM) [2]–
[4]. The five major technical challenges for SWM: 1) variable
lighting, 2) leaf occlusion, 3) growth status, 4) independent
multiple herbicides application, and 5) real-time discrimination of weed species [5], [6]. University of Hohenheim and
Aarhus University have been leading in weed recognition,
weed mapping, dose and herbicide optimization. The H-Sensor
for real time weed detection [7]–[9] and the Amaspot for
patch spraying (AmaSpot Sensor Nozzle System, [10]) are
good examples of emerging commercial products. However,
common for both are that they are hardware costly with
limited abilities in weed discrimination and multi herbicide
optimization. In addition, several researchers are working on
using cameras to crop/weed discrimination providing increased
herbicide savings [11]. [12] presents a system only recognizing
crop plants and injecting micro droplets of glyphosate onto the
weed seedlings with more than 99% savings. [13] did likewise
but removed weeds mechanically. Both however have a limited
capacity.
M. S. Laursen and R. N. Jørgensen, is with the Department of Engineering,
Aarhus University, Aarhus Denmark e-mail: msl@eng.au.dk.
M. Dyrmann is with with the Mærsk Mc-Kinney Møller Institute, University
of Southern Denmark, Odense, Denmark.
R. Poulsen is with Spectrofly ApS, Faxe, Denmark

Research have demonstrated distinguishing abilities of different weed species [14]–[17]. However, none is suited for
implementation on a spray boom in their current state, as they
are limited in the number of supported weed species or are
dependent on human interactions. Decision Support Systems
(DSS) for Integrated Weed Management (IWM) shows unexploited herbicide reduction of 30-50% in cereals [18]–[23].
However, DSS do not fit well into farmers usual practices by
requiring manual field inspections and identification of weeds
constituting a major obstacle [19]. For the past three years,
the Danish nationally funded project, RoboWeedSupport, has
sought to bridge the gap between the potential Crop Protection
Online (CPO) or IPMwise based herbicide savings and the
required field inspections [24]. Initially smartphone cameras
and later unmanned aerial drones (UAS) were used to collect
images from the field for semi-automated weed discrimination and classification [25]. However, the target expense of
approximately 1.4 EUR disqualified the two latter solutions.
The aim of this work is to present and estimate the capacity
and economics of a high-speed camera prototype capable of
recording crop/weed images with a horizontal velocity up to
14 m s-1 .
II. M ATERIALS AND METHODS
Three farmers in Denmark from the regions Jutland, Funen,
and Zealand with autumn seeded winter wheat were selected
prior to any herbicide application. Since the capacity of the
prototype system were uncertain with regards to stability and
capacity each of three farmers had at least 50 hectares ready
for weed mapping and were visited at different dates. The
ATV used as carrier were an Can-Am Outlander 500 XT with
Trimble SPS 851 RTK-GNSS.
A. The prototype high-speed camera
The camera system (Figure 1) was based on a 5.0 Mpixel
USB 3.0 camera (Point Grey, GS3-U3-51S5C-C) mounted
with a 16mm lens (Edmund optics, 86-571). Illumination was
provided by a ring flash (AlienBees, ABR800). The camera
was mounted within the ringflash using a custom 3D printed
bracket (nylon), the bracket consists of a holder for the camera,
a spring around the perimeter for an auto-centering press-fit
and a relief area for resting on the back of the flash unit. The
flash unit itself has its perimeter mounted with epoxy to a 3D
printed ring, upon which four oil dampened shocks has been
mounted in order to dampen shocks and vibrations otherwise
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transferred to the camera setup. The shocks and camera setup
is again mounted in an aluminium frame with lexan windows
on the sides and top for weatherproofing. The aluminium
frame was mounted to the ATV at three points, one at the
hitch point and two on either side of the rear luggage rack
ensuring horizontal and vertical stability. Inside the aluminium
rack was also mounted a LiFePO4 battery, power supply and
an embedded computer.
B. The ATV based image acquisition procedure
An embedded linux based computer (Nvidia TX1) received
the current position through the GNSS receiver mounted on
the rear of the ATV with an update rate of 10 Hz. Based on
the euclidean distance to where the last image was recorded,
the camera system was triggered when the distance were more
than 10 meters. The trigger caused an image to be recorded
together with the last received position, the time of recording
and the image number, counting from startup of the system.
This metadata was stored as part of the filename and the image
data (Bayer pattern) in 16 bit PNG format.
When entering a field to be mapped a reference image of a
calibration plate were recorded (See Figure 2). The calibration
plate enabled automated calibration and verification of the
color balance, focus, effective resolution, and imaging area.
Different weeds had been added to the calibration plate for
human interpretation.
After recording the calibration plate and performing visual
inspection, a physical switch is set to auto. Initially, the ATV
follows the perimeter of the field ensuring detection potential
of entering novel weeds. Hereafter the ATV covers the rest of
the field in a systematic manner between the tramlines trying
obtain a 10x10 m sampling grid.

Fig. 1: A - The ATV mounted up with RTK GNSS and the
prototype camera. B - closeup of the high-speed camera after
heavy rain during mapping. C - 3D printed camera bracket.
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mounted in a 3-point suspension on a tractor mowing with an
average velocity of 12 km/h. On the boom is mounted three
cameras, one in the centre and two in the end of the boom
giving an overall 12 meter distance between cameras. This
means using a 24-meter boom like described in a field with
36-meter between the tramlines. The ATV have in early test
used 0.3 litre fuel/ha estimated at a cost of 1 EUR/L. ATV
service is estimated for each 1000 kilometres at a price of
300 EUR per service. For further details on the assumptions
and details with regards to estimating the capacities and costs
for weed mapping with an ATV and a tractor with a 24 m
camera boom with three cameras.
III. R ESULTS
The ATV based image acquisition were collected across a
wide variety of conditions with regards to field size and shape
(Figure 3), weather, soil type and topography. Despite heavy
rain and dusty condition, the lens and the flash never became
dirty. The image quality illustrated in Figure 2, bottom was
constant throughout all fields independent of light and weather
conditions with one exception. Water droplets on the leaves did
lower the crop/weed image a little but not to a severe extent,
which in several cases have been the case with smartphones
(not published) and drone collected images [26]. Studying
Figure 3 and Table 1 it seems like rectangular or elongated
fields (A, B, C, and K) increase the ratio of time above 30
km/h. Field F was the biggest field but the tramlines were
orthogonal to the longest side of the field. Furthermore, steep
hills forcing sideway driving resulted in lower velocity and
capacity. The average capacity was 28 ha per hours varying
from 16 ha/h in the smallest field (G) up to 40 ha/h.
Fig. 2: A - Calibration plate for automated and human quality
verification. B - Close up of an image recorded with 12.5 m/s
(45 km/h).
C. Economic assumptions
Two economic scenarios are considered 1) mapping as an
ATV service 2) mapping by the farmer using a dedicated 24
m hydraulic boom with three cameras. Investment, capacity,
time, service and fuel estimate are derived from initial field
tests using an ATV and otherwise estimated. Other costs are
estimates based on knowledge on investments and normal farm
capacity and unit cost scaled to different mapped areas.
D. Investment
Acquiring an ATV mounted with a high-speed camera ready
to go is estimated to an investment of 23.490 EUR. Initial price
estimates indicate a commercial camera price around 8000
EUR. Driving with more than 30 km/h speed on terrain require
an ATV with sufficient power and therefore are estimated
11400 EUR to a powerful 850cc ATV. Camera and ATV
customizations, fittings and mounts are estimated to 2000
EUR. A 1 m accuracy GPS are estimated can be purchased
for approximately 1400 EUR. As a dedicated mapping system
for the farmer are proposed a 24 m hydraulic foldable boom

A. Economy
Using the annuity model on an investment of 20.000 Euros,
with a 6% interest rate per year and a loan term of 5 years a
yearly annuity of 4780 EUR are calculated. With an increasing
yearly mapped area the annuity cost are reduced as shown
in Figure 4. Costs that define the operation are divided into
1) preparation 2) mapping time, 3) internal transport between
fields on the farm, 4) transport between clients and service
provider, data handling, 5) fuel and 6) Annuity cost 7) other
costs e.g. service, repairs, etc. A ready to go ATV with
installed camera are estimated an investment around 20.000
EUR based on initial experiences. The capacity with a two
weeks windows for the ATV and the tractor setup with 24
m and 36 m tramlines are 1980 ha, 2592 ha, and 3888 ha,
respectively. This result in total costs of 6.6, 3.8, and 2.4 EUR,
respectively.
IV. D ISCUSSION
The work demonstrates it is possible to collected high
resolution images with a simple high-speed camera mounted
on an ATV sampling with a velocity up to 50 km/h. The
average capacity was 28 ha/h collecting approximately 100
images per hectare. The cost assuming a capacity of 1900
hectare on a two week window was estimated to 6.6 EUR/ha
which is relatively far from the aim of 1.4 EUR (10 DKK) per

PROCEEDINGS OF 19TH INTERNATIONAL CONFERENCE ON PRECISION AGRICULTURE

TABLE I: Performance measures from ATV based weed
imaging in 11 cereal fields covering 109 hectare with an
average imaging density of 99 per hectare and capacity of
28 ha per hour.
Sub
plot

Region

Area
[Ha]

A
B
C
D
E
F
G
H
I
J
K

Funen
Funen
Funen
Funen
Jutland
Jutland
Jutland
Jutland
Sealand
Sealand
Sealand

8.9
10.1
4.7
11.5
7.2
21.9
2.7
4.6
16.1
4.4
17.0

Time
spent
[mm:ss]
12:48
18:25
12:39
18:37
14:35
50:11
09:32
09:28
39:18
10:43
28:59

Distance
driven
[m]
9018
3781
6493
17160
21150
10733
6608
5459
16080
9838
3842

Time
per ha
[mm:ss]
01:26
01:49
02:40
01:38
02:02
02:18
03:30
02:05
02:27
02:27
01:42

Pics
per ha
86
101
133
80
80
89
134
81
103
119
87

Time
spent <
30 km/h
24%
27%
37%
48%
61%
61%
78%
74%
59%
41%
30%

Ha
per
hour
40
32
22
35
28
25
16
28
24
24
34

hectare. Somewhat surprising the target cost of 1.4 EUR/ha
seems almost obtainable for a tractor-mounted system with
three cameras mounted 12 m apart in a 36 m tramline system
with a total cost of 2.4 EUR/ha. The system can drive can
potentially operate as a 24/7 service. Therefore, the sprayer
tractor may be used when the spraying conditions are not
optimal. Hence cost effective weed mapping seems within
reach in a commercial version of the system presented in this
work.
V. C ONCLUSION
This work demonstrates it is possible to perform image
acquisition for weed mapping in a 10 m grid for a total
cost ranging from approximately 2.4-6.6 EUR. Somewhat
surprising the suggested tractor based setup seems significantly
cheaper than the ATV setup used in this work.
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Fig. 3: Overview of the 11 mapped fields with regards to their relative size and shape (The red polygon in the upper left of
each plot). The cumulative velocity (blue punctured line) and histograms (red bars) of the velocity distribution for each field
are shown for each field. Table 1 have additional statistics linked via the character A-K naming of each subplot. Subplot shows
the recorded track for the 2.7 ha field G, which is also used by [16].
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Fig. 4: Annuity and ATV service + fuel cost as a function of yearly mapped area.
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RoboWeedSupport - Semi-automated UAS for Cost Efficient High
Resolution in Sub-millimeter Scale Acquisition of Weed Images
Simon L. Madsen, Mads Dyrmann, Morten S. Laursen, Rasmus N. Jørgensen


Abstract— Recent advances in the UAS (Unmanned Aerial
System) safety and perception systems enable safe low altitude
autonomous terrain following flights recently demonstrated by the
consumer DJI Mavic PRO and Phamtom 4 Pro drones.
This paper presents the first prototype system utilizing this
functionality in form of semi-automated UAS based collection of
crop/weed images where the embedded perception system ensures a
significantly safer and faster gathering of weed images with submillimeter resolution. The system is to be used when the weeds are at
cotyledon stage and prior the harvest recognizing the grass weed
species, which cannot be discriminated at the cotyledon stage.

Keywords—Weed Mapping, Integrated Weed Management, DJI
SDK, Automation, cotyledon plants
I. INTRODUCTION

T

ODAY UAS (addressed as drone in the following) are
being used worldwide for weed mapping. Patches of weed
are easy to identify using centimeter pixel resolution and
relatively simple algorithms [1]–[3]. However, to identify and
classify weeds at the cotyledon stage using shape features [4]–
[6], millimeter and sub-millimeter pixel resolution is needed
[7], [8].
R.N. Jørgensen et al. [9] demonstrated off-the-shelf drone
as a user-friendly platform for obtaining high-resolution (submillimeter ground sampling distance) images as input to
automated weed recognition data processing. Weed mapping
are conducted as low altitude (sub-meter) point sampling in
field hot spots, such as headlands, depressions in the terrain
etc. However, R.N. Jørgensen et al. [9] points out collecting
images from sub-meter altitudes are not cost efficient, when
using manual control of the drone, especially in uneven and
undulated fields.
In contrast to classic drone flight planning with the purpose
of making orthographic maps from >20 m altitudes, semiautomated weed mapping requires a special flight planning
tool for controlling the drone. This tool should include an
interface in which the user easily can point and create
waypoints where the drone should collect images. Drone
behavior, such as flight speed, image capture altitude, camera
settings etc. are automated.
In this work flight altitude are controlled by an active height
sensor embedded on a consumer drone with no retrofits. The
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only required input from the pilot is to decide numbers and
locations of waypoints, and avoid obstacles in the flight plan
due to the low altitude flying. The remaining flight control and
image capturing are fully automated.
The system is expected to be used when the weeds are at the
cotyledon stage and prior the harvest recognizing the grass
weed species, which cannot be discriminated at the cotyledon
stage [10].
II. MATERIALS AND METHODS
The aim is to use a consumer drone with an active height
sensor and SDK availability. Experience from S.L. Madsen et
al. [11] showed that the ultrasonic height sensor of the
Phantom 4 (DJI, Shenzhen, China) drone proved too
unreliable to be used for actively adjusting the flight height.
Instead, a DJI Matrice 100 (DJI, Shenzhen, China) retrofitted
with a Velodyne VLP-6 LiDAR (Velodyne LiDAR, Morgan
Hill, USA) had to be used. However, this solution is expensive
and not suited for consumers. Hence, a DJI Phantom 4 Pro
(DJI, Shenzhen, China) drone is chosen as case demonstrator
in this study.
A. Mechanical Setup
The entire setup consists of an iPad Air (Apple Inc.,
California, USA) that communicates with a DJI Phantom 4
Pro drone trough the corresponding remote controller, see Fig.
1.

Fig. 1 Illustration of the iPad with running application and the DJI
Phantom 4 Pro Drone after successful mission completion. Picture
taken during test of the system on February 6, 2017.

The Phantom 4 Pro drone is configured with the default
accessory package, with exception of the battery that have
been replace by the Phantom 4 Series – Intelligent Flight
Battery (5870mAH, High Capacity) (DJI, Shenzhen, China),

Fig. 2 State chart of mobile application during mission execution. The chart show how the application toggles between navigating to waypoint
and the ‘Image capture procedure’.

to ensure a longer flight duration. The Phantom 4 Pro drone is
chosen as the platform, since it includes a better safety system
and ultrasonic height sensor, compared to the older versions in
the Phantom series. The improved ultrasonic height sensor
provides a reliable height measure that is used throughout
mission execution to make altitude adjustments.
In order to ensure sufficient resolution, the image
acquisition height was set to 1 m. This results in an imaging
area of ~1.12 m2 and ~4 pixels mm-1.
B. Mobile and Tablet Application
An iPad with iOS operating system is used as the
application host. The iOS application handles route planning
and is responsible for the image capture procedure. The iOS
application is developed in Objective-C using Xcode (Apple
Inc. California, USA) and the DJI mobile SDK (DJI,
Shenzhen, China). The application is based on the DJI
tutorial, ‘GSDemo’ [12] and modified, so each time a
waypoint is reached the application starts a custom
implemented image capture procedure.
This procedure
consists of two processes: ‘Adjust altitude’ and ‘Take image.
The flow of the waypoint mission is shown in Fig. 2.
The waypoint mission component does not incorporate the
height measures from the active height sensor on the Phantom
4 Pro and is therefore not suited nor able to control the drone
close to the ground (safety system interferes at 2 meters above
ground and below). Instead, the ‘Adjust altitude’ process stops
the waypoint mission temporarily and the iPad application
takes direct control of the drone through the virtual joystick

component. The process is implemented as a control loop that
uses the ultrasonic sensor of the Phantom 4 Pro to adjust the
vertical velocity of the drone with an update frequency of 10
Hz. The adjustment is implemented as a linear function of the
difference in current and desired height, so the drone
deaccelerates as it comes closer to the image capture height.
When the drone is within a ±0.1m of the desired image
capture height the ‘Take image’ process is executed. The
process will take an image of the ground and resume the
waypoint mission. When resuming the mission the flight and
image capture altitude are adjusted to compensate for height
variations in the field.
III. RESULTS
Fig. 3 show the images acquired during a test of the system
performed February 6, 2017 at 1:50 pm. under cloudy and
relatively dull conditions and fixed ISO (= 400) resulting in
exposure times of 1/250 to 1/120 second. The test flight was
performed in a winter wheat field in eastern Jutland, Denmark
(56°12'11.8"N, 10°09'01.8"E). The images are plotted on a
map to show the location in the field where they are captured.
Because of the low altitude, the down force from the drone
rotors created motion blur in the images, in particular for the
winter wheat leave tips. This was not the case in most of the
weed cases due to their close to ground posture.
From pressing “start mission” within the app shown in Fig.
1 on the tablet until the Phantom 4 Pro landed again the drone
operator did not touch the remote control or intervened in any

Fig. 3 Images acquired during test of the system performed February 6, 2017 and uploaded to the RoboWeedSupport cloud as described in
details by P. Rydahl et al. [16] The images are plotted corresponding to the location they were taken.

Fig. 4 Recorded altitude measures of the drone during test flight February 6, 2017. The ultrasonic altitude shows the operational flight height
relative to the ground throughout mission execution. The atmospheric pressure altitude show the flight height relative to the home position and
gives an indication of the variations in the terrain. The areas highlighted in gray indicate the time used in the image capture procedure, whereas
the remainder is used on take-off, navigation between waypoints and end mission action. The plot shows how the software adapts the flight and
capture altitude to height differences in the field.

way until the drone landed again 17 minutes later. This was a
huge relief compare to manually collecting sub-meter images
with a DJI Phantom 4 as demonstrated by R. N. Jørgensen et
al. [9].
Table I summarizes key numbers from the test flight on
February 6, 2017. The numbers show that the system has a
capacity of ~2 images min-1, with an image density of ~5
image ha-1. The table show that the image capture procedure is
highly time consuming which is also apparent by plotting the
recorded altitude of the drone throughout the test flight, see
Fig. 4.
TABLE I
KEY NUMBERS FROM TEST OF THE SYSTEM
PERFORMED ON THE FEBRUARY 6, 2017.
Parameter
Number of images
Set Flight altitude
Set Image capture altitude
Total flight time
Area covered
Distance traveled
Mean time per image (navigation to
waypoint + image capture procedure)
Mean time image capture procedure

Value
29
2.2 meter
1 meter
1028.1 second
~ 6 ha
~ 1900 meter
34.0 ± 4.9 second
18.4 ± 4.5 second

The 29 images were analyzed through manually annotation
and automated software for detection of weeds as presented by
M. Dyrmann et al. [13]. The manual annotation was able to
register 851 occurrences of weeds, whereas the automated
software was able to register 329 occurrences from the
images. An example of the results from the automated weed
detection is shown in Fig. 5.
The detected weeds were also attempted classified using a
modified version of the automated classifications software

presented by M. Dyrmann et al. [5]. However, the
classification did not provide any useable results, since the
quality of images are too low, due to the poor weather
conditions.
IV. DISCUSSION
This study has demonstrated that consumer drones are
capable of being used for semi-autonomous image acquisition
with resolution in sub-millimeter scale. However, experience
from the test of the system has shown two issues that will need
to be handled in future versions of the system: The image
quality, and the overall capacity of the system with respect to
area covered versus time spent.
The quality of the images recorded during test of the system
on February 6, 2017 are sufficient for detection of weeds, but
is not good enough for classification of the weeds. The poor
image quality is probably a result of the cloudy and relatively
dull weather conditions. The experienced image blur could
also be an effect of the relatively high ISO resulting in the
camera grouping pixels together to capture more light. This
issue should be relatively easy to fix, since it only requires
better planning with regard to the weather and other camera
settings on the drone.
It is not surprising that approximately ½ of the flight time is
used on the image capture procedure as seen in Fig. 4 and
Table I, since the procedure is not fully optimized. Pausing the
waypoint mission, descending and ascending the drone and
resuming the mission are all very time consuming, since it
depends on off-drone remote control on the iOS-based iPad. If
this procedure was embedded in the drone’s flight controller
as part of the DJI SDK, the time could probably be halved.
Still the capacity of the drone-based system in this work is

Fig. 5 Results from using the automated weed detection software presented by M. Dyrmann [13]. The red squares show, the locations where
the weeds are detected. The figure also shows that the detection is not perfect, since it fails at detecting some weeds.

rather low compared to the ATV based weed mapping solution
described by Laursen et al. [14]. Assuming the drone-based
system manages to decrease the time of the image capture
procedure by a factor two and the flight time is increased to 30
minutes (maximum flight time listed by DJI [15]), then
approximately 73 images of 1.12 m2 equal to ~82 m2 of the
field can be imaged in one flight. The image area of the ATV
system presented by M. Laursen et al. [14] is approximately ¼
compared to solution presented in this work, but ~1400
images is collected in half an hour covering 14 hectares
resulting in 350 m2 of the field imaged. The ATV solution is
estimated to be a 20,000 EUR investment, in comparison the
solution presented in this study is estimated to approximately
2,200 EUR. This leaves plenty of room for investing in several
consumer drones and reaching the same or higher capacity
than the ATV solution. In addition, the drone does not create
tracks in the fields. Assuming future low cost consumer
drones can fulfill the latter capacity improvements, it will be a
valuable tool in agriculture if linked up with analytics systems
e.g. the RoboWeedSupport cloud system described by P.
Rydahl et al. [16].
The results presented by S.L. Madsen et al. [11] show that it

could be beneficial to use the latest Normalized Difference
Vegetation Index (NDVI) map as a reference, when planning
the spatial distribution of the image acquisition points prior to
flight. This could be implemented by adding the NDVI as a
layer on top of the map in the iOS application. Since the
Sentinel-2 and Landsat satellite imagery is free and relatively
easy to access e.g. ESA Scientific Hub, Amazon AWS,
Google Cloud Platform [17], [18] this feature will be
implemented in future version of the software developed in
this work.
V. CONCLUSIONS
In conclusion, consumer drones like the DJI Phantom 4 Pro
can be used for autonomous image acquisition with submillimeter pixel resolution. However, there are room for
improvements for the proposed solution, such as further
increasing the quality of the acquired images and optimizing
the flight control, in order to increase the capacity of the
system. In order to become a truly valuable weed mapping
tool, the system should ideally be linked with fully automated
weed recognition software and integrated weed management
decision support systems.
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Increasing the motivation of high school students to pursue engineering
careers through an application-oriented active learning boot-camp.
Kjeld Jensen, Mads Dyrmann, Henrik Midtiby.
SDU UAS Center, University of Southern Denmark
ABSTRACT (poster)
Keywords – outreach, boot-camp, drones
The main objective of this work is to increase the motivation of high school students to pursue a career in
engineering. This is achieved through a 3-day university boot camp with a high focus on applying
theoretical knowledge to real world problems, technology development and working in teams. The
learning outcomes are therefore both related to academic/technical topics and to career decisions.
The boot-camp is planned for second and third year high school students and has been developed for and
co-funded by a project named “The Maritime House”. The students are presented to a problem
concerning oil spills floating on the water surface at sea. Working in teams of 4-5 students they develop a
solution for detecting oil spills using a drone carrying a video camera. The project work is divided into
exercises that are spread across the three days. The exercises support the key challenges of the solution:
Developing a drone capable of flying; developing a camera which can be remote controlled by the drone
pilot; developing image processing algorithms capable of detecting artificial oil spills; flying the drone
outdoor recording photos of artificial oil spills; Post processing of the recorded photos to validate the
detection of artificial oil spills.
The exercises are closely related with key elements from the high school curriculum in mathematics and
physics, and are designed to let the students experience the satisfaction of being able to apply theoretical
knowledge previously learned in high school to develop a solution. A description of each exercise are
handed out to the students and introduced by the teacher. Most of these introductions include a recap of
the related theory and a few quick calculation exercises to emphasize the relationship with the problem at
hand. Materials used for the drone and video camera are low-cost, and the software used is open source.
This enables the students to continue working with this after the boot-camp.
The boot-camp has so far been conducted 5 times for 3. year students from technical high schools. At each
boot-camp the students have worked with a high level of enthusiasm, planned free time in the evenings
has been used voluntarily by the students to complete the exercises. It quickly became clear, that an
important prerequisite for getting the students attention is that they to a large degree are capable of
completing the exercises including getting the drone flying. To this end most exercises have been designed
to enable the teacher to support the teams by providing additional elements of the solution as time
progresses.
At 2 out of the 5 boot-camps the students answered a questionnaire. Among other questions they were
asked to rate on a scale of 1-5 how learning, how exciting and how fun the boot-camp has been. The
average ratings of all answers are 4.3, 4.6 and 4.7 respectively. One high school teacher has reported that
out of two boot-camps where he and in total 25 students participated, 6 students (24%) has subsequently
applied for a bachelor in robotics at SDU.
Based on this limited data it is concluded that the boot-camps appear to be a succesful outreach activity.
Further analysis is needed to evaluate to what extent the main objective and learning outcomes have been
achieved. The authors would like to thank Mathias Neerup, Martin Skriver and Miichael Nielsen for their
contributions to developing teaching materials.
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Abstract
This paper presents a method for automating weed detection in colour images despite heavy
leaf occlusion. A fully convolutional neural network is used to detect the weeds. The network
is trained and validated on a total of more than 17,000 annotations of weeds in images from
winter wheat fields, which have been collected using a camera mounted on an all-terrain
vehicle. Hereby, the network is able to automatically detect single weed instances in cereal
fields despite heavy leaf occlusion.
Keywords: Weed Detection, Integrated Weed Management, Deep Learning, Convolutional
Neural Network
Introduction
In order to conduct site specific weed management, detailed information about the weed
infestation regarding position composition within agricultural fields is required. The
composition of weed species can be inferred from images acquired in the field.
When conducting chemical treatment of weeds, it is necessary to know the composition of the
weed species in order to dose the herbicides optimally. When conducting mechanical weed
control, it is necessary to know the location of the crop plants or the weeds in order to protect
the crop plants while being able to remove the weeds effectively with a minimal use of
energy.
In Northern Europe1, cereals2 are the primary crops, accounting for 52% of the total crop area
(Eurostat, 2016). Therefore, being able to detect weeds in cereal fields will be valuable for
precision weed control. However, most current methods for automated detection of weeds are
designed for high value crops or crops with a large row distance, which allow for inspection
between the crop rows, contrary to cereal, which typically is sown with a row distance of only
12cm, which complicate between-row inspections.
Many existing methods for weed detection and classification are based on images that are
segmented using excess green or near-infrared recordings, where each object in the segmented
images is assumed to be a single plant (Pérez et al. 2000, Giselsson 2014). This assumption
may be sufficient in fields with a low degree of overlapping plants. However, for highly
occluded fields, it is necessary to use methods that are capable of detecting weeds despite this
occlusion. Such methods exist, including the methods by Andújar et al. (2012), who uses
ultrasonic sound to estimate weed pressure, and Herrmann et al. (2012), Lottes et al. (2016)
1

Countries defined as Northern Europe by the United Nations Statistics Division: Denmark,
Estonia, Finland, Iceland, Ireland, Latvia, Lithuania, Norway, Sweden and United Kingdom
2
Barley, Durum wheat, Oats, Rye, Wheat and spelt, maslin, Triticale, and other cereals n.e.c.
(buckwheat, millet, canary seed, etc.)

and Dyrmann et al. (2016) for semantic segmentation of weeds and crops. The method
developed by Herrmann et al. uses partial least square discriminant analysis for segmenting
broad and narrows leaved weeds from crops and soil. The method by Lottes et al. is able to
detect weeds in sugar beet fields by using a combination of global and local texture features,
whereas the method by Dyrmann et al. is able to detect weeds in maize fields using a fully
convolutional neural network. Another approach is the one by Laursen et al. (2016), which is
able to quantify the area covered by dicots and monocots in images by analyzing orientations
of leaf edge segments relative to one another.
Common for these methods is that they are not verified to work in cereal fields or that they
are only able to quantify coverage of the crops and weeds, but not identify individual
instances of the weeds.
However, it is important to be able to detect either individual instances of weeds, individual
instances of crops or the crop rows, if the weed control is to be carried out mechanically, or if
the weed species is to be determined using weed classification methods, designed for single
instance classification. The challenge is therefore to find a technique for weed detection that is
able to handle weeds in cereal fields, in which overlapping plants often occur because of
narrow row spacing.
In this paper we present a method for weed instance detection that can detect weeds in highly
occluded cereal fields.
The resulting method is based on DetectNet by Nvidia (Barker, J. et al, 2016), which again is
based on GoogLeNet (Szegedy et al., 2014) that has been modified to a fully convolutional
neural network, thereby producing images rather than labels.
Materials and Methods
In order to train the networks to be able to detect individual plants, a vast amount of training
images are required. The collection of these images is carried out with a camera mounted on
ATVs (All-Terrain Vehicles) as described by Laursen et al., (2016a). This has resulted in a
dataset consisting of 1.427 images from 10 fields, in which 18.541 weeds have been
annotated manually. The annotation of these weeds is made using a web portal, as described
in Rydahl et al. (2016). Here, the user can mark each weed instance in the image and denote
the species of each of the weeds. In this study the weed species are not used, but only the
markings of the location of the weeds in the images, which are translated into a bounding box
for each annotated plant in the images.
The images are subsequently scaled down to 1224x1024 pixels. This size limit is because the
Nvidia TitanX GPU used for training would otherwise run low on memory.

Figure 1 Hand-annotated samples from (left) the training data and (right) the validation data.
Notice the amount of occlusion in the image to the right.
One of the 10 fields is selected for validation and it is thus not included in the training of the
model. By choosing an entire field for validation, we achieve a greater independence of the
test and validation data, compared to a random selection of all the annotated images.
The field that is selected for validation is the field in which the wheat is at the latest growth
stage of the 10 fields. This field has a severe degree of occlusion compared to the others. By
choosing the field in which there is greatest degree of occlusion, we risk reducing the system's
performance, but in return, we make clear one of the big challenges with automatic detection
of weeds, which has to be solved in order to carry out precision weed control in cereal fields.
The validation dataset consists of 153 images, containing 876 annotated weeds.
Image samples from the training and validation-set can be seen in Figure 1.
Network architecture
The convolutional neural network used for training is based on DetectNet by Nvidia (Barker,
J. et al, 2016). It consists of two parts: A fully convolutional neural network and a clustering
function as illustrated in Figure 2. The fully convolutional neural network is trained by
evaluating the errors in predicted bounding boxes and a predicted coverage map, which
indicates detected locations of weeds in the image.
The fully convolutional neural network is based on the GoogLeNet architecture, from which
the input layer and final pooling layer and inner product layer have been removed.
Using an existing network allows one to use pre-trained models to initialize the network
weights. Oquab et al. (2014) show that initializing convolutional neural networks with a
model trained on a different data set causes the network to converge faster despite the fact that
there are only few visual resemblances between the data set used for pretraining and the one
used for training. GoogLeNet was designed for the ImageNet Challenge (Russakovsky et al.
2015). Therefore a model trained on the Imagenet data is used for initializing the weight in
this study.

Figure 2 Network architecture. Input images and hand-made bounding boxed are fed into the
network which produces a coverage map and bounding boxes. Green connections are only
active during training. (after Barker, J. et al, (2016))
Network input and output
Images in which weeds are annotated with bounding boxes are required for training the
network. These bounding boxes are used for generating a coverage map, which shows
whether weeds are present at a given location in the image. This input coverage map for
training is considered the ”ground-truth” that we want the network output to match. The input
coverage map is generated by rounding the corner coordinates of all bounding boxes to the
nearest integer that is divisible by 16. Thereby each bounding box will fill a certain number of
cells in a grid. Each cell in the grid are then assigned to a coverage value of 0 or 1, depending
on whether a bounding box covers the grid cell. If the cell is covered, it is given a value of 1,
otherwise 0. When testing the network, an image is the only required input.
As output, the fully convolutional neural network produces a new coverage map, in which
each pixel corresponds to an area in the input image like for the input coverage map. This
output coverage map shows how much the network believes that a plant is present at this
location in the image.
Along with the coverage map, the network outputs four bounding-box images. Each of these
four bounding-box images contains pixel-values corresponding to the corner-coordinates of
the bounding boxes.
Bounding box clustering
As described above, the network generates an output of five images; One coverage map and
four bounding-box images. Here we will describe how these images are translated into
bounding-boxes that mark the location of plants in the images.

Figure 3. Procedure of the bounding box generation. (a) coverage map produced by network.
(b) threshold of (a). (c) offsets of x1,y1,x2 and y2 relative to white pixels in (b). (d) final
annotated image.
Figure 3 shows an example of a generated coverage map as well as the four bounding-box
images. The first step is to make a binary threshold of the coverage map. The threshold value
is not of great importance, as it is being set before training the network, which means that the
network will be able to adapt its internal biases for the given threshold value. However, after
training the network, the threshold can be lowered, which will cause the network to accept
uncertain detections, or increased, which will cause the network to keep only the most certain
detections.
For each white pixel in the thresholded coverage map, a bounding box is created. Each
bounding box is specified by two coordinates, (x1,y1) and (x2,y2), defining the two opposite
corners of the bounding box. The values of these two coordinates are extracted from the four
bounding box-images, shown in Figure 3(c). The pixel values at a given location in each of
these four images are the offsets of respectively x1, y1, x2 and y4, relative to the location of a
white pixel in the coverage map.
As each cluster in the coverage map consists of several pixels, a lot of bounding boxes are
generated, for each cluster. Therefore, in order to only get one bounding box for each plant,
the bounding boxes are grouped together if the relative difference between the sides of the

rectangles is less than a given threshold. Setting this threshold too high results in multiple
detections of single plants, whereas setting it too low causes overlapping plants to be detected
as one.
Network losses
The fully convolutional neural network and the bounding box predictor are trained
simultaneously, where only the output of the bounding box predictor is used as cost for
training both the network and the clustering function.
The sum of two cost functions is used for optimizing the network weights during the training
phase. These losses are a coverage loss and a bounding box loss. The coverage loss is the
mean square error of the coverage map predicted by the fully convolutional neural network
and the coverage map generated from the annotated data. Because of this loss, all weeds in the
training images must be annotated, as a missing plant in the training data will cause the
coverage loss to increase.

The other loss is the bounding box loss, which is the mean absolute difference of corners of
the predicted bounding boxes and the input bounding boxes.

These losses are calculated for each of the training images, but in order to stabilize the weight
update, the losses are averaged over eight training images.
Evaluation
In order to evaluate the system's ability to detect weeds, we need to set some matrix that
indicates whether a weed is detected or not. To do so, we evaluate the Intersection Over
Union (IOU), which evaluate the common area a detected bounding box and an annotated
bounding box have in common in proportion to the area that the annotation and detection
cover together.
A plant is considered detected if the IOU is greater than ⅓, corresponding to a 50% overlap
for two equal sized bounding-boxes, and if the center of the detection bounding box falls
within the bounding box of the annotation and vice-versa. However, it is not enough to only
consider the average IOU, since the IOU can be high while only few plants are detected.
Therefore, we also measure the precision and recall.
The precision indicates the proportion of true positives relative to all detections. A high
precision means that a large proportion of objects, identified as weeds by the algorithm, are
also annotated as plants in ground truth annotations. The recall, on the other hand, indicates
the proportion of annotated plants that the algorithm has found automatically.
Results
A total of 876 plants were annotated in the 153 validation images. During the evaluation, 406
of these 876 annotated plants were detected automatically by the algorithm. This yielded a
recall of 46.3% and a precision of 86.6%. The average IOU for the accepted detections is
0.64.
The mean size of all the hand-annotated bounding boxes is 12.064 pixels, ranging from 702
pixels for the smallest annotation up to 247.123 pixels for the largest annotation.

However, the mean size of the automatically detected bounding boxes is 15.006 pixels, which
indicates that the algorithm encounters more difficulties in detecting smaller plants than it
does in detecting the larger ones. The mean size of the bounding boxes of the plants that were
not detected, is therefore a bit lower, with an average size of 9.534 pixels.
Samples of the test image where the algorithm fail to detect the plants and detect all the plants
is shown in Figure 4.

Figure 4 Samples from the validation dataset, where the algorithm (a) fails to detect the
weeds and (b) detects all the weeds. The annotations in (a) is hand-made annotations in order
to show the location of the missing plants. The annotations in (b) are made by the algorithm.
Plants that have not been detected, according to the IOU criteria, can generally be divided into
four groups: small plants, plants exposed to heavy occlusion, grasses, and plants where only
part of the plant has been detected.
Figure 5 shows crops of the validation images, which exemplifies each of these cases: (a)
small plant, (b) plant exposed to heavy occlusion, (c) grasses, (d), plants, where only part of it
has been detected.
Testing the method was carried out using an Nvidia TitanX (Pascal) GPU, which was able to
process 20 images per second.

Figure 5 Plants that the algorithm fails to detect. (a) small plant, (b) plant exposed to heavy
occlusion, (c) grasses, (d), plants, where only part of it has been detected. Markings in (a),(b)
and (c) are hand-annotations, marking in (d) is made by the algorithm.

Discussion
Weed instances in cereal fields have been hard to detect automatically, as cereals are sown
with a low distance, causing crops to overlap with weeds. Furthermore, the narrow row
distance makes it hard to use spatial information for detecting the weeds as is possible for
crops sown with larger row spacing, such as maize. Cereal is, however, the main crop in
northern Europe, so to be able to perform precision weed control in cereal fields is essential.
Therefore, one of the greatest accomplishments in this study is the ability to detect weed
instances in winter wheat fields.
The field, which was selected for validation, was a field with a severe degree of occlusion,
which is partly the reason why not all weeds were detected.
It is believed, that the performance can be increased, by training the network with more
images that contain overlapping plants.
When training the network, it is important, that all weeds are annotated in the training data, as
a detection of a plant, that is not annotated, will count as an error, causing the network to
learn invalid pattern in the data. In the training data, which was used in this study, most weeds
are annotated, but not all. A further increase of the recall is therefore expected, if the training
data was fully annotated.
Detecting weeds is, however, not enough to determine optimal herbicide dosages, if the weed
control is to be carried out chemically. In that case the network will be the first step of a twostep operation for determining plant species and weed infestation of fields, where the other
step is an algorithm optimized for classification of the species, such as the method described
in Dyrmann et al., (2016).
When selecting herbicides, it is important that grasses are not be missed by the algorithm, as
grasses are a strong competitor to the crops. However, detecting grasses is a challenge, due to
the many visual similarities grass has with wheat. Further development is therefore necessary
to make the algorithm better at detecting grasses.
Conclusion
In this paper a method capable of detecting weed instances in highly occluded cereal fields
has been presented.
Current methods for weed detection have, so far, had trouble with detecting weed instances in
cereal fields due to heavy leaf occlusion. We addressed this problem of detecting weed
instances in cereal fields by using a fully convolutional neural network that is based on a
modified version of the GoogLeNet architecture. The network has been trained on thousands
of annotated images, which has enabled the network to detect single weed instances in cereal
fields despite heavy leaf occlusion.
Results show that the algorithm is able to detect 46% of the weeds in a field, despite the fact
that large parts of the weeds overlap with wheat plants. The algorithm, however, encounters
problems in detecting very small weeds, grasses, and weeds exposed to a severe degree of
overlap. In addition, the algorithm for large plants has trouble generating optimal bounding
boxes that cover the whole plant.
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Abstract
In order to exploit potentials of 20-40% reduction of herbicide use, as documented by use of
Decision Support Systems (DSS), where requirements for manual field inspection constitute a
major obstacle, large numbers of digital pictures of weed infestations have been collected and
analysed manually by crop advisors. Results were transferred to: 1) DSS, which determined
needs for control and connected, optimized options for control returned options for control and
2) convolutional, neural networks, which in this way were trained to enable automatic analysis
of future pictures, which support both field- and site-specific integrated weed management.
Keywords
integrated weed management, Crop Protection Online, IPMwise, RoboWeedSupport,
convolutional neural networks, automatic determination of weeds
Introduction
Motivated by environmental concern, especially relating to protection of Danish groundwater
resources, political action plans aiming for reducing dependency and use of pesticides have
been executed ted in Denmark since the mid 1980ies. These plans included a wide spectrum
of activities, where design and implementation of ‘decision support systems’ (DSS) were
included to support rational and efficient management of weeds, pests and diseases in
conventional agriculture. While maintaining requirements for agronomical robustness, options
for significant reduction in pesticide use were strived for.
Since 1991, commercialized DSS for IWM have been available in Denmark. Two
commercialized DSS are currently available: 1) ‘Crop Protection Online’ (CPO), which was
released in 2001, and which is distributed by SEGES in Denmark and 2) ‘IPMwise’ (IPMW),
which was released in 2016, and which is distributed by IPM Consult. While CPO may be
perceived as a technical 3 generation tool, IPMW may be perceived as technical 4
generation tool.
rd
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Both DSS originate from a basic idea of adjusting measures for IWM to conditions on farm
and field levels. Without jeopardizing agronomic requirements for robustness in IWM, these
DSS were designed to systematically exploit that: 1) weeds are inhomogeneous distributed in
time and space, 2) some weeds can be ignored, while other weeds need efficient control, 3)
some herbicides can control some weeds sufficiently by use of significantly reduced dose

rates of a single herbicide, while other weeds require two or more herbicides in combination
in relatively high dose rates.
After >25 years of development of methods, which have been integrated in these DSS, and
validated in field experiments, these methods currently constitute a professionally recognized
point of reference on IWM in Denmark among important stakeholders, which include
farmers, crop advisors, agrochemical companies, schools, universities, regulatory bodies,
NGOs, etc. (Jørgensen et al., 2007; Been et al., 2007).
These methods require use of field reports on actual weed infestations, i.e. combinations of
weed species and classes of density growth stages. Upon entering, the DSS will: 1) quantify
needs for control on a weed species level, 2) identify single herbicides, which can meet
identified needs for control, 3) select and optimize (for cost or various index) suitable 2-4 way
herbicide tank-mixtures and 4) present options for treatment (Rydahl, 2004).
Due to lack of innovation in the agrochemical industry, still stricter regulation on pesticides
and increasing problems with pesticide resistance, Directive 2009/128/EC, Annex III (8
general principles), regarding ‘Integrated Pest Management’ (IPM) is already a real necessity
to continue conventional crop production in several combinations of countries and
crops. After integration in IPMW of: 1) measures to prevent/delay additional development of
herbicide resistance and 2) measures for non-chemical weed control, IPMW distinctively
addresses 7 of these general IPM (IWM) principles.
Due to generic qualities in agro-biological modelling and IT basis, IPMW is currently being
customized for professional use also in countries abroad, mainly Norway, Germany and
Spain, and start-up activities are in progress in additional EU countries. In all countries
involved so far, DSS has demonstrated sufficiently robust IWM, and potentials for reducing
the use of herbicides in the range of 20-40% as compared to local ‘best practice’ programs
Reduction (Rydahl, 2004; Tørresen et al., 2004; Sønderskov et al., 2014; Sønderskov et al.,
2015; Montull, 2016). However, in all countries involved, a common recognized major
bottleneck for a wider exploitation of reduction potentials has been identified in terms of
reluctance among farmers to conduct manual field inspections (Jørgensen et al., 2007). As the
total capacity for manual weed inspection is relatively low, most herbicide applications are
still relying on recommendations from crop advisors on the regional level. In order to provide
sufficient control in all fields, such ‘best practice’ recommendations need to be rather
conservative, which explains the potential of the DSS.
The project ‘RoboWeedSupport’ (RWS) was designed to overcome farmer’s reluctance
against manual weed inspections by introducing automatic detection of weeds on a species
level from pictures.
Materials and methods
‘RoboWeedSupport’ (RWS) is also the name of an online tool (roboweedsupport.com), which
has been designed for upload and analyses of digital pictures of weeds, taken in farmer’s
fields by use of various techniques, e.g. handheld-, drone born or ATV born cameras (Laursen
et al., 2017).
Pictures from one field were uploaded to RWS, where elements, which are detected as weeds,
are automatically marked-up (Figure 1). These elements were subsequently classified

(‘annotated’) manually by crop advisors, who determined weed species and accompanying
classes of weed growth stages. Sum stats were automatically provided, which also provided
estimations of weed density (Figure 2).

Figure 1
RWS showing elements in on picture identified automatically as weeds have been marked-up.
The grey tubes show borders of a 0.25 m frame.
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Figure 2
RWS showing a magnified weed element, classified manually as Veronica spp (in Danish:
‘Aerenpris’) with 3-4 leaves. 16 Veronicas were found in the actual picture and 24 in the
whole upload.
Sum stats from analyses were transferred to CPO / IPMW / human advisor, as preferred by
the farmer. Here, needs for control was quantified, and accompanying measures for control
were suggested. Results were sent to the farmer, who uploaded the pictures. In addition,
results from annotations were transferred to a convolutional neural network, which in this way
was trained gradually to enable automatic detection of weeds in future pictures (Dyrmann &
Jørgensen, 2015; Dyrmann et al., 2016a; Dyrmann et al., 2016b).
In case some weeds belonging to a certain group of weeds, could not be determined on a
species level but instead on group levels, e.g. ‘veronica species’, ‘crucifer species’ or ‘grassy
species’, worst-case representatives from these groups according to the design of DSS, were
used as input to the DSS. When submitting this paper, automatic integration between RWS
and DSS was not yet fully operational. In calculations with IPMW, the following general
settings were used: 1) the identified group names ‘fine grasses‘ and ‘coarse grasses’,
respectively, were reported to the DSS as Apera spica-venti and Lolium perenne, 2) use of the
following classes of weed density (pl./m ): Few pl./field, ½-1, 2-10, 11-50, 51-150, 151-300,
301-600, >600, 3) use of IPMW requirements for efficacy targets (Rydahl & Bojer, 2016), 4)
2

optimization and sorting of recommended options for treatment according to cost, 5) no
known already herbicide resistant biotypes of weeds and 6) no selected measures to protect
against herbicide resistance development.

Table 1
Manually and automatically marked-up and detected weeds in 364 pictures of 0,25 m (91 m
in total) which were taken in a 2,72 ha field of winter wheat in Denmark October 2016.
2

Weed species

Manual
Auto
mark-up, mark-up,
manual
manual
determin. determin.

Auto
Auto
mark-up, mark-up,
auto
auto
determin. determin.
(pl./m2) 1)

2

Density
class
reported to
‘IPMwise’
(pl./m2)

Determined species:
Brassica napus L.
1662
625
356
8.61
2-10
Stellaria media
484
6
1
0.02
Few pl/field
Veronica persica
324
325
347
8.38
2-10
Capsella bursa-pastoris
225
354
304
7.33
2-10
Viola arvensis
53
37
39
0.93
½-1
Geranium spp.
43
61
64
1.56
½-1
Myosotis arvensis
29
0
0
0,00
N/A
Tripleurospermum in. L.
7
19
9
0.22
Few pl/field
Trifolium pratense L.
0
0
1
0.02
Few pl/field
Urtica urens L.
0
0
1
0.02
Few pl/field
Solanum nigrum L.
0
13
4
0.09
Few pl/field
Chenopodium album L.x
3
3
2
0.04
Few pl/field
Galium aparine L.
2
6
1
0.02
Few pl/field
Cirsium arvense
2
0
0
0.00
N/A
Lamium spp.
2
46
29
0.71
Few pl/field
Lolium perenne L.
2
0
0
0.00
N/A
Polygonum persicaria L.
1
18
16
0.38
Few pl/field
Sinapis arvensis L.
1
0
0
0.00
N/A
Determined on group level :
‘fine grasses’ 2)
331
11
152
3.67
2-10
‘coarse grasses’ 3)
21
0
1
0.02
Few pl/field
Sums
3,192
1,524
1,327
71.33
Undetermined weeds
1,504
2,481
2,951
32.43
Notes:
1)
To adjust for ‘Undetermined weeds’, calculated densities per m have been multiplied
in the DSS by 2,951 / 1,329 = 2.2238
2)
The group ‘fine grasses’ has been classified for DSS as Apera spica-venti
3)
The group ‘coarse grasses’ has been classified for DSS as Lolium perenne
2

Results
As a >3,500 pictures were taken during the autumn of 2016, analyses have not yet been
finalized, why only provisional results are presented here.
In one winter wheat field of 2.72 ha, an ATV mounted with high-speed camera and flash, was
used to take pictures, using an intended grid size of 10 m. This resulted in 364 pictures
covering at total photographed area of: 364 x 0.25 m = 91 m . The driving speed varied from
a few km/h up to 50 km/h, and it took about 10 minutes to collect the pictures. It subsequently
took about 5 minutes to automatically analyse these pictures by convolutional neural
networks, which resulted into 5 min. x 60 sec./min / 364 pictures = 0.82 sec./picture.
2

2

In Table 1, summary results of 20 weed species detected in this field are presented. These
results were transferred to IPMW as illustrated in Figure 3. Only two of the reported species
(Brassica napus L. and Apera spica-venti) occurred in classes of density, which released
efficacy targets >0.

Figure 3
IPMwise showing the entered field report from Table 1.
In Figure 4, the three cheapest recommendations for control in this field are shown. The
cheapest option was a two-way tank-mixture of significantly reduced dose rates of Express
(500 g/kg tribenuron-methyl) and Lexus (500 g/kg flupyrsulfuron-methyl) plus a non-ionic
surfactant at a total cost of 50.53 DKK/ha, equal to 6.75 Euro/ha and TFI was summarized to
0.33. The expected efficacy of this mixture is also presented, including also efficacy targets as
determined by IPMW (IPM) or eventual overruling of these targets by the user. 38 alternative
1-3 way herbicide compositions were suggested by IPMW for this field, where the most
expensive costed 114.41 Euro/ha.

Figure 4
IPMwise showing the top-3 cheapest options for control, where only 2 species, Brassica napus
L. and Apera spica-venti occurred in densities requiring control
In the RWS project as a whole, about 10,000 pictures taken by hand-held or drone carried
cameras have been collected from a combination historical databases and new pictures from
the project. In total, about 90,000 weed elements have been collected, of which about 25,000
elements have yet been annotated manually (Dyrmann & Jørgensen, 2017). Currently, a total
of >30 broadleaved weed species have now been annotated by >100 weed elements. This
level of manual annotation is presently considered as a minimum level to enable automatic
determination of weeds in future pictures (Dyrman & Jørgensen, 2017)
Discussion
As indicated by results in Table 1, only about 1/3-1/2 of weed elements were determined
manually/automatically. When weeds are overlapping with other plants, systematic underestimations of weed density may be expected. However, according to design of DSS (CPO or
IPMW) (Rydahl, 2004; Rydahl, 2016), only some such imperfections are important, while
others may be automatically corrected for or just ignored, without jeopardizing requirements
for agronomic robustness, according to the DSS design.
Important is, however, not to completely overlook species, which cause serious economic
losses, and/or which require special control measures. Less important is to provide precise
estimates of density, as classes of density in context of the DSS (section Materials and
methods) are relatively broad. Even if the density is classified one class wrong, only relatively
small effects will occur in the output from the DSS. In Table 1, measured densities were
adjusted with a factor to compensate for non-classified elements, assuming that these had the
same distribution among species, as the classified elements. After that the weighted densities
were converted to density classes used in the DSS.
In the project ‘RoboWeedMaPS’ (2017-2020), commercial product chains will be designed
and made operational for real-time and site-specific: acquisition of pictures by high-speed
cameras mounted on tractor with sprayer -> automatic determination of weeds, densities and
weed growth stages -> analyses by DSS of needs for control and accompanying, optimized
treatments -> input to injection sprayer. This concept has many implications for logistics,
technical integrations, speed of processes, etc., which shall be solved during the project. In
this context, the provisional result of <1 sec. for analyses of 1 picture seems prosperous.

Conclusion
In order to exploit well-known potentials of 20-40% reducing the input of herbicides in field
crops, by exploiting also well-known interactions between crops, weeds, control measures and
additional conditions on farm and field levels as integrated in DSS for IWM, the project
RoboWeedSupport addresses the challenge of avoiding needs for manual field inspections for
weeds, which is a dominating and well-known bottleneck for a wider exploitation of these
potentials.
This is done by introducing analysis of digital pictures to determine weed infestations on a
field level in terms of connected datasets on weed species and classes of weed density and
weed growth stages. Results were used to: 1) send a report on weed infestation and suggestion
for control by use of DSS (CPO / IPMW) or as recommended by a crop advisor to the farmer
2) train convolutional neural networks to gradually enable and improve automatic
determination of weeds.
Provisional results from automatic analyses indicate that sufficiently robust and fast automatic
detections can be made, which very soon can be made operational for use on a field level.
During the next 4 years efforts will be made in the successor project ‘RoboWeedMaPS’ to
enable monitoring, processing and application of measures for IWM in real-time and sitespecifically for commercial use.
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