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Summary

This thesis consists of three self-contained chapters on financial risk management and asset
allocation. Each of the chapters deals with different methods for quantifiying the expected
risks and returns of financial assets through time. The quantification of expected risks and
returns is essential for practical portfolio management as the optimal dynamic portfolio
strategy is essentially proportional to the expected return-to-risk ratio1 in the presence of
time-varying risks and returns as described in Merton (1971, 1973).

To the extent that the time-varying risks and returns can be forecasted, the optimal
strategy is to have a higher risky assets exposure when the expected return-to-risk ratio
is high and to have a lower risky assets exposure when the expected return-to-risk ratio
is low. The first two chapters deal exclusively with the question of time-varying risks
whereas chapter three is focused on both time-varying risks and returns.

The first chapter investigates methods for making short-term one-day Value at Risk
forecasts. The forecasts of the Historical Simulation with Fully Flexible Probabilities (HS-
FFP) method of Meucci (2010, 2013) are compared with forecasts from standard Historical
Simulation models, GARCH models, and the RiskMetrics model.

The standard Historical Simulation methodology uses a rolling window of the last 250
or 500 daily returns as the input for calculating the Value at Risk forecast. It is a simple
and fast procedure that can easily be implemented in very high-dimensional settings for
portfolios containing, for instance, hundreds of different financial assets. The method has,
however, been commonly criticized in the academic literature for its lack of responsiveness
to changes in risk which can cause the method to underestimate risks in periods of high
risk and to overestimate risks in periods of low risk.

To improve upon the standard Historical Simulation method, the Historical Simulation
with Fully Flexible Probabilities method weighs past returns flexibly based on either the
time they occurred, the state of the market when they occurred, or a combination of
the two. The state of the market is measured by observable state variables such as the
price-earnings ratio, implicit volatility, or macroeconomic growth indicators.

The results of the empirical study on Value at Risk forecasts for the S&P 500 index
show that the HS-FFP methodology is indeed able to improve upon the standard Historical

1But with corrections for the risk aversion of the investor and for a hedge demand stemming from
time-varying investment opportunities.
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Simulation method as some of the HS-FFP models satisfy the Conditional Coverage tests,
while the standard Historical Simulation model does not. The results further show that
the volatility-based GARCH models perform the best and thus, if the dimension of the
portfolio permits it, they should be preferred over the HS-FFP models.

The second chapter is concerned with risk forecasts at the 5, 10, and 20 day horizon.
Based on the results on the outperformance of volatility-based models of the first chapter
the second chapter focuses on forecasts from several popular multivariate volatility models.

The chapter investigates the possibility of forecasting the maximum drawdown risk of
a portfolio of financial assets. The maximum drawdown is the maximal loss from peak to
trough of an investment over a given period, and it is a commonly used risk measure in
investment practice. The historical maximum drawdown has the disadvantage that it is
inherently backward-looking and thus it is not suitable for ex ante risk management.

To obtain a forward-looking drawdown risk measure we focus on the time-varying
predictive distribution of maximum drawdowns and summarize the risk by the Conditional
Expected Drawdown risk measure of Goldberg & Mahmoud (2014) that is the tail-mean
of the predictive maximum drawdown distribution.

When we investigate the possibility of forecasting the time-varying drawdown distri-
bution we find that from a statistical perspective the drawdown distribution can be sat-
isfactorily forecasted at the 5 and 10 day horizon using the multivariate volatility models
whereas a 20 day forecast should be used with some care.

The results further show that the portfolio drawdowns can be controlled on the basis
of the forecasts and that more than half of the portfolio’s maximum drawdown during the
Financial Crisis could have been avoided by following the drawdown-controlled strategy.
Furthermore, the results indicate that a drawdown-controlled strategy is able to deliver
improved risk-adjusted performance compared to an uncontrolled strategy in the presence
of transaction costs.

In the third chapter the focus is on predicting both expected risks and expected returns.
By using again the non-parametric Flexible Probabilities approach but with some new
state variables this chapter studies an asset allocation strategy that allocates between the
S&P 500 index and T-bills depending on the predictive distribution of stock returns.

The state variables used in the study are either new to the return predictability and
asset allocation literature or have been recently introduced. The variables fall in three
overall categories: the first type of variables are macroeconomic variables related to the
growth of the US economy. The second type is risk-based indicators of financial stress
and the comovements of different assets, and the third type of indicators are stock market
momentum and trend-based indicators.

While there is consensus in the academic literature that returns are predictable in-
sample, a number of papers and most notably Welch & Goyal (2008) cast doubt on
the notion of out-of-sample return predictability as they demonstrate that most of the
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traditional returns predictors perform worse than the historical mean in out-of-sample
forecast tests. In the wake of this finding a number of papers have tried to improve on
the traditional return forecasts by taking into account the considerable uncertainty and
instability surrounding the underlying connection between the predictors and expected re-
turns. These improvements are, for instance, related to model combinations, time-varying
parameters, forecast restrictions, and different return regimes.

We add to this literature by considering new return predictors and by using the Flex-
ible Probabilities approach that does not rely on specific parametric distributions, that
allows for potentially non-linear dependencies, and that guards against model and mis-
specification risks by combining the different predictor variables.

The results show that the combined Flexible Probabilities model forecasts deliver size-
able improvements relative to the historical mean benchmark model with improvements in
certainty equivalent returns of more than 300 basis points annually as well as improvements
in point and distributional forecasts.
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Dansk Resumé

Denne afhandling består af tre uafhængige kapitler om finansiel risikostyring og aktiv-
allokering. Hvert kapitel omhandler forskellige metoder til at kvantificere forventet risiko
og afkast for finansielle aktiver over tid. Kvantificeringen af forventet risiko og afkast er
essentiel for praktisk porteføljestyring, da den optimale dynamiske porteføljestrategi basalt
set er proportional med det forventede afkast-risiko forhold2 under tidsvarierende risiko
og afkast som beskrevet af Merton (1971, 1973).

I det omfang at tidsvarierende risiko og afkast kan forudsiges, er den optimale strategi
således at have en høj eksponering til risikoaktiver, når det forventede afkast-risiko forhold
er højt og at have en lav eksponering til risikoaktiver, når det forventede afkast-risiko for-
hold er lavt. De første to kapitler arbejder udelukkende med spørgsmålet om tidsvarierende
risiko, hvorimod kapitel 3 er fokuseret på både tidsvarierende risiko og afkast.

Det første kapitel undersøger metoder til at danne kortsigtede endags Value at Risk for-
udsigelser. Forudsigelserne fra Historisk Simulering med Fuldt Fleksible Sandsynligheder
(HS-FFS) metoden fra Meucci (2010, 2013) sammenlignes med forudsigelser fra standard
Historisk Simulering modeller, GARCH modeller og RiskMetrics modellen.

Ved standard Historisk Simulering anvendes et rullende vindue af de sidste 250 eller
500 dages afkast som input til beregningen af Value at Risk estimatet, og det er en simpel
og hurtig metode, der let kan implementeres for meget højdimensionelle porteføljer, der
eksempelvis indeholder flere hundrede finansielle aktiver. Metoden kritiseres dog ofte i
den akademiske litteratur for dens mangelfulde reaktion på ændringer i risiko, der kan
lede metoden til at underestimere risikoen i perioder med høj risiko og til at overestimere
risikoen i perioder med lav risiko.

For at forbedre standard Historisk Simulering vægter Historisk Simulering med Fuldt
Fleksible Sandsynligheder de historiske afkast fleksibelt, baseret på enten hvornår de fandt
sted, markedstilstanden da de fandt sted eller en kombination af de to muligheder. Mar-
kedstilstanden måles ud fra observerbare tilstandsvariable såsom pris-indtjenings multip-
len, implicit volatilitet eller makroøkonomiske vækstindikatorer.

Resultatet af det empiriske studie af Value at Risk forudsigelser for S&P 500 indekset
viser, at HS-FFS metoden er i stand til at forbedre standard Historisk Simulering, idet

2Men med korrektioner for investors risikoaversion og for en forsikringsefterspørgsel der stammer fra
tidsvariende investeringsmuligheder.
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nogle af HS-FFS modellerne består Conditional Coverage testene, mens standard Historisk
Simulering ikke består testene. Resultaterne viser endvidere, at de volatilitetsbaserede
GARCH modeller har den bedste performance, og derfor at de, hvis porteføljedimensionen
tillader det, bør foretrækkes frem for HS-FFS modellerne.

Det andet kapitel omhandler risikoprognoser på 5, 10 og 20 dages horisonter. Base-
ret på resultaterne angående den bedste performance fra volatilitetsbaserede modeller fra
kapitel 1 fokuser kapitel 2 på prædiktioner fra forskellige populære multivariate volatili-
tetsmodeller.

Kapitlet undersøger muligheden for at forudsige den maksimale drawdown-risiko for en
portefølje af finansielle aktiver. Maximum Drawdown er det maksimale tab fra top til bund
for en investering over en given tidsperiode, og det er et ofte anvendt risikomål i praksis.
Det historiske Maximum Drawdown har den ulempe, at det er naturligt bagudskuende,
og derfor er det ikke særligt velegnet til ex ante risikostyring.

For at opnå et fremadskuende drawdown risikomål fokuserer vi på den tidsvarierende
prædiktive fordeling for Maximum Drawdown og opsummerer risikoen ved Conditional
Expected Drawdown risikomålet fra Goldberg & Mahmoud (2014), der er halemiddelvær-
dien af den prædiktive Maximum Drawdown fordeling.

Når vi undersøger muligheden for at forudsige den tidsvarierende Maximum Drawdown
fordeling, finder vi, at man ud fra et statistisk perspektiv kan forudsige drawdown forde-
lingen tilfredsstillende på 5 og 10 dages horisonter med multivariate volatilitetsmodeller,
hvorimod man skal være forsigtig med 20 dages forudsigelser.

Resultaterne viser endvidere, at porteføljens drawdowns kan kontrolleres ud fra draw-
down forudsigelserne, og at mere end halvdelen af det maksimale drawdown i Finanskrisen
kunne være undgået ved at følge en drawdown-kontrolleret strategi. Ydermere indikerer
resultaterne, at en drawdown-kontrolleret strategi er i stand til at levere en forbedret ri-
sikojusteret performance sammenlignet med en ukontrolleret strategi, når der tages højde
for transaktionsomkostninger.

I det tredje kapitel fokuseres der på både at forudsige forventet risiko samt forventet af-
kast. Ved igen at anvende den ikke-parametriske Fuldt Fleksible Sandsynligheder metode,
men med en række nye tilstandsvariable, studerer dette kapitel aktivallokeringsstrategier,
der allokerer mellem S&P 500 indekset og korte obligationer afhængigt af den prædiktive
aktieafkastsfordeling.

De anvendte tilstandsvariable er enten nye i afkastforudsigeligheds- og aktivallokerings-
litteraturen eller er blevet introduceret for nyligt. Tilstandsvariablene falder inden for tre
overordnede kategorier: den første type af variable er makroøkonomiske variable relateret
til den amerikanske vækstrate, den anden type variable er risikobaserede indikatorer for
finansielt stress og samvariationen af forskellige aktiver, og den tredje typer indikatorer er
aktiemarkedsbaserede momentum- og trendindikatorer.

Mens der er konsensus omkring in-sample afkastforudsigelighed i den akademiske lit-
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teratur, er der en række artikler heriblandt Welch & Goyal (2008), der sår tvivl om out-of-
sample afkastforudsigelighed, idet de demonstrerer, at de fleste traditionelle afkastprædik-
torer leverer dårligere forudsigelser end det historiske gennemsnitsafkast i out-of-sample
tests. I kølvandet på disse resultater har en række artikler forsøgt at forbedre forudsigelser-
ne fra de traditionelle afkastprædiktorer ved at tage højde for den betydelige usikkerhed og
instabilitet vedrørende den underliggende sammenhæng mellem de forskellige prædiktorer
og forventede afkast. Disse forbedringer er for eksempel relateret til modelkombinationer,
tidsvarierende parametre, restriktioner på forudsigelserne og forskellige afkastregimer.

Vi bidrager til denne litteratur ved at anvende nye afkastprædiktorer og ved at anvende
Fuldt Fleksible Sandsynligheder, der ikke afhænger af specifikke parametriske fordelinger,
kan tage højde for potentielle ikke-lineære afhængigheder og mindsker model- og misspe-
cifikationsrisiko ved at kombinere de forskellige prædiktorvariable.

Resultaterne viser, at forudsigelserne fra de kombinerede Fleksible Sandsynligheds-
modeller leverer markante forbedringer relativt til benchmarkmodellen, der anvender det
historiske gennemsnit, med forbedringer i sikkerhedsækvivalente afkast på mere end 300
basispoint årligt samtidigt med forbedringer i punkt- og fordelingsmæssige forudsigelser.
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Wise men say, and not without
reason, that whoever wished to
foresee the future might consult
the past.

Niccolo Machiavelli

Those who cannot remember
the past are doomed to repeat
it.

George Santayana 1
Backtesting Historical Simulation with Fully

Flexible Probabilities

Jesper Bo Pedersen
Aarhus University & Formuepleje

The Historical Simulation with Fully Flexible Probabilities technique introduced in
Meucci (2010, 2013) is a flexible nonparametric way to model the distribution of the future
portfolio value by suitably weighting past realizations of the risk drivers. The method
generalizes the popular Historical Simulation method by putting non-equal weights on
past realizations by either time conditioning, state conditioning or a combination.

The purpose of this paper is to investigate whether it is possible to use the Historical
Simulation with Fully Flexible Probabilities methodology as an alternative to volatility-
based models for daily risk forecasts. To this end, the resulting Value at Risk predictions
for the S&P 500 index over the period 2005-2014 are backtested and compared to bench-
mark alternatives such as Historical Simulation, RiskMetrics, and GARCH models.

Keywords: Risk management, historical simulation, Fully Flexible Probabilities, economic
state variables, Kullback-Leibler divergence.

JEL classification: C1, G11.
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1.1 Introduction

This paper deals with Historical Simulation methods which are methods to model the
risks of investment portfolios over future short term periods. In its most basic and most
popular implementation Historical Simulation is used to characterize the risks of a given
portfolio by using the empirical distribution of historical portfolio changes. These portfolio
changes are calculated using current portfolio holdings over a rolling window of historical
realizations with a length of typically 250 or 500 days.

The Historical Simulation method is very popular in practice (Berkowitz & O’Brien
2002, Mehta et al. 2012, Pérignon & Smith 2010) for a number of reasons. First, it is a
non-parametric method and therefore does not rely on specific parametric distributions
and dependence structures. Second, it is a method which is relatively simple to imple-
ment as no estimations have to be made. Third, it is possible to implement Historical
Simulation for very high-dimensional portfolios of the order of several thousand securities
where parametric alternatives such as GARCH models may not be possible to use due to
the vast amount of parameters to be estimated.

The Historical Simulation method is, however, commonly criticized in the academic
literature. Among others Pritsker (2006), Berkowitz & O’Brien (2002) and Campbell
(2005) criticize the Historical Simulation method for a lack of “conditionality” which leads
to underresponsiveness to risk changes. This problem with the Historical Simulation
method can be seen in figure 1.1, which shows the one day Value at Risk (VaR) at a
99% confidence level for the S&P 500 index using the Historical Simulation method with
a rolling window of 250 days. It can be seen that the VaR exceedances, which are returns
more negative than the predicted VaR and marked with red squares in the graph, appear
to be clustered in time and not randomly spread across the sample as one should expect
to see if the method had the correct conditional coverage (Christoffersen 1998).

Focusing on the period leading up to the Financial Crisis in 2008 we see a large cluster
of exceedances and that the predicted Value at Risk given by the black line reacts quite
slowly to increases in risk. Furthermore, it is seen that as the crisis comes to an end and
volatility reverts to more normal levels, the predicted Value at Risk remains too high for
an extended period of time resulting in a long period with no exceedances and much too
high risk estimates.

As explained above, the Historical Simulation technique is inoptimal seen from a sta-
tistical perspective, but it is also inefficient seen from an economic perspective. Too low
risk forecasts mean that too small economic buffers might be in place, which thereby
exposes the investor to the risks of large unforeseen losses. Too high risk estimates can
also be costly as it results in an inefficient use of capital that could potentially have been
employed more profitably elsewhere.

The Historical Simulation with Fully Flexible Probabilities (HS-FFP) methodology
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introduced in Meucci (2010, 2013) adds “conditionality” by weighing past portfolio changes
non-equally and therefore might be able correct the problem with the simple Historical
Simulation. The weighting of past scenarios is either based on the time they occurred, the
state of the market when they occurred, or a combination of the two. The different ways
to do the weighting will be detailed in the next section.

The HS-FFP methodology incorporates many of the advantages of the simple Historical
Simulation method. It is a semi-parametric methodology1 without the need for simulations
and risk numbers can therefore be calculated quite fast. Also, as the probability assigned to
past scenarios is common across risk factors, the method can be implemented easily and
robustly in high-dimensional problems. Finally, the potentially complex tail behaviour
of the risk factors is captured by time or state-conditioned scenarios, which might be
an interesting alternative approach compared to modelling dependence solely by (time-
varying) correlations.

In Meucci (2010, 2013) the theoretical aspects of the HS-FFP framework are laid out
and illustrated with simple examples. There are, however, no empirical implementations
and comparisons to popular benchmark alternatives such as simple Historical Simulation,
RiskMetrics, and GARCH models.

To shed light on the performance of the HS-FFP methodology the main contribution of
this paper is therefore to empirically test whether the HS-FFP method is able to properly
model the time-varying risk of the broad US stock market as represented by the S&P 500
index and therefore if it is possible to obtain conditional coverage without the use of a
conditional volatility model. We will also test if the HS-FFP method provides results that
are comparable to benchmark models such as RiskMetrics and GARCH models. Finally,
we investigate how the Flexible Probabilities should be specified to obtain the most correct
description of the risks of the S&P 500 and which state variables perform the best.

The rest of the paper is organized as follows. The next section describes the model
setup of the HS-FFP methodology as well as the benchmark models. Section 1.3 describes
the data on the economic state variables employed in the empirical study. The backtesting
procedure is introduced in section 1.4 and section 1.5 covers the results of the backtesting
exercise. Finally, section 1.6 concludes.

1.2 Model setup

The Historical Simulation with Fully Flexible Probabilities methodology is developed in
Meucci (2010, 2013) and the following subsections review the involved techniques drawing
heavily on these two papers.

1The method is not completely non-parametric as the implementation still requires choices of hyperpa-
rameters such as window lengths, kernel bandwidths, and conditioning ranges as will be explained in the
next section.
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Figure 1.1: One day 99% Value at Risk for the S&P 500 index over
the period from 2001 to 2014 using standard Historical
Simulation with a window of 250 observations.

1.2.1 Flexible Probabilities

The HS-FFP methodology takes its offset in a set of n joint “invariants” εt ≡ (ε1,t, . . . , εn,t)
which are variables that are approximately independently and identically distributed (i.i.d.)
across time and drive the risks of the portfolio under consideration. Examples are logarith-
mic stock returns, interest rate changes, and increments of log-implied volatility surfaces.
A thorough description can be found in Meucci (2011).

It should be emphasized that these variables are not likely to be exactly i.i.d., but are
more likely to have time-dependent conditional distributions. One reason is that most
financial time series are heteroscedastic, i.e. they exhibit volatility clustering. This is the
main reason why the simple Historical Simulation method fails as it is unable to properly
correct for time-varying volatility. Volatility-based models such as GARCH models or
the RiskMetrics approach correct for volatility clustering by tracking the changes in short
term volatility and scaling returns by the estimate of conditional volatility.

If a Historical Simulation method is to work, it seems clear that past scenarios should
be given non-equal weights, as the equal weighting reacts too slowly to risk changes. For
instance, in periods of high volatility more emphasis should be put on past scenarios
where volatility was also high. One advantage of the Flexible Probabilities framework is
that the conditioning can also be based on variables other than the conditional volatility.
For instance, credit spreads and liquidity might carry additional information that is not
explained by conditional volatility only. Putting non-equal weight on past scenarios is the
main feature of the HS-FFP methodology and the procedure will be explained below.
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At the current date t̄ the distribution of the next period’s invariants is represented non-
parametrically by using the time series of past realizations of the invariants as forward-
looking scenarios with probabilities assigned to each past scenario {pt}t̄t=1 such that we
may write the distribution of the next period’s invariants as

εt̄+1 =


ε1,t̄+1

...
εn,t̄+1

 ∼
εt ≡


ε1,t
...
εn,t

 , pt

t̄

t=1

.

The Flexible Probabilities framework thus generalizes the standard empirical distribution
by putting non-equal weight on each observation instead of the normal weight of 1/t̄.
Graphically, the distribution of the next period’s invariants can be represented by a t̄× n
panel of past scenarios of the invariants plus a t̄× 1 vector of probabilities.

In order to obtain the profit and loss distribution of the portfolio for the next period,
we map the invariants, scenario by scenario, through the pricing functions π (·) of the
instruments in question to obtain the profit and loss distribution. This distribution is also
of the Flexible Probabilities type

Πt̄+1 = π (εt+1) ∼ {π (εt) , pt}t̄t=1 .

The pricing functions could, for instance, be the fixed income duration-convexity approxi-
mation or the delta-gamma-vega approximation used in derivatives trading or alternatively
full repricing functions could be used. Details are again given in Meucci (2011).

Having obtained the predicted distribution of the profit and loss many different risk
numbers can then be calculated without resorting to any kind of simulation. Particularly,
the 1 day Value at Risk at confidence c can be calculated. The 1 day Value at Risk with
confidence c is simply a quantile of the next period’s profit and loss distribution and can
be defined implicitly from the equation

P
(
Πt̄+1 < V aRct̄+1|Ft̄

)
= 1− c,

where Ft̄ denotes the information set at time t̄ and VaR has been defined as a quantile of
the profit distribution and not as a quantile of the loss distribution.

In the HS-FFP methodology the 1 day VaR with confindence c can be calculated as

V aRct̄+1 = max {π (εt̄)} such that
∑

π(εt̄)≤V aRct̄+1

pt̄ ≤ 1− c.

Meucci (2013) describes a number of ways to specify the Flexible Probabilities pt and
these will be summarized in the following sections.
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1.2.1.1 Time conditioning

The simplest way to specify the Flexible Probabilities based on time is the rolling window
approach. This method is identical to the standard Historical Simulation method where
all observations belonging to a rolling window of length τ are given equal weight and all
observations outside the window are given zero weight such that

pt|t̄ ≡ prollt ∝

1 if t > t̄− τ

0 otherwise

where the proportionality symbol ∝ means that the probabilities are rescaled to sum to
1. As already described one inherent problem with the rolling window approach is that it
reacts too slowly to changes in risk.

One way to make the time-conditioned Flexible Probabilities more responsive to risk
changes is to make use of exponential smoothing with a half-life of τ such that recent
scenarios are assigned a higher weight than older scenarios. The exponential smoothing
also employed in the RiskMetrics approach gives rise to a GARCH-like weighting of past
scenarios with weights given by

pt|t̄ ≡ pexpt ∝ e−
ln 2
τ

(t̄−t).

Time-weighting based on exponential smoothing was first introduced in Boudoukh et al.
(1998) and is also known as Weighted Historical Simulation.

The resulting probability weights from time conditioning using rolling windows or
exponential smoothing are demonstrated in the upper two panels of figure 1.2. The panels
show the probability weight for each of the historical observations starting from the first
observation at the leftmost point in the figure. The rolling window approach assigns zero
weight to the first observations as they are outside of the rolling window and then as
the observations enter the rolling window, the weights change sharply and all remaining
observations are given equal weight. The exponential weighting can be seen to be a more
smooth alternative where the observations are given an increasingly higher weight the
more recent they are.

1.2.1.2 State conditioning

An alternative to weighting past observations based on the time of occurrence is to weight
them according to the state of the market at the time of occurrence. The measurement of
the market state could, for instance, be based on stock market volatility as measured by
the VIX, economic fundamentals using the OECD Composite Leading Indicator (CLI), or
financial stress as measured by the TED spread.

The probabilities can be conditioned on the market state by using “crisp conditioning”.
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Figure 1.2: Probability vectors stemming from time conditioning
by rolling window and exponential smoothing along
with state conditioning based on crisp and kernel con-
ditioning using a 25% range. z is the VIX and z∗ de-
notes its current level.

Here, all scenarios where the conditioning variable zt is within a given percentage range
R (z∗) around the target value z∗ are given equal probability and the remaining scenarios
are given zero probability.

The range is chosen such that it contains α percentage probability symmetrically
around the target value unless the target range hits the upper or lower bound of the
historical range of z. In this case the upper or lower bound of the target range is set to
the upper or lower bound of the historical range. We can write the crisp probabilities as

pt|z∗ ≡ pcrispt ∝

1 if zt ∈ R (z∗)

0 otherwise
.

A smoother way to do state conditioning is to assign probabilities using kernel smoothing
where each scenario is given a probability according to the distance from the target value
z∗ and where the distance is measured using either a Gaussian or exponential kernel such
that

pt|z∗ ≡ pkert ∝ e−|zt−z∗|
γ/h. (1.2.1)

In the above expression γ is a constant which controls the type of kernel where γ = 1 is
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an exponential kernel and γ = 2 gives rise to a Gaussian kernel. The parameter h is the
bandwidth which controls the smoothness of the assigned probabilities.

The three lower panels of figure 1.2 demonstrate state conditioning using crisp con-
ditioning and kernel smoothing for the S&P 500 where the conditioning variable is the
VIX. We see that all historical observations where the VIX is within the given percentage
range around the current value receive the same weighting and the remaining observations
receive a zero weighting in the case of crisp conditioning. We further see that the kernel
conditioned weights are smoother since observations with VIX closer to its current level
receive a gradually higher weighting.

1.2.1.3 Joint time and state conditioning

As the previous subsections have shown, the Flexible Probabilities can be conditioned
both on the time they occurred or on the state of the market at the time they occurred.
At times it might be beneficial to combine the two approaches. For example, when doing
state conditioning, more recent observations might be more trustworthy such that the
state conditioning should be combined with an exponentially decaying prior.

To combine state and time conditioning the Entropy Pooling approach of Meucci (2008)
can be used in the following way. First, the probabilities are set using crisp conditioning

pcrispt ∝

1 if zt ∈ R (z∗)

0 otherwise

and then the “crisp” mean and standard deviation of the conditioning variable are calcu-
lated as

µ|z∗ =
t̄∑
t=1

ztp
crisp
t and σ|z∗ =

√√√√ t̄∑
t=1

z2
t p
crisp
t − (µ|z∗)2.

Third, we set the restriction that the Fully Flexible probabilities should match the “crisp”
moments in the following way

V|z∗ :


∑t̄
t=1 ptzt = µ|z∗∑t̄
t=1 ptz

2
t ≤ (µ|z∗)2 + (σ|z∗)2 .

(1.2.2)

Fourth, we set an exponentially decaying prior

pexpt ∝ e−
ln 2
τ

(t̄−t) (1.2.3)

and then by Entropy Pooling we calculate the resulting state and time conditioned Flexible
Probabilities by minimizing the Kullback-Leibler divergence (Kullback & Leibler 1951) or
relative entropy between the Flexible Probabilities and the exponentially decaying prob-
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Figure 1.3: Combining time and state conditioning via Entropy
Pooling.

abilities under the constraints V|z∗ such that the Flexible Probabilities are given as

p|z∗ ≡ argmin
p∈V|z∗

E (p,pexp) .

Here, the notation p ∈ V|z∗ means that the probabilities satisfy the constraints V|z∗ and
the relative entropy between the Flexible Probabilities and the exponentially decaying
prior is given by

E (p,pexp) ≡
t̄∑
t=1

pt ln (pt/pexpt ) .

An example of combined time and state conditioning can be seen in figure 1.3. Here,
the top panel shows the conditioning variable, the VIX, along with its current value and
the next panel shows the resulting crisp probabilities for a range of 25% around the target
value. In the third panel the probabilities of the exponentially decaying prior are shown
and finally the last panel contains the posterior Fully Flexible Probabilities. Visually, they
can be seen to combine features of both the crisp probabilities as well as features of the
exponentially decaying probabilities.

As explained in Meucci (2013) this conditioning procedure using relative entropy results
in posterior probabilities that are a mixture of the exponentially decaying prior in (1.2.3)
and the kernel conditioning in (1.2.1) with optimal bandwidth and center. Furthermore,
by setting the inequality constraint on the second moment in (1.2.2) the optimal kernel is
allowed to switch between the best Gaussian and best exponential kernel.
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1.2.1.4 Multiple state variables

Typically, more than one conditioning variable is available and therefore it might be
preferable to combine the informational content from each of the conditioning variables
z1, . . . , zq̄. We can do this by letting the combined Flexible Probabilities pcomb be a
weighted average of the Flexible Probabilities stemming from the conditioning on each
of the state variables. As proposed in Meucci (2013) this weighting can either be in the
form of a linear weighted average

pcomb = w1p|z∗1 + · · ·+ wq̄p|z∗q̄

or in the form of a log-linear weighted average

lnpcomb ∝ w1 lnp|z∗1 + · · ·+ wq̄ lnp|z∗q̄ .

The weighting of each of the state variables will be done in two different ways as will be
explained below.

Equal weighting In the above mixing procedure a weight has to be placed on each
model and the simplest choice for the weight of each conditioning variable is the equal
weight

wq = 1
q̄
, q = 1, . . . , q̄.

The equal weight procedure is simple and robust and is often found to be difficult to beat
using more complex combination schemes (Timmermann 2006).

Diversity-based weighting Meucci (2013) proposes another set of weights. These
weights are based on i) the degree of conditioning employed in each set of Flexible Proba-
bilities as well as ii) the similarity between the given set of Flexible Probabilities and the
remaining sets of Flexible Probabilities.

To measure the degree of conditioning the Effective Number of Scenarios from Meucci
(2012) is used:

T ≡ e−
∑t̄

t=1 pt ln pt .

If the conditioning is minimal in the sense that all scenarios are equally weighted pt = 1/t̄
then the Effective Number of Scenarios is maximal at T = t̄. If, on the other hand, the
degree of conditioning is maximal in that all weight is placed on one scenario only, then
the Effective Number of Scenarios is minimal with T = 1.

To measure the similarity between the different sets of Flexible Probabilities the Bhat-
tacharyya coefficient (Bhattacharyya 1943) for any pair of Flexible probabilities (pq,pr)
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is computed as

bq,r ≡
t̄∑
t=1

√
pt,qpt,r

and the Hellinger distance (Hellinger 1909) can be computed as

dq,r ≡
√

1− bq,r.

The Diversity Index of each set of Flexible Probabilities is then defined as the average of
the Hellinger distances between the given set and all the remaining sets

Dq ≡
1

q̄ − 1
∑
r 6=q

dq,r.

With the degree of conditioning measured by the Effective Number of Scenarios Tq and
the similarity to the remaining sets measured by the Diversity Index Dq the final weights
can be calculated as

wq = TqDq∑q̄
r=1 TrDr

, q = 1, . . . , q̄

such that each set of Flexible Probabilities is given a higher weight if it is based on a
high Number of Effective Scenarios or if it is dissimilar to the remaining sets of Flexible
Probabilities.

1.2.2 Benchmark models

The following benchmark models will be considered in the empirical study. First, we
implement the standard Historical Simulation method with a rolling window of 250 or 500
days. Secondly, we investigate different conditional volatility models of the GARCH class
and finally we also implement the RiskMetrics model.

1.2.2.1 GARCH models

GARCH(1,1) The GARCH(1,1) is the benchmark GARCH model and was introduced
in Bollerslev (1986). Here, the conditional variance is an affine function of past squared
returns as well as the past value of the conditional variance itself and this specification
makes it possible to take into account the volatility clustering effect seen in most financial
time series. The model with a constant mean return can be written as

rt+1 = µ+ εt+1,

εt+1 = σt+1et+1,

σ2
t+1 = ω + αε2t + βσ2

t ,

et+1
i.i.d.∼ f (0, 1) .
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Here, rt+1 is the log-return of the next period, µ denotes the constant mean of the log-
return and εt+1 is the time-varying shock to the log-return which is the product of the
conditional variance σ2

t+1 and an independently and identically distributed random vari-
able et+1 with a mean of zero and a variance equal to one.

GJR-GARCH(1,1,1) Many financial time series such as for instance stock indices
exhibit what is known as the leverage effect where the conditional volatility following
stock price declines is larger than the volatility following positive returns (Cont 2001).
To take this effect into account Glosten, Jagannathan & Runkle (1993) introduce the
following GJR-GARCH model

rt+1 = µ+ εt+1,

εt+1 = σt+1et+1,

σ2
t+1 = ω + αε2t + γε2t I[εt<0] + βσ2

t ,

et+1
i.i.d.∼ f (0, 1) .

The inclusion of the term γε2t I[εt<0] allows for a leverage effect if the coefficient γ is esti-
mated to be positive.

TARCH(1,1,1) As squared returns can be rather noisy and as the volatility dynam-
ics might then be sensitive to a small number of outliers Zakoian (1994) introduces the
Threshold GARCH model which does not model the conditional variance, but instead
gives the conditional standard deviation as a function of the past absolute value of the
return shock as well as the previous value of the conditional standard deviation. The
TARCH(1,1,1) model also incorporates the leverage effect and may be written as

rt+1 = µ+ εt+1,

εt+1 = σt+1et+1,

σt+1 = ω + α |εt|+ γ |εt| I[εt−1<0] + βσt,

et+1
i.i.d.∼ f (0, 1) .

Error distributions Until now we have not discussed the distribution of et+1 except
that it should have mean zero and variance equal to one. The benchmark distribution
is the standard normal as in Bollerslev (1986) and it will therefore be implemented. A
stylized fact is that even after taking into account the volatility clustering of returns, their
conditional distribution still has heavier tails than the normal distribution (Cont 2001)
and therefore we consider other distributions for et+1 as well.

Bollerslev (1987) introduces the standardized student-t distribution which allows for
heavier tails than the normal. Like the normal distribution the student-t distribution
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is a symmetric distribution and to allow for asymmetries we also consider the Skew-t
distribution of Hansen (1994). The last alternative considered is the Filtered Historical
Simulation GARCH of Barone-Adesi, Giannopoulos & Vosper (1999). Here, the empirical
distribution of the standardized residuals is used in place of a parametric distribution and
therefore this method also allows for both heavy tails and skewness.

1.2.2.2 RiskMetrics

The last benchmark alternative is the RiskMetrics approach introduced in JP Morgan
(1996). The RiskMetrics approach is basically a restricted version of a GARCH(1,1)
model where the return mean and the cofficient governing the long-term variance ω are
both set to zero. Furthermore α+β = 1 as in an Integrated GARCH model such that the
model can be written as

rt+1 = εt+1,

εt+1 = σt+1et+1,

σ2
t+1 = (1− λ) r2

t + λσ2
t ,

et+1
i.i.d.∼ N (0, 1) ,

where the λ parameter is a fixed parameter that is not optimized but simply set to 0.94
for daily data, and the distribution of the error term is assumed to be standard normal.

1.3 Data

As mentioned in the introduction, our test asset is the S&P 500 index from 1997 to 2014
and we use the period from 1997 to 2004 as our in-sample period for the first estimation
and the period after 2005 as our out-of-sample period.

For our economic state variables we make use of a small selection of economic variables
summarized in table 1.1. Most of these variables have been used previously in the literature
on return predictability, see Welch & Goyal (2008) or Lettau & Ludvigson (2010).

The first state variable is the VIX, which is an index of the implied volatility on the
S&P 500 and therefore is expected to be very useful in characterizing the time-varying
risks of the S&P 500 index. The second state variable, PE, is the price-earnings ratio of
the S&P 500 and is included as high valuations in the form of high PE ratios are often
seen to precede stock market crashes. Financially stressed periods are often associated
with decreases in liquidity and therefore Citigroup’s US Market Liquidity Indicator has
also been included. Another measure of financial stress is the TED spread, which is the
spread between the 3 month US Libor rate and the Federal Funds rate.
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Table 1.1: Economic state variables used in the study.

Name Description Freq.

VIX Implied volatility index for S&P 500 index daily
PE Price-earnings ratio of the S&P 500 index daily
LIQ Citigroup’s US Market Liquidity index daily
TED Spread between 3M US Libor and 3M Federal Funds rate daily
10YRATE 10 year US constant maturity zero coupon rate daily
TSPREAD Spread between the US 10 year rate and the 2 year rate daily
CLI Composite leading indicator of the US economy monthly

We have also included two fixed income indicators. The first is the 10 year zero
coupon rate as the level of rates is often believed to influence the stock market returns,
e.g., through borrowing costs, and because the 10 year rate influences the discount rate
in present value models. The other fixed income variable is the slope of the yield curve
as measured by the spread between the 10 year and the 2 year zero coupon rates. This
variable has been documented to be able to predict developments in the real economy
(Estrella & Hardouvelis 1991) and might therefore also be relevant in describing stock
market risks.

The final state variable considered is the year-on-year growth rate of the OECD Com-
posite Leading Indicator which is constructed to be a measure of the overall economic state
of the US economy and to lead developments in GDP by around 6 months. The indicator
differs somewhat from the remaining indicators. First, it is only available at a monthly
frequency whereas all other variables are available daily. Second, it has a two-month delay
whereas the other variables are available instantly. Third, it is subject to revisions and
therefore the real time versions of the indicator have been used in the empirical analysis.

1.4 Backtesting procedure

The overall purpose of the backtesting exercise is to find the HS-FFP models that per-
form the best in VaR predictions for the S&P 500 return distribution and to investigate
whether they are comparable to or better than the benchmark models. To investigate these
questions we compare all the models using the Model Confidence Set (MCS) approach of
Hansen, Lunde & Nason (2011).

Furthermore, after having compared the models via the MCS procedure, the best
performing models are also backtested using the coverage tests of Christoffersen (1998). It
is a well known fact that the standard Historical Simulation method does not satisfy the
conditional coverage criterion and it is therefore interesting to investigate whether any of
the HS-FFP models could potentially satisfy conditional coverage.
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Figure 1.4: Plots of the standardized values of the state variables
used in the empirical exercise. The shaded bars show
NBER recessions.
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1.4.1 Model confidence set

We use the MCS approach to determine the specification of the Flexible Probabilities that
performs the best in VaR predictions for the S&P 500.

The goal of the MCS approach is to determine the set of modelsM∗ that consists of
the best models from a collection of modelsM0 where best is defined in terms of having
the smallest expected loss using the loss function defined below. The MCS procedure
gives rise to a Model Confidence Set M̂∗ which is a set of models that contains the best
models with a given level of confidence. Models are eliminated fromM0 based on sample
information on the relative performance of each of the models in M0. The MCS M̂∗ is
a random data-dependent set that includes the best models with a certain probability
in much the same way as a confidence interval contains a population parameter (Hansen
et al. 2011).

In the next subsection the loss function will be defined and then the MCS procedure
will be explained.

1.4.1.1 Loss function

Different loss functions leads to different optimal forecasts. As explained in Giacomini &
Komunjer (2005) a quadratic loss function means that the optimal forecast is the condi-
tional mean of the predictive distribution whereas an absolute value loss function makes
the conditional median the optimal forecast.

The asymmetric linear loss function from Giacomini & Komunjer (2005), which is
also known as the “tick” or “check” loss function in the literature, makes the conditional
quantile the optimal forecast and therefore this loss function should be used in evaluating
VaR forecasts. The loss function is given by

Lc (et+h) ≡
(
1− c− 1{et+h<0}

)
et+h,

where
et+h = rt+h − V aRct+h.

Due to its asymmetry this loss function penalizes VaR exceedances much more heavily
than realizations that are smaller than the predicted VaR as can be seen from figure 1.5.
Having defined the loss function we now turn to an explanation of the MCS procedure.

1.4.1.2 Model confidence set procedure

LettingM0 denote the set of all risk models under consideration andM⊆M0, the MCS
procedure can be explained as follows. First, an equivalence test δM is applied to all
models inM0 and if the test is rejected, it means that there is evidence against all models
being equally good. In that case an elimination rule eM is then used to eliminate the
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Figure 1.5: Plot of the asymmetric linear loss function.

worst performing model in M0. After the worst performing model has been eliminated,
the equivalence test is then applied to the remaining models in M and this procedure
is continued until the equivalence test is no longer rejected. The remaining models then
constitute the MCS M̂∗.

Denoting the loss of the i’th model at time t by Li,t the relative performance of models
i and j at time t is given as

dij,t ≡ Li,t − Lj,t for all i, j ∈M0.

The models are ranked according to their expected relative loss µij ≡ E (dij,t) which is
assumed to be finite and independent of t. Ranking by expected relative loss means that
model i is preferred to model j if µij < 0 and the set of superior models is therefore defined
as

M∗ ≡
{
i ∈M0 : µij ≤ 0 for all j ∈M0

}
.

Models are eliminated based on t-statistics constructed from the relative sample loss statis-
tics

d̄ij ≡
1
n

n∑
t=1

dij,t.

Here, d̄ij measures the relative sample loss between the i’th and j’th models. From the
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relative sample loss statistic the following t-statistic can be constructed

tij = d̄ij√
v̂ar

(
d̄ij
) for all i, j ∈M,

where v̂ar
(
d̄ij
)
is a variance estimate. As the asymptotic distribution of the t-statistic

is non-standard the variance estimate as well as the p-values for the soon to be defined
test statistic are constructed using a bootstrap implementation detailed in Hansen et al.
(2011).

The t-statistic can be used to test the hypothesis

H0,ij : µij = 0 for all i, j ∈M.

From the above t-statistic the following test statistic can be calculated

TR,M = max
i,j∈M

|tij |

and used to test the null hypothesis using bootstrap techniques. Having introduced the
equivalence test we also need the elimination rule. For the test statistic TR,M the natural
elimination rule is

eR,M = argmax
i∈M

sup
j∈M

tij

because this elimination rule removes the model with the highest t-statistic. After this
description of the MCS approach we now turn to a description of the coverage tests.

1.4.2 Coverage tests

The backtesting procedure using the coverage tests of Christoffersen (1998) takes its offset
in a sequence of the hit variable It+1 which is defined as

It+1 =

1 if rt+1 ≥ V aRct+1

0 if rt+1 < V aRct+1

such that the hit variable takes the value 1 if the realized return is within the predicted
VaR limit and 0 otherwise.

1.4.2.1 Unconditional coverage

The unconditional coverage test was first described in Kupiec (1995) and is also known
as the Proportion of Failure (POF) test. The intuition behind the test is that the Value
at Risk at confidence/coverage c is an interval forecast that should contain the realized
return c percent of the time if the model is correctly specified. This in turn means that
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the unconditional expectation of the indicator variable should also equal c. The test then
works by comparing the predicted coverage rate with the empirical coverage rate.

Under the null hypothesis of correct unconditional coverage, E (It) = c and the likeli-
hood is given as

L (c; I1, I2, . . . , IT ) = (1− c)n0 cn1 ,

where n0 is the number of zeros in the sequence {It}Tt=1 and n1 denotes the number of
ones. The likelihood under the alternative E (It) 6= c is given by

L (π; I1, I2, . . . , IT ) = (1− π)n0 πn1 .

The test can then be formulated as a standard likelihood ratio test

LRuc = −2 ln [L (c; I1, I2, . . . , IT ) /L (π̂; I1, I2, . . . , IT )] asy∼ χ2 (1) ,

where π̂ = n1/ (n0 + n1) is the maximum likelihood estimate of π.

1.4.2.2 Independence

The unconditional coverage test examines whether the realized proportion of ones is in
accordance with the theoretical proportion, but has no power against the alternative that
the zeros and ones are clustered across time. So in order to test for clustered observations
the following independence test compares to a first-order Markov alternative. The test
uses a binary first-order Markov chain, {It}Tt=1 , with the following transition probability
matrix

Π1 =
[

1− π01 π01

1− π11 π11

]
,

where πij = P (It = j|It−1 = i) . This process has the following approximate likelihood
function

L (Π1; I1, I2, . . . , IT ) = (1− π01)n00 πn01
01 (1− π11)n10 πn11

11 ,

where nij is the number of observations with value i followed by j. Conditioning on the
first observation the log-likelihood can be maximized to give the following estimate of the
transition matrix

Π̂11 =
[

n00
n00+n01

n01
n00+n01

n10
n10+n11

n11
n10+n11

]
.

If the process exhibits first-order independence, the transition matrix should be

Π2 =
[

1− π2 π2

1− π2 π2

]
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which implies the following likelihood under the null

L (Π2; I1, I2, . . . , IT ) = (1− π2)(n00+n01) π
(n10+n11)
2 ,

with the ML estimate of π2 being π̂2 = (n01 + n11) / (n00 + n10 + n01 + n11) . This results
in the following test statistic

LRind = −2 ln
[
L
(
Π̂2; I1, I2, . . . , IT

)
/L
(
Π̂1; I1, I2, . . . , IT

)] asy∼ χ2 (1) .

1.4.2.3 Conditional coverage

Finally, conditioning again on the first observation, the tests of unconditional coverage
and independence can be combined to a joint test of conditional coverage which results in
the following test statistic

LRcc = −2 ln
[
L (c; I1, I2, . . . , IT ) /L

(
Π̂1; I1, I2, . . . , IT

)]
= LRuc + LRind

asy∼ χ2 (2) .

With the theoretical backtesting procedure in place the next section turns to the actual
backtesting results.

1.5 Backtesting results

As mentioned in section 1.3 the out-of-sample period is from 2005-2014 whereas the in-
sample period is from 1997-2004, and has been used for the first estimation of the models.
Then, for each day in the out-of-sample period, the models are reestimated and the Value
at Risk predictions for the following day are calculated. This procedure is repeated until
the end of the out-of sample period.

All the GARCH models have been estimated by Maximum Likelihood using Kevin
Sheppard’s MFE Toolbox2. The implementation of the HS-FFP models is inspired by code
from Attilio Meucci obtained from symmys.com. The Model Confidence Sets have been
computed using Kevin Sheppard’s MFE Toolbox together with code from Andrew Patton’s
homepage3 used to determine the optimal block length in the bootstrap implementation.
All tests considered in the paper use a significance level of 5%.

1.5.1 Flexible Probabilities models

The different Flexible Probabilities models considered in the backtest are described in the
following two subsections.. The first subsection describes all models using a single state

2available at kevinsheppard.com
3public.econ.duke.edu/∼ap172/
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variable and the second subsection describes the models that use multiple state variables
by combining the models with single state variables.

1.5.1.1 Single conditioning variable

For each of the seven state variables introduced in section 1.3 the single model state
conditioning is done using crisp conditioning, exponential kernel conditioning, Gaussian
kernel conditioning, and finally joint time and state conditioning using the Entropy Pooling
approach.

Each of these methods relies on a number of parameters that need to calibrated. For
the crisp conditioning the parameter is the conditioning range and for the kernel based
methods the bandwidths need to determined. For the joint state and time conditioning
model both a range and a halflife have to be determined.

The parameters are calibrated by a grid search over the parameters that minimize
the average loss of the tick loss function over the period 2002-2004 using the observations
from 1997-2001 as the historical observations. For the crisp conditioning ranges from
10% to 90% with a step of 5% are used. For the kernel based methods the bandwidths
are between 25% and 400% of the standard deviation of the conditioning variables. The
bandwidths are specified as a multiple of the standard deviation to ensure that the chosen
bandwidths are meaningful for all conditioning variables. Finally, for the joint time and
state conditioning halflives ranging from 250 to 750 days are used.

1.5.1.2 Multiple conditioning variables

The multiple conditioning variable models are implemented by weighting the probabilities
of the single variable models as described above. The multiple variable models condition
on all state variables using the four different conditioning methods. For instance, the crisp
multiple conditioning model is a combination of the seven individual crisp conditioning
models stemming from the seven different state variables. Four different weighting schemes
are used for all multiple conditioning models:

1. The first is equal weighting with a linear mixing of the probabilities.

2. The second is equal weighting with log-linear mixing.

3. The third is the Effective Scenarios and Diversity weighting with linear mixing.

4. Finally, the fourth is the Effective Scenarios and Diversity weighting, but with log-
linear mixing.

1.5.1.3 Risk horizons

The models will be evaluated on four different horizons: a daily horizon, a 5 day horizon,
a 10 day horizon, and a 20 day horizon. For the Flexible Probabilities models this is

21



done by weighting past h-day return paths for a risk horizon equal to h. For the GARCH
models the longer horizon forecasts are simply done by simulating returns paths from
the parametric models. Finally, for the standard Historical models and the RiskMetrics
approach the h-day risk forecast is simply calculated from the 1 day forecast by multiplying
with the square root of h, as is standard practice.

1.5.2 Model confidence sets

Table 1.2 shows the Model Confidence Sets for VaR 95% and VaR 99% at the 1 day risk
horizon and at the 5% significance level4. It can be seen that the best performing model at
both the 95% and 99% coverage levesl is the GJR-GARCH model with skew-t distributed
errors. The second best models are also GJR-GARCH models, but with Filtered Historical
errors. It therefore seems important to incorporate both the leverage effect and to allow
the error distribution to be skewed and fat tailed.

The best of the Flexible Probabilities models, the Gaussian kernel conditioning with
VIX as state variable, ranks number four when it comes to performance at the 95%
level. As the VIX is negatively correlated with the S&P 500 index, this can be viewed
as another way to incorporate the leverage effect. After these top ranked models we have
the remaining conditional volatility models and finally some of the other HS-FFP models.
The HS-FFP models included are either single state variable models using VIX or liquidity
as the state variable or multiple conditioning models using all state variables. Finally, it
can also be seen that none of the standard Historical Simulation models are included in
the 95% coverage MCS.

Many additional HS-FFP models as well as the Historical Simulation model with a 250
day window are included in the MCS at the 99% coverage level. This might be due to the
fact that fewer exceedances are observed at the 99% level, which could make it harder to
distinguish between the models. The pattern is actually quite similar to the 95% coverage
level with the GARCH models generally performing best, but with the VIX-Gauss model
outperforming some of the GARCH models.

In the appendix, table 1.5-1.7, the Model Confidence Sets for the 5 day, 10 day, and
20 day horizon are given. At the 5 day horizon the best performing model is actually no
longer the GJR-GARCH model with a skew-t distribution, but the GJR-GARCH model
with normally distributed errors. This seems to indicate that a fat-tailed distribution is
most needed at the 1 day horizon. Generally, the volatility models again outperform the
HS-FFP models but with some HS-FFP models still included in the MCS.

4The naming of the different models is as follows. For the conditional volatility models the first part
of the name refers to the volatility dynamics and the second part refers to the error distribution. For the
Flexible Probabilities models the first part refers to the state variable whereas the second part refers to the
conditioning methods. For example, VIX-Gauss is a model with VIX as the state variable and a Gaussian
kernel as the conditioning method. The names of the multiple conditioning models also include a number
which refers to the weighting and mixing methodologies introduced earlier.
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At the 10 day and 20 day horizons the pattern is again very similar as the volatility
models still outperform the HS-FFP models, but with HS-FFP models still included in
the MCS.

1.5.3 Coverage tests

As mentioned above, the standard Historical Simulation method is often criticized for
not satisfying conditional coverage. In order to investigate whether the HS-FFP could
potentially satisfy the conditional coverage tests, we test all models included in the 1 day
MCS at the 95% and the 99% coverage levels.

Table 1.3 shows the p-values from the tests for VaR 95%. We see that the GJR-
GARCH model with skew-t errors is the only volatility-based model that passes all three
tests. The HS-FFP models that pass the test are All-Gauss 2, LIQ-Crisp, All-Gauss 4,
All-time&state 1, and All-time&state 3. The only single conditioning model is the crisp
conditioning model with liquidity as the state variable. All the other models use multiple
conditioning variables and either Gaussian kernel conditioning or joint time and state
conditioning. Gaussian kernel conditioning works best with log-linear mixing whereas the
time and state conditioning works best with linear mixing.

The Coverage tests for VaR 99% are shown in table 1.4. Here, there are two GARCH
models that pass all three tests. As for VaR 95% the GJR-GARCH model with skew-t
errors also passes the tests at the 99% coverage level. The other GARCH model that
passes the conditional coverage tests is the GARCH-skew-t model. The HS-FFP models
that satisfy conditional coverage are exactly the same as before, but with the exception that
LIQ-Crisp no longer satisfies conditional coverage. The results show that it is advantageous
to combine the state variables in order to form the best predictions using HS-FFP models.

1.5.4 Best state variables

In order to investigate which state variables perform the best in VaR prediction of the S&P
500 index, the sample losses for the different state variables have been averaged across the
different conditioning variables, confidence levels, and risk horizons. The result is shown
in figure 1.6 and we see that the VIX is the best state variable followed by the Composite
Leading Indicator and the Liquidity index.

That the VIX is the best indicator seems quite intuitive as the implied volatility
should naturally be quite closely related to the realized volatility. It is perhaps a bit
more surprising that the CLI is the second best state variable as it is a low frequency
variable that is only updated monthly, but apparently it has a quite high informational
content. That liquidity is also among the best variables is also quite intuitive as many
crisis periods are characterized by vanishing liquidity.

The variables with the lowest performance are the level of the 10 year zero-coupon
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Figure 1.6: Mean sample loss for the different state variables across
the different conditioning variables, confidence levels,
and risk horizons.

rate, the price-earnings ratio of the S&P 500, and the term spread. That the 10Y rate is
not the best variable is probably also what one would expect as it should be more related
to the fixed income market than the equity market. Finally, that the price-earnings ratio
and the term spread are not among the best variables might be because they are more
suited for longer term predictions.

1.6 Conclusion

This paper has investigated the empirical performance of the Historical Simulation with
Fully Flexible Probabilities methodology in Value at Risk predictions for the S&P 500
index over the period from 2005 to 2014. The method was also compared to benchmark
alternatives such as GARCH models, the RiskMetrics approach, and standard Historical
Simulation.

The main results are that the GARCH models, and specifically the GJR-GARCH
model with skew-t distributed errors, perform the best in VaR predictions as measured by
the Model Confidence Set approach and the conditional coverage tests. But it was also
found that Flexible Probabilities models were able to compete with the GARCH models in
the sense that some of the Flexible Probabilities models were included in the Model Con-
fidence Sets. We also demonstrated that the Flexible Probabilities models outperformed
the standard Historical Simulation models as the standard Historical Simulation models

24



were rarely included in the Model Confidence Sets.
Furthermore, we found that some of the Flexible Probabilities models that combined

all state variables were both included in the Model Confidence Sets and also satisfied the
conditional coverage tests and therefore are able to properly model the time-varying risks
of the S&P 500 index, thereby showing that one does not need a conditional volatility
model to obtain conditional coverage. In particular, the model with equally weighted
linear mixing of all state variables, All-time&state 1, is included in both MCSs for the
95% and 99% coverage levels and it also passes all conditional coverage tests.

The best performing state variables were found to be the VIX, the OECD Composite
Leading Indicator, and the liquidity indicator whereas the worst performers were the 10
year rate, the price-earnings ratio, and the term spread.

A natural direction for future research would be to investigate the Flexible Probabil-
ities models in a multivariate setup covering several different asset classes. Also, further
research should investigate other potential state variables to be included in the Flexible
Probabilities framework since the success of the method ultimately relies on the particular
state variables considered.
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Table 1.2: Model Confidence Sets for the 1 day risk horizon.

VaR 95% VaR 99%
Ranking Model p-value Ranking Model p-value

1 GJR-GARCH-skew-t 1 1 GJR-GARCH-skew-t 1
2 GJR-GARCH-FHS 0.8196 2 GJR-GARCH-FHS 0.5373
3 GJR-GARCH-N 0.7731 3 GARCH-skew-t 0.5373
4 VIX-Gauss 0.7731 4 Tarch-skew-t 0.5373
5 Tarch-skew-t 0.5352 5 GARCH-FHS 0.5373
6 RiskMetrics 0.3806 6 VIX-Gauss 0.5373
7 Tarch-FHS 0.3806 7 GJR-GARCH-N 0.0798
8 GARCH-skew-t 0.3806 8 Tarch-FHS 0.0798
9 Tarch-N 0.3806 9 All-Gauss 2 0.0798
10 GARCH-N 0.3806 10 GARCH-N 0.0798
11 GARCH-FHS 0.3806 11 All-time&state 4 0.0798
12 VIX-Crisp 0.3806 12 RiskMetrics 0.0782
13 All-Gauss 2 0.3806 13 LIQ-Crisp 0.0782
14 All-time&state 4 0.3806 14 All-time&state 2 0.0782
15 LIQ-Crisp 0.3806 15 Tarch-N 0.0782
16 All-time&state 2 0.3806 16 All-Gauss 4 0.0782
17 All-Gauss 4 0.0950 17 VIX-Crisp 0.0782
18 All-time&state 1 0.0950 18 VIX-Exp 0.0782
19 All-time&state 3 0.0950 19 LIQ-Exp 0.0782

20 LIQ-Gauss 0.0782
21 CLI-Exp 0.0782
22 All-Gauss 1 0.0782
23 All-Exp 2 0.0782
24 All-Exp 4 0.0782
25 All-time&state 1 0.0782
26 All-Gauss 3 0.0782
27 HS250 0.0782
28 CLI-Crisp 0.0782
29 All-time&state 3 0.0782
30 TED-Gauss 0.0782
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Table 1.3: Conditional coverage test p-values for all models in the
1 day VaR 95% Model Confidence Set.

MCS ranking Model UC IND CC Pass
1 GJR-GARCH-skew-t 0.2311 0.0515 0.0733 x
2 GJR-GARCH-FHS 0.7047 0.0052 0.0189
3 GJR-GARCH-N 0.0560 0.0247 0.0129
4 VIX-Gauss 0.0031 0.1610 0.0047
5 Tarch-skew-t 0.0830 0.0010 0.0010
6 RiskMetrics 0.0456 0.1699 0.0529
7 Tarch-FHS 0.2681 0.0022 0.0050
8 GARCH-skew-t 0.5738 0.0042 0.0143
9 Tarch-N 0.0296 0.0005 0.0002
10 GARCH-N 0.3091 0.0160 0.0328
11 GARCH-FHS 0.5738 0.0259 0.0713
12 VIX-Crisp 0.0000 0.7305 0.0000
13 All-Gauss 2 0.5738 0.4651 0.6538 x
14 All-time&state 4 0.0001 0.4481 0.0004
15 LIQ-Crisp 0.3512 0.4143 0.4640 x
16 All-time&state 2 0.0001 0.4481 0.0004
17 All-Gauss 4 0.0684 0.5349 0.1568 x
18 All-time&state 1 0.1881 0.3186 0.2558 x
19 All-time&state 3 0.1311 0.2763 0.1769 x

27



Table 1.4: Conditional coverage test p-values for all models in the
1 day 99% coverage Model Confidence Set.

MCS ranking Model UC IND CC Pass
1 GJR-GARCH-skew-t 0.3612 0.4034 0.4649 x
2 GJR-GARCH-FHS 0.0011 0.2249 0.0024
3 GARCH-skew-t 0.3612 0.4034 0.4649 x
4 Tarch-skew-t 0.0062 0.2601 0.0125
5 GARCH-FHS 0.0170 0.2856 0.0328
6 VIX-Gauss 0.0000 0.1178 0.0000
7 GJR-GARCH-N 0.0000 0.1111 0.0000
8 Tarch-FHS 0.0002 0.1933 0.0004
9 All-Gauss 2 0.2695 0.3873 0.3741 x
10 GARCH-N 0.0000 0.1178 0.0000
11 All-time&state 4 0.0000 0.0871 0.0000
12 RiskMetrics 0.0000 0.6144 0.0000
13 LIQ-Crisp 0.3612 0.0042 0.0110
14 All-time&state 2 0.0000 0.6144 0.0000
15 Tarch-N 0.0000 0.0768 0.0000
16 All-Gauss 4 0.0021 0.1890 0.0037
17 VIX-Crisp 0.0000 0.6144 0.0000
18 VIX-Exp 0.0272 0.2989 0.0509
19 LIQ-Exp 0.2695 0.0052 0.0110
20 LIQ-Gauss 0.2695 0.0052 0.0110
21 CLI-Exp 0.0062 0.0257 0.0020
22 All-Gauss 1 0.4810 0.5458 0.6500 x
23 All-Exp 2 0.0424 0.0135 0.0060
24 All-Exp 4 0.0424 0.0135 0.0060
25 All-time&state 1 0.6223 0.5267 0.7250 x
26 All-Gauss 3 0.1960 0.0064 0.0106
27 HS250 0.0062 0.2601 0.0125
28 CLI-Crisp 0.0021 0.0344 0.0009
29 All-time&state 3 0.6223 0.5267 0.7250 x
30 TED-Gauss 0.0104 0.1416 0.0127
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Appendix: Model confidence sets for longer risk horizons

Table 1.5: Model Confidence Sets for the 5 day risk horizon.

VaR 95% VaR 99%
Ranking Model p-value Ranking Model p-value

1 GJR-GARCH-N 1 1 GJR-GARCH-N 1
2 GJR-GARCH-FHS 0.7212 2 Tarch-skew-t 0.8794
3 GJR-GARCH-skew-t 0.7212 3 Tarch-N 0.8794
4 GARCH-N 0.7212 4 GARCH-N 0.8063
5 GARCH-FHS 0.7212 5 Tarch-FHS 0.5356
6 Tarch-skew-t 0.7212 6 GJR-GARCH-FHS 0.1882
7 Tarch-N 0.7212 7 GARCH-FHS 0.1882
8 GARCH-skew-t 0.7212 8 GJR-GARCH-skew-t 0.1882
9 Tarch-FHS 0.7212 9 RiskMetrics 0.1882
10 RiskMetrics 0.4065 10 GARCH-skew-t 0.1882
11 VIX-Crisp 0.4065 11 VIX-Crisp 0.1882
12 VIX-Gauss 0.4065 12 VIX-Gauss 0.1882
13 All-Gauss 4 0.4056 13 All-Gauss 4 0.1882
14 All-Gauss 2 0.4056 15 All-Gauss 2 0.1882
15 All-time&state 4 0.3364 16 All-time&state 4 0.1882
16 VIX-Exp 0.1388 17 All-time&state 2 0.1882
17 All-time&state 2 0.1388 18 CLI-Crisp 0.1620

29



Table 1.6: Model Confidence Sets for the 10 day risk horizon.

VaR 95% VaR 99%
Ranking Model p-value Ranking Model p-value

1 GARCH-N 1 1 RiskMetrics 1
2 RiskMetrics 0.9465 2 GARCH-N 0.9885
3 GARCH-FHS 0.6587 3 GARCH-FHS 0.9885
4 GARCH-skew-t 0.6587 4 GARCH-skew-t 0.9885
5 GJR-GARCH-N 0.6587 5 GJR-GARCH-N 0.9885
6 GJR-GARCH-FHS 0.5111 6 Tarch-skew-t 0.963
7 GJR-GARCH-skew-t 0.3019 7 GJR-GARCH-FHS 0.8289
8 VIX-Gauss 0.3019 8 Tarch-N 0.8289
9 Tarch-FHS 0.3019 9 GJR-GARCH-skew-t 0.8289
10 Tarch-skew-t 0.3019 10 Tarch-FHS 0.8289
11 Tarch-N 0.3019 11 VIX-Crisp 0.8289
12 VIX-Crisp 0.3019 12 All-Gauss 4 0.8289
13 All-Gauss 2 0.3019 13 LIQ-Crisp 0.8289
14 All-Gauss 4 0.3019 14 VIX-Gauss 0.8289
15 CLI-Crisp 0.3019 15 All-Gauss 2 0.5951
16 VIX-Exp 0.3019 16 CLI-Crisp 0.5951
17 All-time&state 1 0.3019 17 VIX-Exp 0.5951
18 CLI-Gauss 0.3019 18 TED-Crisp 0.5951
19 All-time&state 3 0.3019 19 CLI-Exp 0.5951
20 All-Crisp 3 0.3019 20 CLI-Gauss 0.3821
21 All-time&state 4 0.3019 21 All-Crisp 3 0.3821
22 HS250 0.3019 22 All-Crisp 1 0.3821
23 All-time&state 2 0.3019 23 PE-Gauss 0.3821
24 All-Crisp 1 0.3019 24 All-Gauss 3 0.3821
25 All-Gauss 1 0.3019 25 HS250 0.2009
26 CLI-Exp 0.3019 26 All-Gauss 1 0.2009
27 LIQ-Crisp 0.0768 27 LIQ-Exp 0.2009
28 LIQ-Exp 0.0768 28 LIQ-Gauss 0.2009
29 LIQ-Gauss 0.0723 29 All-time&state 2 0.2009
30 All-Gauss 3 0.0657 30 All-Exp 2 0.2009
31 All-Exp 2 0.0657 31 All-time&state 4 0.2009
32 All-Exp 4 0.0657 32 PE-Crisp 0.2009
33 TED-Exp 0.0657 33 All-Exp 1 0.1270
34 TED-Gauss 0.0657 34 All-Exp 4 0.1270

35 All-Exp 3 0.1204
36 HS500 0.1204
37 TED-Exp 0.1204
38 TED-Gauss 0.1204
39 PE-Exp 0.1204
40 All-time&state 3 0.0758
41 All-time&state 1 0.0758
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Table 1.7: Model Confidence Sets for the 20 day risk horizon.

VaR 95% VaR 99%
Ranking Model p-value Ranking Model p-value

1 GJR-GARCH-N 1 1 GJR-GARCH-N 1
2 GARCH-N 0.9966 2 GARCH-skew-t 0.9647
3 RiskMetrics 0.9966 3 GARCH-FHS 0.9647
4 GARCH-FHS 0.9966 4 RiskMetrics 0.9647
5 GJR-GARCH-FHS 0.6988 5 GARCH-N 0.9647
6 GARCH-skew-t 0.6988 6 GJR-GARCH-skew-t 0.7889
7 GJR-GARCH-skew-t 0.6988 7 GJR-GARCH-FHS 0.6840
8 VIX-Crisp 0.6988 8 Tarch-skew-t 0.6840
9 Tarch-skew-t 0.5250 9 Tarch-FHS 0.6840
10 Tarch-FHS 0.5250 10 Tarch-N 0.6840
11 CLI-Crisp 0.5250 11 VIX-Crisp 0.6840
12 Tarch-N 0.5250 12 LIQ-Crisp 0.6840
13 VIX-Gauss 0.5250 13 CLI-Exp 0.6840
14 CLI-Gauss 0.5250 14 All-Gauss 4 0.6840
15 All-Gauss 2 0.5250 15 VIX-Gauss 0.6840
16 All-Gauss 4 0.5250 16 TED-Crisp 0.6840
17 All-time&state 3 0.5250 17 All-Gauss 2 0.6840
18 LIQ-Crisp 0.5250 18 LIQ-Exp 0.6840
19 HS250 0.5250 19 CLI-Crisp 0.6840
20 CLI-Exp 0.5250 20 LIQ-Gauss 0.2243
21 All-Crisp 1 0.2226 21 CLI-Gauss 0.2243
22 All-Crisp 3 0.2226 22 VIX-Exp 0.2243
23 All-time&state 1 0.2226 23 All-Gauss 3 0.2243
24 VIX-Exp 0.2226 24 All-Gauss 1 0.2243
25 All-Gauss 1 0.2226 25 All-Crisp 1 0.2243
26 LIQ-Exp 0.2226 26 TED-Gauss 0.2243
27 TED-Crisp 0.2226 27 All-Crisp 3 0.2243
28 LIQ-Gauss 0.2226 28 All-Exp 2 0.2243
29 All-Gauss 3 0.2226 29 HS250 0.2243
30 All-Exp 2 0.0541 30 TED-Exp 0.2243
31 All-Exp 4 0.0541 31 All-Exp 1 0.1809
32 TED-Exp 0.0541 32 All-Exp 4 0.1809
33 TED-Gauss 0.0541 33 All-Exp 3 0.1809
34 All-Exp 1 0.0541 34 HS500 0.1809
35 HS500 0.0541 35 PE-Gauss 0.1809
36 All-Exp 3 0.0541 36 PE-Exp 0.1809
37 All-time&state 4 0.0541 37 TSPREAD-Crisp 0.0598
38 PE-Exp 0.0541 38 All-time&state 3 0.0598
39 PE-Gauss 0.0541 39 All-time&state 1 0.0598
40 All-time&state 2 0.0541
41 PE-Crisp 0.0541
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All courses of action are risky, so
prudence is not in avoiding dan-
ger (it’s impossible), but calcu-
lating risk and acting decisively.

Niccolo Machiavelli

The key to risk management is
never putting yourself in a po-
sition where you cannot live to
fight another day.

Richard Fuld 2
Forecasting and Controlling Drawdowns using

Multivariate Volatility Models

Jesper Bo Pedersen
Aarhus University & Formuepleje

The maximum drawdown of an investment portfolio is the maximal loss from peak to
trough and it is a widely quoted risk statistics in investment performance measurement due
to its sensitivity to serial correlation in portfolio losses. It is, however, a backward-looking
risk measure and is thus not very suitable for ex-ante risk measurement and management.
Goldberg & Mahmoud (2014) introduce a forward-looking drawdown risk measure called
Conditional Expected Drawdown which is the tail-mean of a predictive maximum draw-
down distribution. Their paper is mostly focused on the theoretical developments of the
risk measure and less focused on models for forecasting drawdown risk.

The purpose of this paper is to fill that void by empirically comparing the drawdown
risk forecasting performance of several popular multivariate volatility models. The models
are compared by measuring their predictive performance using the Model Confidence Set
approach of Hansen et al. (2011). Furthermore, the potential for controlling drawdown
risk based on the model forecasts is investigated.

Keywords: Risk management, Maximum drawdown, Conditional Expected Drawdown,
Multivariate volatility models, Continuous Rank Probability Score, Model Confidence Set.

JEL classification: C1, G11.
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2.1 Introduction

One of the most widely quoted risk statistics within the universe of hedge funds and
Commodity Trading Advisors (CTAs) is the maximum drawdown which measures the
maximum cumulative drop in portfolio value from peak to trough over the period of
measurement (Goldberg & Mahmoud 2014). One of the main reasons for the popularity
of the maximum drawdown statistics is that it is inherently sensitive to autocorrelation
in portfolio losses, which is an important property especially for investors who employ
leverage.

As explained in Goldberg & Mahmoud (2014) a leveraged investor might suffer from
a liquidity trap where a large portfolio drawdown makes the investor unable to secure
funding, which will force the investor to sell valuable positions in unfavorable market
conditions. As illustrated in figure 2.1 this phenomenom could easily have occurred during
the 2008 Financial Crisis. Here the losses of a typical institutional portfolio in the fall
of 2008 might have forced a leveraged investor to liquidate at the bottom of the market
and thus never experience the subsequent recovery. The graph shows the drawdowns for
an unleveraged portfolio, but it is clear that the realized maximum drawdown of 29.2%
could have been a serious threat for a leveraged investor. Irrespective of whether a given
investor uses leverage or not, a good approach for controlling drawdown risk would be of
great value.

Relying on maximum drawdown in the risk management process might not have helped
investors since maximum drawdown is a backward-looking historical risk measure and is
thus not suitable for ex-ante risk management. Also, in the event of a forced liquidation,
common risk diagnostics such as volatility, Value at Risk, and Expected Shortfall at the
end of the intended investment horizon become irrelevant.

For this reason Goldberg & Mahmoud (2014) develop a probabilistic forward-looking
risk measure for drawdown risk which is called Conditional Expected Drawdown (CED)
and it is the tail-mean of the predictive maximum drawdown distribution over the in-
vestment horizon. CED has two desirable properties: i) it is a convex risk measure so it
promotes diversification, and ii) it is homogenous of degree one, which means that it can
be attributed to factors. One of the disadvantages of CED is that since it is a tail-mean
of a predictive distribution it is not elicitable and it is therefore difficult to do model com-
parisons based on the CED forecasts of the models, but this can be solved by comparing
the ability of each model to forecast the entire drawdown distribution instead.

In Goldberg & Mahmoud (2014) the focus is on the theoretical developments of the risk
measure and not much time is spent on models for forecasting drawdown risk. We aim to fill
this void and consequently the main contributions of this paper are empirical comparisons
of the forecasting abilities of multivariate volatility models and our investigations into the
possibility of controlling drawdown risk on the basis of these forecasts.
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Figure 2.1: Illustrating the risk of a forced liquidation through the
2008 Financial Crisis. The figure is inspired by Gold-
berg & Mahmoud (2014).

Specifically, we seek to answer the following research questions: i) Which of the mul-
tivariate risk models perform the best in forecasting drawdown distributions? ii) Is the
best-performing model able to properly forecast the time-varying drawdown distribution,
i.e. are its probabilistic forecasts well calibrated? iii) Can the ex-post realized drawdowns
of the investment portfolio be satisfactorily controlled on the basis of the risk model fore-
casts by dynamically adjusting the leverage of the portfolio and could some of the large
drawdowns during the Financial Crisis have been avoided? iv) Is a drawdown-controlled
investment strategy able to deliver improved risk-adjusted performance compared to a
static strategy in the presence of transaction costs?

Our main results are that the time-varying maximum drawdown distribution can be
satisfactorily forecasted and controlled for up to at least a 10 day horizon, that more than
half of the realized maximum drawdown of the static portfolio during the Financial Crisis
could have been avoided by following a drawdown-controlled strategy, and that the risk-
adjusted performance of a drawdown-controlled strategy is higher than the performance
of a static uncontrolled portfolio even in the presence of transaction costs.

The remainder of the paper is organized as follows. In the next section the concept
of drawdown risk will be formalized, the multivariate volatility models will be introduced,
and the backtesting procedure to compare the model forecasts will be explained. Section
2.3 presents the data used in the empirical exercice and section 2.4 describes the results of
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the backtesting exercise. Section 2.5 contains the results of a drawdown control exercise
made with the purpose of investigating whether drawdown risk can be controlled based
on the model forecasts. Finally, section 2.6 concludes.

2.2 Methodology

This section describes the concept of drawdown risk, introduces the risk models for fore-
casting drawdown risk, and finally explains the methodology for backtesting the different
model forecasts.

2.2.1 Drawdown risk

In order to quantify the drawdown risk this subsection formalizes the concepts of max-
imum drawdown and Conditional Expected Drawdown following Goldberg & Mahmoud
(2014). In the following we let the time-series of cumulative portfolio returns be repre-
sented by the real-valued discrete time stochastic process (XT ) = {Xt}t∈T and for every
finite ordered subset Tn ⊂ T = {t1, . . . , tn} of length n we denote by XTn the random
vector (Xt1 , . . . , Xtn) which represents a finite path of the process (XT ). The j-th element
of XTn is the simple return between time t1 and time tj . For simplicity, the time intervals
between ti and ti+1 are assumed to be equal for all i ∈ N.

The main object of interest is the maximum drawdown along a path of realizations
(xt1 , . . . , xtn) of the random vector XTn representing the cumulative portfolio return paths.
As previously mentioned, the maximum drawdown is defined as the maximum drop from
peak to trough within a given path and can be mathematically defined as the random
variable µ (XTn) obtained through the transformation µ : Rn → R defined by

µ (XTn) = max
1≤i<n

max
i<j≤n

{
Xtj −Xti , 0

}
.

Ultimately, the object of interest is the predictive distribution of maximum drawdowns,
but as it is convenient to have summary risk measures, Goldberg & Mahmoud (2014)
introduce the two risk measures Drawdown Threshold (DT) and Conditional Expected
Drawdown (CED). The Drawdown Threshold is a quantile of the maximum drawdown
distribution and is thus quite similar to the Value at Risk measure. The Drawdown
Threshold is defined as

DTα (XTn) = inf {µ |P (µ (XTn) > µ) ≤ 1− α} .

The other risk measure, Conditional Expected Drawdown, is in turn quite similar to
Expected Shortfall as it is also a tail-mean. But the CED is the tail-mean of the maximum
drawdown distribution instead of being the tail-mean of a return distribution and it is
mathematically defined as
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Figure 2.2: Maximum drawdown distribution along with 95%
Drawdown Threshold (DT) and 95% Conditional Ex-
pected Drawdown (CED).

CEDα (XTn) = E (µ (XTn) |µ (XTn) > DTα ) .

An example of a maximum drawdown distribution is shown in figure 2.2. Here we see that
unlike return distributions the maximum drawdown distribution exhibits a considerable
skew as small drawdowns are much more likely than large and devastating drawdowns.

In order to forecast drawdown risk an econometric model has to be in place, and the
following section provides a survey of the different models that will be compared in the
empirical study.

2.2.2 Forecasting models

This subsection reviews the multivariate volatility models used in the empirical study.
The models are relatively standard in the risk management literature and readers familiar
with multivariate volatility models can skip to subsection 2.2.3. An overview of the risk
models is given in table 2.1.

2.2.2.1 Mean equation

In order to allow for autocorrelation in the level of returns the mean equation is an
autoregressive model with up to four lags included,
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rt+1 = a0 +
4∑

k=1
akrt−k+1 + εt+1.

The number of lags is allowed to vary across assets meaning that the ak vectors may
contain coefficients set to zero. In order to decide on the appropriate number of lags for
each asset we rely on the Akaike information criterion (Akaike 1974). The autoregressive
models are estimated by Maximum Likelihood estimation. Having described the modeling
of expected returns the next section turns to the description of the volatility and the
dependence between the different asset returns.

2.2.2.2 Volatility and dependence

This section will go through the different models that will be considered for the volatility
and dependence dynamics of the various asset classes. The models differ by the way they
model the time-varying distribution of the residuals, εt+1, from the above autoregressive
model for the mean dynamics.

RiskMetrics 1994 models

The first model to be considered is the RiskMetrics 1994 (RM1994) model, which was
introduced by the RiskMetrics Group (JP Morgan 1996) with the purpose of facilitating
daily Value at Risk calculations. The model equations are

εt+1 = Σ
1
2
t+1et+1,

Σt+1 = (1− λ)εtε
′
t + λΣt,

et+1 ∼ N (0, Ik) or et+1 ∼ Emp.

In the RM1994 model the residuals, εt+1, are the product of a time-varying conditional
covariance matrix, Σt+1, and a standard normally distributed shock vector, et+1.

The conditional covariance is an exponentially weighted moving average with a weight-
ing parameter, λ, which is set equal to 0.94 for daily data. Contrary to a GARCH model,
the dynamics of Σt+1 does not include an intercept. Such an intercept determines the
long-term mean of the conditional covariance matrix and is therefore dependent on the
specific assets under consideration. As the RiskMetrics model is designed to be a rela-
tively robust and simple model that should fit many different assets at the same time,
it becomes impractical to have asset specific parameters, which is also the reason why λ
is set to a fixed value across assets. That there is no intercept in the dynamics of Σt+1

has the theoretical disadvantage that the asymptotic properties of the model are not well
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defined, which is essentially because the covariance behaves as a random walk. As the
model is used for relatively short horizon forecasts, this feature is, however, not likely to
be a problem in practice. For further details about the asymptotic properties, see Nelson
(1990) and Zumbach (2004).

A stylized empirical fact of asset returns is that asset returns are conditionally heavy-
tailed (leptokurtic) (Cont 2001) and this fact is neglected when the shock vector is assumed
to be normally distributed. We therefore consider another variation of the RM1994 model
where instead of normally distributed shocks we use the empirical distribution of shocks
when simulating the model. This procedure was first considered by Barone-Adesi et al.
(1999) and is known as Filtered Historical Simulation (FHS).

RiskMetrics 2006 models

The RiskMetrics 2006 (RM2006) model (Zumbach 2007) is an improvement of the original
RiskMetrics 1994 model with potential improvements in three main directions.

The first improvement is that it incorporates autocorrelation in the mean dynamics
whereas in the original RiskMetrics model the means of asset returns are simply assumed
to be zero. As we have already incorporated autocorrelation into the modeling of returns,
we have already taken this improvement into account.

The second improvement is that the shock vector is modeled as being standardized
t-distributed with five degrees of freedom instead of being normally distributed, and the
model thereby allows for the empirical fact that asset returns are typically conditionally
leptokurtic.

The third, and probably most important, improvement is that volatility is modeled
as a long-memory process. In standard GARCH models and in models with exponen-
tially smoothed covariances the autocorrelation of volatility decays at an exponential rate
whereas it is often found empirically that the autocorrelation decays at a slower rate (Cont
2001), which is a characteristic known as long memory. In fractionally integrated GARCH
models (Baillie et al. 1996) the autocorrelation decays as a power law, i.e. a slower decay
than exponentially. Zumbach (2007) makes the empirical argument that across a range
of stock indices, interest rates, and currencies a logarithmic decay of autocorrelations is
actually a better description than a power law or exponential decay.

In order to incorporate logarithmically decaying autocorrelations the conditional co-
variance, Σt+1, is constructed as a weighted sum of exponentially smoothed covariances,
Σi,t+1, where the weight on each Σi,t+1 decays at a logarithmic rate. The smoothing
coefficients, λi, of the exponentially weighted covariances vary according to an increasing
sequence of characteristic times, τi, which describes the multiscale structure of markets
where market participants act at e.g. intra-day, daily, weekly, and monthly time horizons
(Zumbach 2007). The model equations are given as
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εt+1 = Σ
1
2
t+1et+1,

Σt+1 =
m∑
i=1

wiΣi,t+1,

Σi,t+1 = (1− λi) εtε
′
t + λiΣi,t,

wi = 1
C

(
1− ln (τi)

ln (τ0)

)
,

λi = exp
(
− 1
τi

)
,

τi = τ1ρ
i−1, i = 1, 2, . . . ,m.

et+1 ∼ tν (0, Ik) or et+1 ∼ Emp.

Like the RM1994 model there is no intercept in the equation for Σt+1 and no parameters
that are specific to a given asset. The parameters recommended by RiskMetrics are ν = 5,
τ0 = 1560, τ1 = 4, m = 15, ρ =

√
2, and C is a scaling coefficient that ensures that the

weights, wi, sum to 1. Like with the RM1994 model we also consider shocks that are
distributed according to their empirical distribution using the FHS method.

Dynamic Conditional Correlation models

The Dynamic Conditional Correlation model was introduced by Engle (2002) as an al-
ternative multivariate GARCH model that is characterized by separately modeling con-
ditional variances and conditional correlations. The shock vector of the mean equation is
still given by the product of the matrix squareroot of the conditional covariance matrix,
Σt+1, and a shock vector, et+1, but now the conditional covariance matrix is given as
the product of a diagonal matrix, Dt+1, that contains the condional variances, σ2

i,t+1, on
the main diagonal and a conditional correlation matrix, Rt+1. In order to ensure that
Rt+1 is a proper correlation matrix containing ones on the main diagonal, the unscaled
correlation matrix, Qt+1, is pre- and postmultiplied by a scaling matrix, Q∗t+1, and it is
the dynamics of the unscaled correlation matrix that is is modeled. The scaling matrix
is the element-by-element product of the unscaled correlation matrix and a k-dimensional
identity matrix raised to the power of minus one half.

The unscaled correlation matrix follows the dynamics in equation (2.2.1) where it can
be seen that the unscaled correlation matrix of the next period is equal to the sum of
three terms. The first term is the contribution from the unconditional correlation matrix,
R̄, the second term is a shock term, and finally the third term is a smoothing term that
depends on the current unscaled correlation matrix. The model equations are
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εt+1 = Σ
1
2
t+1et+1,

Σt+1 = Dt+1Rt+1Dt+1,

Rt+1 = Q∗t+1Qt+1Q
∗
t+1,

Qt+1 = (1− a− b) R̄+ a

(
R

1
2
t et

)(
R

1
2
t et

)′
+ bQt, (2.2.1)

Q∗t+1 = (Qt+1 � Ik)−
1
2 ,

et+1 ∼ N (0, Ik) or et+1 ∼ Emp.,

σ2
i,t+1 = ωi + αiε

2
i,t + γiε

2
i,t1[ε2i,t<0] + βσ2

i,t, i = 1, . . . , k. (2.2.2)

As the conditional variances and conditional correlations are modeled separately in the
DCC model, the conditional variances can follow quite flexible GARCH processes that
could even be allowed to vary across assets. A stylized fact of equity returns is that there
is a negative correlation between returns and conditional volatilities, which is known as
the leverage effect (Cont 2001). In order to incorporate the possibility of a leverage effect
each of the conditional variances are assumed to follow a GJR-GARCH process (Glosten,
Jagannathan & Runkle 1993) as given in equation (2.2.2).

The distribution of the shock vector is assumed to be either normally distributed or
to follow its empirical distribution.

Copula-based models

The last type of models that will be considered are copula-based models. In the copula-
based models that we consider, the AR-filtered returns of each asset either follow a GJR-
GARCH process as in equation (2.2.2) or they follow the univariate RM2006 volatility
dynamics given by the diagonal elements of the Σt+1 matrix in the RM2006 model intro-
duced above. The modeling of the dependence structure differs from the above multivariate
volatility models that are based on time-varying linear correlations as the alternative use
of copulas allows for potential non-linear dependencies.

A k-dimensional copula is a distribution function on [0, 1]k with uniform marginals and
is denoted by C (u1, u2, . . . , uk). The advantage of using a copula is that the modelling
of marginal densities and the dependence between the different assets can be separated
which allows for a quite flexible modelling framework. This is due to Sklar’s theorem

41



(Sklar 1959) (and extended to conditional distributions by Patton (2006)) that states that
if F is a k-variate joint distribution with marginal distributions F1, F2 . . . , Fk then there
always exists a copula, C, such that the joint distribution can be written as

F (x1, x2, . . . , xk) = C (F1 (x1) , F2 (x2) , . . . , Fk (xk))

= C (u1, u2, . . . , uk) ,

and if the margins are continuous, then the copula is unique. To model the dependence
structure we rely on the t-copula which is given as

C (u1, u2, . . . , uk) = tk,v
(
t−1
v (u1) , t−1

v (u2) , . . . , t−1
v (uk)

)
,

where tk,v is the k-variate t-distribution with v degrees of freedom and t−1
v is the inverse

of the univariate t-distribution also with v degrees of freedom. Only few copulas can be
easily employed in high-dimensional settings, among them are the elliptical t-copula and
Gaussian copula. Compared to the Gaussian copula the t-copula has the advantage that
it exhibits tail-dependence such that it is possible that all returns can take large absolute
values at the same time.

With the volatility dynamics of the marginals following either the GJR-GARCH model
or the RM2006 model and the dependence structure following the t-copula, we only still
need to specify the distribution of the residuals in the volatility dynamics. In order to
allow for maximal flexibility in the marginal distributions we follow McNeil & Frey (2000)
and Nystrom & Skoglund (2002) and use the Generalized Pareto distribution (GPD) to
model the tails of the distribution and a Gaussian smoothing kernel to model the body,
which we define as the inner 80% of the density.

The Generalized Pareto distribution comes from Extreme Value Theory (EVT) and
has the desirable property that it is a natural limiting excess distribution for a wide array
of common probability distributions (Balkema & De Haan 1974, Pickands 1975). The
cumulative distribution function of the GPD is given as

G (x) =

1− (1 + ξx/β)−1/ξ if ξ 6= 0,

1− exp (−x/β) if ξ = 0,

where ξ is a shape parameter and β > 0 is a scale parameter, and the support is x ≥ 0
when ξ ≥ 0 and 0 ≤ x ≤ −β/ξ when ξ < 0 (McNeil & Frey 2000). Depending on the
value of the shape parameter, ξ, McNeil & Frey (2000) list the following distributions
with tails tending to the GPD. The case ξ > 0 corresponds to heavy-tailed distributions
such as the Pareto, Student’s t, Cauchy, Burr, loggamma, and Frechet distributions. The
case ξ = 0 corresponds to distributions with exponentially decaying tails such as the
normal, exponential, Gamma, and lognormal distribution. Finally, the case ξ < 0 are
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Table 2.1: List of models that are compared in the empirical study.

Name Abbrevation

RiskMetrics 1994 model with normal errors RM1994-N
RiskMetrics 1994 model with empirical errors RM1994-FHS
RiskMetrics 2006 model with t-distributed errors RM2006-t
RiskMetrics 2006 model with empirical errors RM2006-FHS
Dynamic Conditional Correlation model with normal errors DCC-N
Dynamic Conditional Correlation model with empirical errors DCC-FHS
Copula-based model with GJR-GARCH volatilities Cop-GJR-EVT
Copula-based model with RM2006 volatilities Cop-RM2006-EVT

for short-tailed distributions with a finite end-point like e.g. the uniform and the beta
distributions.

To summarize, by using the GPD we obtain a very flexible distribution where the
body of the residuals density is described by a Gaussian kernel and where each tail of the
distribution is modelled by a separate GPD.

We have now described the models that will be considered in the empirical study and
an overview is given in table 2.1. The next section turns to a description of the backtesting
procedure.

2.2.3 Backtesting

The primary goal of the empirical study is to compare the ability of the different models to
produce forecasts of drawdown risk. The Conditional Expected Drawdown risk measure
was introduced above and an explanation was given of its close similarity to the Expected
Shortfall risk measure as both are tail-means of some distribution. Due to this close
similarity it seems obvious to consider the backtesting procedures for Expected Short-
fall and try to adapt these to the case of Conditional Expected Drawdown. A problem
with this approach is, however, that as will be explained later and as proved in Gneiting
(2011) Expected Shortfall is not elicitable and thus there exists no natural method to rank
competing forecasts of tail-means.

To overcome the problem of lacking elicitability Gneiting (2014), Gneiting & Katzfuss
(2014), and Ziegel (2016) propose a move from risk measures to probabilistic forecasts
as an alternative, i.e. instead of focusing on methods for predicting and backtesting risk
measures, the focus should turn to methods for forming predictive risk distributions and
then evaluating these probabilistic forecasts. In our case, the predictive risk distribution
is the predictive distribution of the k-day ahead maximum drawdowns.

The question is then how to evaluate competing predictive risk distributions. To an-
swer this question, Gneiting et al. (2007) contend that the goal of probabilistic forecasting
is to maximize the sharpness of the predictive probability distributions subject to calibra-
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tion. Sharpness refers to the spread of the predictive distributions and the narrower the
forecast distributions the better, given that the forecasts are well-specified. Whether the
forecasts are well-specified is measured by their calibration, which is a joint property of
the predictive distributions and the observations and refers to the statistical compatibility
between the predictive probability distributions and the realized observations. Essentially
it means that the actual realizations should be statistically indistinguishable from random
draws from the predictive distributions (Gneiting & Katzfuss 2014).

In the next subsection we explain the procedure for assessing the calibration and
sharpness of the forecasts and how to apply the proper scoring rules for joint assessment.

2.2.3.1 Calibration

In order to assess the calibration of the different probabilistic forecasts the probability
integral transform (PIT) is useful because as shown in Diebold et al. (1998) the distribution
of the PIT is uniform if the predictive distribution and the true conditional distribution
coincide. The PIT, z = F (y), is defined as the predictive cumulative distribution function,
F , evaluated in the realization, y, and the uniformity of the PIT can be investigated
graphically by examining the histogram of the PITs. The histogram should be uniform in
the case of a probabilistically calibrated forecast. If the histogram is U-shaped, it indicates
that the predictive distributions are underdispersed, whereas a hump-shape or an inverse
U-shape indicates overdispersed predictive distributions (Diebold et al. 1998).

If the sequence of predictive distributions and associated realizations are only one step
ahead, then the PITs should also be independently and identically uniformly distributed.
In our case we are working with sequential k-step ahead predictions and in this case
there will be some dependence in the sequence of PITs. However, for an optimal k-
step ahead forecast the PITs should be at most (k − 1)-dependent and thus by using the
sample autocorrelation function we can check whether the PITs are consistent with no
dependencies for lags larger than k − 1 (Gneiting & Katzfuss 2014, Diebold et al. 1998).

2.2.3.2 Sharpness

As explained above, sharpness refers to the spread or concentration of the predictive distri-
butions and it is therefore a property of the forecasts only. In the case of density forecasts
of a real-valued variable it is possible to assess sharpness through the associated predic-
tion intervals that should be as small as possible given that the forecasts are calibrated
(Gneiting & Katzfuss 2014).

2.2.3.3 Proper scoring rules

Through the use of proper scoring rules it is possible to assess calibration and sharp-
ness jointly and in addition proper scoring rules provide a natural procedure for model
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comparisons as will be explained in the following. A scoring rule is defined as a function

S (F, y)

that assigns a numerical score to the pair consisting of the predictive cumulative distri-
bution function, F , and the realization, y. Scores are negatively oriented penalties that
forecasters seek to minimize (Gneiting & Katzfuss 2014).

It is important that the scoring rule is proper. A proper scoring rule satisfies the
expectation inequality

EGS (G, Y ) ≤ EGS (F, Y ) for all F,G,

which says that under a forecaster’s true predictive distribution, G, the expected score from
quoting his true predictive distribution is smaller that the expected score from quoting
any other predictive distribution, F . This condition encourages forecasters to make honest
and careful assessments because quoting the true distribution as the forecast distribution
is an optimal strategy in expectation (Gneiting & Raftery 2007). The propriety of the
scoring rule is very important when evaluating predictive performance because an improper
scoring rule might lead to misguided inferences about predictive ability (Gneiting 2011,
Gneiting & Raftery 2007).

We make use of the proper scoring rule known as the Continuous Rank Probability
Score (CRPS) in the empirical study. The CRPS is defined as

CRPS (F, y) =
∫ ∞
−∞

(
F (x)− 1[y≤x]

)2
dx

and was investigated by Gneiting & Raftery (2007) and Matheson & Winkler (1976). The
CRPS has the advantage that it generalizes the absolute error to which it reduces in the
case of a point forecast. The CRPS thus provides a natural way to compare probabilistic
forecasts and point forecasts.

Furthermore, the CRPS also comes in a quantile-weighted version as introduced in
Gneiting & Ranjan (2011). The quantile-weighted version makes it possible to emphasize
parts of the predictive distribution that are of special interest. In our case the most
important part of the predictive distribution is the right tail that consists of the largest
drawdowns. The quantile-weighted version is defined as

CRPSQW (F, y) =
∫ 1

0
QS

(
F−1 (α) , y

)
v (α) dα,

where QS denotes the quantile score which is given as

QS
(
F−1 (α) , y

)
= 2

(
1[y≤F−1(α)] − α

) (
F−1 (α)− y

)
,
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and v is a non-negative weighting function on the unit interval. In the case of v (α) = 1
the CRSPQW reduces to the standard CRSP and when v (α) = α2 more emphasis is put
on the right tail.

The use of proper scoring rules provides us with a natural model comparison and
backtesting strategy by comparing the empirical scores across models. Letting the models
be indexed by i = 1, . . . , n and time periods by t = 1, . . . , T then for each model at each
time we denote by Ft,i the predictive distribution of model i at time t and by yt the
corresponding realized value at time t. The models can then be ranked by their respective
mean empirical scores

S̄i = 1
T

T∑
t=1

S (Ft,i, yt) , i = 1, . . . , n,

where S (F, y) denotes a proper scoring rule which in our case is either the CRPS or
its weighted version. It is furthermore possible to test for the significance of forecasting
performance differences across models using the Model Confidence Set approach of Hansen
et al. (2011) as will be explained shortly. First, we will briefly consider elicitability and
its relation to Expected Shortfall and Conditional Expected Drawdown.

2.2.3.4 Elicitability

Having explained proper scoring rules we can elaborate on the concept of elicitability
following Gneiting (2014). As argued above, risk is naturally quantified in terms of pre-
dictive risk distributions, but in practical situations and under regulatory practice it can
be convenient to shrink the risk distributions into risk measures, i.e. summary measures
in the form of functionals, T (F ), derived from the predictive distribution, F . Examples
of such functionals are the mean, Value at Risk, and Expected Shortfall, or Conditional
Expected Drawdown.

If there exists a non-trivial proper scoring rule, S (F, y), that depends on the predictive
distribution, F , only through the functional, T (F ) , then the functional or risk measure is
said to elicitable. In this case the respective scoring rules are called the consistent scoring
functions1 for the particular risk measure and the above backtesting strategy continues to
apply (Gneiting 2014).

More precisely, a given functional is elicitable if it admits a strictly consistent scoring
function. A consistent scoring function, s, satisfies the following expectation inequality,

EF s (T (F ) , Y ) ≤ EF s (x, Y ) ,

for all predictive distributions F and all x ∈ R. The scoring function is strictly consistent
1Note that scoring rules operate on predictive distributions whereas scoring functions operate on func-

tionals.
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if the above holds with equality if and only if x = T (F ). Similarly to the propriety of a
scoring rule the consistency of a scoring function incourages the forecaster to make careful
and honest assessments because quoting the functional as the point forecast minimizes the
expected score.

The problem with Expected Shortfall or Conditional Expected Drawdown is that as
proved in Gneiting (2011) no such consistent scoring function exists for tail-means and thus
the backtesting strategy cannot be applied directly to Conditional Expected Drawdown,
which is why we employ probabilistic forecasting and backtesting. Further details about
elicitability of risk measures can be found in Gneiting (2011), Ziegel (2016), and Bellini &
Bignozzi (2015).

2.2.3.5 Model confidence set procedure

Having calculated the mean empirical scores of the different models we need to answer an
important question. The question is whether the difference in mean scores is statistically
significant or whether it is simply a result of the particular sample under consideration.
To answer this question we rely on the Model Confidence Set (MCS) approach of Hansen
et al. (2011).

The goal of the MCS procedure is to determine the set of models,M∗, that consists of
the best models from a collection of models,M0, where best is defined in terms of having
the smallest expected score. The MCS procedure uses a Model Confidence Set, M̂∗, which
is a set of models that contains the best models with a given level of confidence. Models
are eliminated fromM0 based on sample information on the relative performance of each
of the models inM0. The MCS, M̂∗, is thus a random data-dependent set that includes
the best models with a certain probability in much the same way as a confidence interval
contains a population parameter (Hansen et al. 2011).

The MCS procedure works in the following way. First, an equivalence test, δM, is
applied to all models in M0 and if the equivalence test is rejected, there is evidence
against the null hypothesis that all models are equally good. In this case the models are
subjected to an elimination rule, eM, to eliminate the worst performing model. After the
worst performing model has been eliminated, the equivalence test is applied once more and
this process continues until the equivalence test no longer rejects. The remaining models
then constitute the MCS, M̂∗.

In more detail the procedure can be explained as follows. The relative score differential
between models i and j is defined as

dij,t = Si,t − Sj,t for all, i, j ∈M0.
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As mentioned above the models are ranked according to their expected relative score

µij = E (dij,t) ,

which is assumed to be finite and independent of t. When the models are ranked according
to their expected relative score it means that model i is preferred over model j when
µij < 0. The set of superior models,M∗, can therefore be written as

M∗ = {i ∈M0 : µij ≤ 0 for all j ∈M0}

and the null hypothesis of equal predictive ability is

H0,ij : µij = 0 for all i, j ∈M0.

The equivalence test, δM, uses t-statistics based on the empirical mean relative sample
scores

d̄ij = 1
T

T∑
t=1

dij,t for all, i, j ∈M0,

such that the t-statistics can be written as

tij = d̄ij√
v̂ar

(
d̄ij
) for all, i, j ∈M0.

Here the variance estimate, v̂ar
(
d̄ij
)
, and the p-values for the test statistic

TR,M = max
i,j∈M

|tij | ,

are calculated using the bootstrap techniques outlined in Hansen et al. (2011). The final
part of the MCS approach is the elimination rule for the TR,M test statistic which is

eR,M = argmax
i∈M

sup
j∈M

tij .

We have now introduced drawdown risks, presented the forecasting models, and explained
the backtesting procedure, and in the next section we turn to a description of the data
used in the empirical investigation.
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2.3 Data

The empirical study will be based on the daily returns2 of the 8 asset classes shown in table
2.2 where all data is sourced from Bloomberg. These asset classes and portfolio weights
could reflect a typical balanced investment portfolio of an institutional investor. The
balanced portfolio consists of 40% stocks and 60% bonds in order to be better balanced
in risk terms than the typical portfolio that has 60% in stocks and 40% in bonds and thus
has as much as 90% of its volatility risk coming from stocks (Qian 2006). In the empirical
study we concentrate on this unleveraged portfolio since a leveraging of the portfolio is just
a scaling of the returns, and if the drawdows of the unleveraged portfolio can be forecasted
and controlled satisfactorily, then so can a leveraged portfolio of the same assets and we
do not have to specify the degree of leverage for the portfolio under consideration.

The stock portfolio is primarily based on international (World) stocks and a small
portion of Emerging Markets (EM) stocks. The bond portfolio consists of corporate bonds
of varying credit quality in the form of Investment Grade (IG) and High Yield (HY) credit
bonds. Furthermore, the bond portfolio also contains Emerging Market government and
corporate bonds as well as Treasury bonds and Inflation-linked bonds.

In figure 2.3 the prices and returns of the asset classes are shown. We see that all asset
classes seem to exhibit volatility clustering where large absolute returns tend to follow
large absolute returns and small absolute returns tend to follow small absolute returns.
It can further be seen that many of the largest absolute returns tend to occur around
recessions.

When we look at High Yield bonds, EM government bonds, and EM corporate bonds
these asset classes seem to experience much larger jumps in returns than the other asset
classes, which is probably due to the lower liquidity of these asset classes. Figure 2.4 shows
that these asset classes exhibit a clear autocorrelation pattern, which is also consistent
with the lower liquidity of these assets.

For the remaining assets a relatively small degree of autocorrelation is observed. Figure
2.12 in the appendix shows the partial return autocorrelations and here it can be seen
that only the first few partial autocorrelations are significant, which is consistent with the
autoregressive model with up to four lags that was introduced in section 2.2.2. Finally,
figure 2.13 in the appendix shows the autocorrelations of squared asset returns and here
it can be seen that all assets display a clear autocorrelation of squared returns, i.e. they
all exhibit volatility clustering and thus the multivariate volatility models of section 2.2.2
should be appropriate.

2We will be working with daily data for all forecast horizons as is standard in the GARCH-based
volatility forecasting literature. Martens (2002), for instance, finds that longer horizon weekly or monthly
forecasts based on daily data are superior to forecasts based on weekly or monthly data.
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Figure 2.3: Prices and scaled returns of the different asset classes.
Shaded bars mark NBER recessions.
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Figure 2.4: Autocorrelations of the asset class returns.
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Table 2.2: List of asset classes used in the empirical study. Full-
sample (1999-2014) means and volatilities are in annu-
alized terms.

Name Mean Volatility Portfolio weight

World stocks 4.1 % 16.4 % 35 %
Emerging Markets stocks 9.3 % 19.5 % 5 %
Investment Grade corporate bonds 5.3 % 5.2 % 10 %
High Yield corporate bonds 6.8 % 4.9 % 5 %
Emerging Markets government bonds 9.1 % 6.7 % 5 %
Emerging Markets corporate bonds 7.6 % 3.8 % 5 %
Treasury bonds 4.7 % 4.9 % 30 %
Inflation-linked bonds 6.0 % 5.8 % 5 %

2.4 Backtesting results

This section describes the backtesting results. For all the models the forecasting exercise
is as follows. The models are initially estimated using the first 2,000 observations and then
5,000 sample paths are simulated for each model and the maximum drawdown along each
path is calculated to form a predictive distribution of maximum drawdowns for the three
risk horizons: 5 days ahead, 10 days ahead, and 20 days ahead. We then move one day
forward and reestimate the models using the latest 2,000 observations in a rolling window,
and the process continues until the end of the out-of-sample period. The initial in-sample
ranges from January 5 1999 to September 6 2006 and the out-of-sample period is from 7
September 2006 to 18 November 2014.

Figure 2.5 shows the drawdown risk forecasts as summarized by the 10 day 95% CED
for the different models along with the forward 10 days realized drawdowns. We note that
the risk forecasts seem to correspond quite well to each other and that the differences
between the various forecasts are not very large. This also applies for the 5 and 20 day
risk horizons and is most likely caused by the fact that all models incorporate a GARCH-
like time-varying volatility which is the first-order effect in financial risk modelling. The
remaining differences between the forecasts are second-order effects and are due to the
different assumptions about the dependence modelling and the modeling of the distribution
of the residuals.

Furthermore, we also note that the fit between the drawdown risk forecasts and the
realized drawdowns seems quite satisfactory as the forecasted CEDs track the realized 10
day maximum drawdowns relatively well.

The next subsection will discuss the results obtained from comparing the models based
on the scoring functions and the MCS approach. Subsection 2.4.2 assesses the calibration
of the probabilistic forecasts graphically using histograms and CDFs of the PITs as well
as sample autocorrelation functions of different powers of the PITs.

52



06 07 08 09 10 11 12 13 14 15

%

0

2

4

6

8

10

12

14

16

18
10 day 95 % Conditional Expected Drawdown

RM1994-N
RM1994-FHS
RM2006-t
RM2006-FHS
DCC-N
DCC-FHS
Cop-GJR-EVT
Cop-RM2006-EVT
Realized drawdowns

Figure 2.5: Realized 10 day forward drawdowns along with 10 day
predicted 95% Conditional Expected Drawdown for the
different models.

2.4.1 Scoring rules

We now use the forecasts of the different models to compute empirical scores from the
previously introduced scoring rules and evaluate them using the Model Confidence Set
approach as shown in table 2.3.

Panel A shows the MCSs that result from using the Continuous Rank Probability
Score. At the 5 day risk horizon all models except the RM1994-N models are included
in the MCS at the usual 5% significance level. In terms of ranking, the best performing
model is the Cop-GJR-EVT model followed by the DCC-FHS and the DCC-N models.
For the 10 day and 20 day horizons all models are included in the MCSs and the ranking
of models is quite similar. Generally, the Cop-GJR-EVT, DCC-FHS, DCC-N, and the
Cop-RM2006-EVT are the best performing models.

Panel B shows the MCSs from using the weighted CRPS with an emphasis on the
important right tail that consists of the largest drawdowns. The results from using the
weighted CRPS are very similar to the unweighted case. Again, the best performing model
is the Cop-GJR-EVT model followed by the DCC-N and the Cop-RM2006-EVT models.

Across loss functions and forecast horizons the best performing model is clearly the
Cop-GJR-EVT model as it is the best model with both scoring functions and for all three
risk horizons.
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Table 2.3: Model Confidence Sets for the different models that are
compared in the forecasting exercise.

Panel A: Continuous Rank Probability Score

5 day horizon 10 day horizon 20 day horizon

Ranking Model p-value Model p-value Model p-value

1 Cop-GJR-EVT 1 Cop-GJR-EVT 1 Cop-GJR-EVT 1
2 DCC-FHS 0.3189 DCC-N 0.2078 DCC-N 0.2374
3 DCC-N 0.1035 DCC-FHS 0.2078 Cop-RM2006-EVT 0.2374
4 Cop-RM2006-EVT 0.1035 RM1994-FHS 0.2078 DCC-FHS 0.2374
5 RM1994-FHS 0.1035 Cop-RM2006-EVT 0.2078 RM1994-FHS 0.2374
6 RM2006-t 0.1035 RM1994-N 0.2078 RM2006-FHS 0.2374
7 RM2006-FHS 0.1035 RM2006-t 0.2078 RM2006-t 0.2374
8 RM1994-N 0.0345 RM2006-FHS 0.2078 RM1994-N 0.2374

Panel B: Weighted Continuous Rank Probability Score: right tail

5 day horizon 10 day horizon 20 day horizon

Ranking Model p-value Model p-value Model p-value

1 Cop-GJR-EVT 1 Cop-GJR-EVT 1 Cop-GJR-EVT 1
2 DCC-N 0.3694 DCC-N 0.3666 DCC-N 0.3164
3 Cop-RM2006-EVT 0.3694 Cop-RM2006-EVT 0.3666 Cop-RM2006-EVT 0.3164
4 DCC-FHS 0.3694 DCC-FHS 0.3666 DCC-FHS 0.3164
5 RM1994-FHS 0.3694 RM1994-FHS 0.3666 RM2006-FHS 0.3164
6 RM2006-t 0.3694 RM2006-FHS 0.3666 RM1994-FHS 0.3164
7 RM1994-N 0.3694 RM2006-t 0.3666 RM2006-t 0.3164
8 RM2006-FHS 0.2302 RM1994-N 0.3307 RM1994-N 0.2185

2.4.2 Calibration

As discussed in subsection 2.2.3 the calibration of probabilistic forecasts is a very important
property as uncalibrated forecasts are unreliable from a statistical perspective. Due to the
limited space available we only assess the calibration of the best performing model in
terms of scoring rules, the Cop-GJR-EVT model, but we provide graphs concerning the
remaining models in the appendix.

2.4.2.1 Histograms

Figure 2.6 shows CDFs and histograms of the PITs from the forecasts of the Cop-GJR-
EVT model. When we look at the 5 day horizon, we see that there seems to be a misfit in
the 0 to 0.6 region of the PITs, which indicates that the model does not get the fit to the
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Figure 2.6: Histograms and CDF plots of the probability integral
transforms for the Cop-GJR-EVT model.

smaller drawdowns quite right. But more importantly, the fit in the upper region of the
PITs, i.e. in the right tail of the drawdown distribution, is very satisfactory, which means
that on a 5 day horizon the risks of large drawdowns can be adequately modeled.

At the 10 day horizon the picture is quite similar, but the histogram seems to be
slightly more U-shaped, which indicates that the predictive distributions of maximum
drawdowns are slightly underdispersed. The U-shape becomes more significant at the 20
day horizon where there is clearly some underdispersion of the predictive distributions.
Based on the histograms and CDFs of the PITs, we can therefore conclude that the risks
of larger drawdowns can be adequately forecasted at the 5 and 10 day horizons, whereas
at the 20 day horizon the predictive distribution becomes underdispersed such that one
should be more careful with modelling risk at this forecast horizon.

Finally, when we look at the CDFs of the PITs for the remaining models in figures
2.14-2.16 in the appendix it seems clear that the Cop-GJR-EVT is the best performing
model.

2.4.2.2 Autocorrelations

As mentioned in subsection 2.2.3 the PITs should be uniform for optimal k-step ahead fore-
casts and furthermore they should be no more than (k − 1)-dependent.We follow Diebold
et al. (1998) and investigate whether this is the case for the Cop-GJR-EVT forecasts and
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show the sample autocorrelation functions for different powers of the demeaned PITs,
z − z∗. By focusing on powers of the demeaned PITs it is possible to assess dependence
operative through the conditional mean, z − z∗, the conditional variance, (z − z∗)2, the
conditional skewness, (z − z∗)3 , and the conditional kurtosis, (z − z∗)4.

If we first consider the 5 day horizon, we would want to see no significant autocorre-
lation after lag 4, but we see that there is some low but significant autocorrelation from
lag 5 to lag 11 in the conditional mean dynamics and also some low autocorrelation after
lag 4 for the conditional skewness. This indicates that the model may fail to account for
some dynamics in the conditional mean beyond what was derived from the autoregressive
model. But the autocorrelations in the dynamics of the conditional mean and conditional
skewness are, however, quite low so from a practical perspective, they might not be prob-
lematic. The dynamics of the conditional variance and kurtosis seems to be well specified
as there is no significant autocorrelation after lag 4.

At the 10 day horizon we also see autocorrelation beyond the desired lag of 9 in the con-
ditional mean and skewness and the magnitudes of these excess autocorrelations are higher
than at the 5 day horizon. The conditional variance and kurtosis dynamics again seem to
be well described by the model. Finally, at the 20 day horizon, the conditional mean and
skewness do actually not exhibit any excess autocorrelations beyond lag 19, but instead
there are problems with the conditional variance and kurtosis where the autocorrelations
beyond lag 19 turn significantly negative.

To summarize, the conclusions from investigating the autocorrelations of the PITs echo
the conclusions from investigating the histograms and CDFs of the PITs. We have shown
that it is possible to accurately model and forecast drawdown risks at horizons of 5 to 10
days whereas 20 days risk forecasts are less reliable.

This section has evaluated the risk forecasts of the different models from a purely
statistical perspective. The next section assesses the forecasts from a more economical
perspective by investigating the potential for controlling drawdown risks on the basis of
the forecasts.

2.5 Controlling drawdown risk

In the previous section the models were evaluated based on their statistical performance,
i.e. in terms of risk measurement, but ultimately the models should be used for risk
management and therefore this section investigates the potential for controlling drawdown
risk using the best performing model, the Cop-GJR-EVT model, and further compares the
risk-adjusted performances from controlling drawdown risk to an uncontrolled benchmark.
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Figure 2.7: Sample autocorrelation plots for various powers of the
probability integral transforms from the forecasts of
the Cop-GJR-EVT model.

2.5.1 Drawdown control

We employ the following procedure for testing the drawdown control ability of the Cop-
GJR-EVT model. For each day in the out-of-sample period from 2006-2014 the leverage
of the portfolio, Lt, is set such that the forecasted 95% Conditional Expected Drawdown,
CEDpred.

t , is set equal to a target Conditional Expected Drawdown, CEDtarg., in order to
maintain a constant drawdown risk over time. Since CED is homogenous of degree one,
doubling the exposure means doubling the CED, and the leverage at day t, Lt, is therefore
given as

Lt = CEDtarg.

CEDpred.
t

.

This scaling of leverage is done for all three risk horizons, i.e. 5, 10, and 20 days, and then
the realized maximum drawdowns are compared to the forecasted CEDs.

The drawdown controlled portfolio from the Cop-GJR-EVT model is compared to
an uncontrolled portfolio that simply maintains a leverage of 1 at all times. The CED
targets are set to be the unconditional 95% CEDs for the uncontrolled portfolio over the
in-sample period from 1999-2006, which are 1.64%, 2.43%, and 3.56% at the 5, 10, and 20
day horizon. The exercise thus compares the realized drawdowns of the strategies for an
investor who believes that drawdowns can be forecasted and controlled and an investor
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who believes that the risk of drawdowns is constant across time and therefore maintains
a constant portfolio exposure.

To compare the two strategies we compute the drawdown exceedance ratio, Et, which
we define as the realized maximum drawdown from time t to t + h, µreal.

t,t+h, divided by
the CED target, CEDtarg., given that the realized maximum drawdown exceeds the CED
target,

Et =


µreal.
t,t+h

CEDtarg. if µreal.
t,t+h>CEDtarg.,

undefined otherwise.

For the two strategies we then compute the mean of the exceedance ratios, the standard
deviation of the exceedance ratios, and the maximum of the exceedance ratios. A small
mean of the exceedance ratio is preferable from a risk control perspective as it reflects a
smaller average difference between forecasted risk and realized risk. Also a small standard
deviation of the exceedance ratio is preferable since it corresponds to a higher regularity
of exceedances and finally the smaller the maximum of the exceedance ratio the better,
since large exceedances corresponds to big surprises where realized drawdowns are much
larger than the forecasted tail mean of maximum drawdowns.

The results of the drawdown control exercise are shown in table 2.4. We see for the
5 day risk horizon the mean exceedance ratio is smaller for the controlled than for the
uncontrolled strategy. On average the realized maximum drawdowns that exceed the CED
target are 31% larger than the CED target for the drawdown controlled strategy whereas
they are 67% larger for the uncontrolled strategy.

The standard deviation of the exceedance ratio is also considerably lower for the draw-
down controlled strategy. Finally, the maximum of the exceedance ratio for the controlled
strategy is 2.16 whereas it is 6.47 for the uncontrolled strategy, which means that for the
uncontrolled strategy the target CED of 1.64% was exceeded by a factor of 6.47 resulting
in a 5 day realized maximum drawdown of 10.6%.

The results are very similar for the other risk horizons and the maxima of the ex-
ceedance ratio for the controlled strategy at the 10 and 20 day horizons are 2.27 and 2.21
which are quite similar to the 5 day maximum. The results thus indicate that drawdown
risk is controllable at all three risk horizons.

Figure 2.8 visualizes the drawdown control exercise as the realized drawdowns for each
day is compared to the CED target. The top panel of each subfigure shows the drawdown
controlled portfolio and the low panels show the uncontrolled portfolio. The figures clearly
show that the drawdown risk at all risk horizons is well under control for the drawdown
controlled portfolio whereas the uncontrolled portfolio suffers from maximum drawdowns
that far exceed the CED target level. Especially, the 2008 Financial Crisis led to large
losses, but at the 5 day horizon also the European Debt Crisis in the summer of 2011 and
the “Taper Tantrum” in the summer of 2013 resulted in larger drawdowns.
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Figure 2.8: Drawdown control using the Cop-GJR-EVT model.
The top panel of each of the subfigures shows the draw-
down controlled portfolio (a) and the lower panel shows
the uncontrolled portfolio (b).
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Table 2.4: Results of the drawdown control exercise.

Portfolio Mean exc. ratio Std. exc. ratio Max. exc. ratio

5 day horizon
Drawdown controlled 1.31 0.29 2.16
Uncontrolled 1.67 0.82 6.47

10 day horizon
Drawdown controlled 1.23 0.25 2.27
Uncontrolled 1.76 0.88 5.85

20 day horizon
Drawdown controlled 1.26 0.25 2.21
Uncontrolled 1.69 0.90 4.97

2.5.2 Case study: 2008 Financial Crisis

In order to further investigate the potential for controlling the portfolio drawdown in the
2008 Financial Crisis we conduct a short leverage rebalancing study. As in the above
subsection we compare the performance of the two strategies where one is controlling the
drawdown risk and the other is not. We use the forecasts from the Cop-GJR-EVT model
of the 10 day 95% CED to control risk and like previously the target risk is set to be the
10 day unconditional 95% CED for the uncontrolled portfolio over the in-sample period
from 1999-2006.

The result of this setup is shown in figure 2.9. We note that from January to May the
values of the controlled and uncontrolled portfolios are quite similar and both portfolios
are mostly within the 10 day 95% CED boundary. From May to September the drawdown
risk is slowly increasing and the contolled strategy reduces its exposure such that it suffers
smaller losses than the uncontrolled strategy. Finally, in September and October the
drawdown risk increases sharply and the uncontrolled portfolio suffers large losses that far
exceed the CED boundary whereas the controlled strategy exhibits a much more controlled
drawdown that stays close to the CED boundary.

The drawdown controlled portfolio thus serves its purpose and it is able to reduce
the realized drawdowns considerably which results in a maximum drawdown over the
entire period of 13.5% which is less than half of the 29.2% maximum drawdown of the
uncontrolled strategy.

2.5.3 Risk-adjusted performance

The previous results have shown that drawdown risk can be both forecasted and controlled
satisfactorily at the 10 day horizon. A natural next step is to investigate whether a
drawdown-controlled strategy is also able to provide improved risk-adjusted performance
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Figure 2.9: Drawdown control during the 2008 Financial Crisis.

relative to a static constant leverage strategy. We investigate this by comparing these
strategies over the out-of-sample period where the leverage of the drawdown-controlled
strategies is financed at the T-bill rate and proportional transaction costs of 10 basis
points are taken into account.

We compare two different drawdown-controlled strategies. The first is as in the above
sections where the leverage is set such that the forecasted CED is set equal to the target
CED each day, whereas the second strategy is unleveraged but reduces its exposure when
the forecasted CED is larger than the target CED such that its leverage is given as

Lt+1 =


1 if CEDpred.

t ≤ CEDtarg.,

CEDtarg.

CEDpred.
t

if CEDpred.
t > CEDtarg..

As before, we set the target CED equal to the unconditional 10 day 95% CED over the
in-sample period. In order to reduce the transaction costs of the strategies we consider two
variations that only adjust the leverage if the target leverage is at least 5 or 10 percentage
points from the current leverage level3.

3We also experimented with the approach in Bollerslev et al. (2016) who are inspired by the theoretical
model in Gârleanu & Pedersen (2013) and only trade partially towards the target to reduce transaction
costs, but we found the threshold-based approach to work better in our case.
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2.5.3.1 Performance metrics

To evaluate the performance of the strategies we rely on three different risk-adjusted
performance metrics. The first metric is the Sharpe ratio given as the annualized returns
of the strategies, Rp, in excess of the risk-free rate, Rf , divided by the annualized volatility
of the strategy returns, σp,

Sharpe = Rp −Rf
σp

.

The second performance metric is the Sortino ratio introduced in Sortino & Van
Der Meer (1991) where the returns of the strategies in excess of a target return, τ , is
divided by the downside deviation of the strategies such that it is calculated as

Sortino = Rp − τ√∫ τ
−∞ (R− τ)2 f(R)dR

.

Compared to the Sharpe ratio the Sortino ratio has the advantage that it only penalizes
variability below the target return whereas the Sharpe ratio penalizes both upside and
downside volatility and the Sortino ratio is therefore more relevant when the focus is on
downside risks. For the empirical study we calculate the Sortino ratio with a target return
equal to zero.

The third risk-adjusted performance metric is the MAR4 ratio which is the ratio of the
annualized return of a given strategy and its maximum drawdown over the sample period,

MAR = Rp
µ (XTn) .

The MAR ratio is a popular performance metric within the field of Managed Futures and
Commodity Trading Advisors and like the Sortino ratio it is focused on downside risks,
but also on serial correlation in losses.

2.5.3.2 Performance over the full out-of-sample period

Table 2.5 shows the risk-adjusted performance of the different models over the 2006-
2014 full out-of-sample period. As explained above we consider two different drawdown-
controlled strategies where the first strategy is allowed to have both a higher and a lower
leverage than the uncontrolled strategy whereas the second “no leverage” strategy is only
allowed to take less or the same risk as the uncontrolled strategy.

When we look at panel A we see that in the case of zero transaction costs the drawdown-
controlled strategies with leverage deliver relatively clear improvements in risk-adjusted
performance. For the 0% threshold where leverage is changed continuously the strategies

4MAR is an acronym for Managed Accounts Report which is the journal where the ratio was first
introduced.
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have Sharpe ratios of 0.80-0.92 compared to 0.64 for the uncontrolled strategy, Sortino
ratios of 1.43-1.65 with 1.07 for the uncontrolled strategy, and MAR ratios of 0.30-0.35
compared to 0.20 for the benchmark. The strategies without leverage that are only allowed
to take less or the same risk as the benchmark deliver results that are very close to the
strategies that do use leverage. We also see that rebalancing in 5% or 10% increments
only does not improve the performance when the transaction costs are zero, which is what
could be expected. The performance is quite similar across the different models, but the
best performer is the Cop-GJR-EVT model.

Panel B shows the risk-adjusted performances when proportional transaction costs
of 10 basis points are introduced. We see that a considerable part of the improvement
in risk-adjusted performance disappears for the leveraged strategies when a rebalancing
threshold of 0% is used and that all strategies have a better performance when thresholds
of 5% or 10% are used. The unleveraged drawdown-controlled strategies generally perform
better than the leveraged strategies as they are less influenced by transaction costs. The
best-performing model is again the Cop-GJR-EVT model with a threshold of 5% and it
has a Sharpe ratio of 0.83, a Sortino ratio of 1.51, and a MAR ratio of 0.32, which is still
a relatively clear improvement over the uncontrolled strategy with a Sharpe ratio of 0.64,
a Sortino ratio of 1.07, and a MAR ratio of 0.20.

2.5.3.3 Performance over the 2009-2014 recovery period

We now consider the performance of the different stategies over the 2009-2014 recovery
period in part to investigate the impact of the Financial Crisis on the previous results and
in part to find out how the different strategies perform over a business cycle expansion.
Intuitively, one would expect the performance of drawdown-controlled strategies to be
higher relative to an uncontrolled strategy in recessionary periods which is when the largest
risk-assets drawdowns typically occur and therefore expect to see smaller improvements
over an expansionary period.

Table 2.6 shows the risk-adjusted performance statistics. In panel A the results with
zero transaction costs are shown and again the drawdown-controlled strategies without
leverage are better than the strategies that employ leverage. Furthermore, both the lever-
aged and unleveraged strategies are able to outperform the uncontrolled strategy, albeit
with a smaller margin than over the 2006-2014 period. The unleveraged strategies have
Sharpe ratios of 1.18-1.24, Sortino ratios of 1.72-1.82, and MAR ratios of 0.89-1.00 in the
case of a 0% threshold whereas the uncontrolled strategy has a Sharpe ratio of 1.13, a
Sortino ratio of 1.65, and a MAR ratio of 0.81.

When transaction costs are introduced in panel B, the strategies that employ lever-
age are no longer able to outperform the uncontrolled strategy whereas the unleveraged
drawdown-controlled strategies are able to slightly outperform the uncontrolled strategy
for rebalancing thresholds of 5% and 10%. In the case of a 10% threshold the unleveraged
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Table 2.5: Risk-adjusted performance of the drawdown-controlled
strategies over the full 2006-2014 out-of-sample period.

Panel A: tc = 0

0% threshold 5% threshold 10% threshold

Model Sharpe Sortino MAR Sharpe Sortino MAR Sharpe Sortino MAR

With leverage
RM1994-N 0.85 1.45 0.32 0.84 1.44 0.31 0.79 1.37 0.28
RM1994-FHS 0.85 1.49 0.33 0.83 1.46 0.32 0.80 1.41 0.30
RM2006-t 0.83 1.46 0.31 0.82 1.45 0.30 0.82 1.45 0.30
RM2006-FHS 0.80 1.42 0.30 0.80 1.43 0.30 0.76 1.37 0.27
DCC-N 0.88 1.55 0.32 0.89 1.56 0.33 0.87 1.53 0.32
DCC-FHS 0.88 1.55 0.32 0.87 1.53 0.32 0.86 1.52 0.31
Cop-GJR-EVT 0.92 1.63 0.35 0.93 1.65 0.36 0.87 1.55 0.33
Cop-RM2006-EVT 0.85 1.49 0.33 0.85 1.49 0.34 0.79 1.40 0.31

Unleveraged
RM1994-N 0.86 1.51 0.30 0.85 1.51 0.29 0.81 1.44 0.27
RM1994-FHS 0.85 1.52 0.31 0.83 1.49 0.30 0.81 1.46 0.29
RM2006-t 0.82 1.46 0.29 0.81 1.45 0.29 0.81 1.45 0.29
RM2006-FHS 0.81 1.45 0.29 0.81 1.45 0.29 0.76 1.38 0.26
DCC-N 0.87 1.56 0.31 0.87 1.56 0.32 0.84 1.51 0.30
DCC-FHS 0.87 1.55 0.31 0.86 1.54 0.31 0.84 1.51 0.30
Cop-GJR-EVT 0.92 1.64 0.34 0.92 1.66 0.35 0.87 1.57 0.32
Cop-RM2006-EVT 0.85 1.51 0.31 0.85 1.52 0.32 0.79 1.42 0.29

Uncontrolled 0.64 1.07 0.20 0.64 1.07 0.20 0.64 1.07 0.20

Panel B: tc = 10 bps

0% threshold 5% threshold 10% threshold

Model Sharpe Sortino MAR Sharpe Sortino MAR Sharpe Sortino MAR

With leverage
RM1994-N 0.68 1.20 0.25 0.72 1.26 0.26 0.70 1.24 0.25
RM1994-FHS 0.65 1.20 0.25 0.69 1.26 0.27 0.70 1.27 0.27
RM2006-t 0.66 1.21 0.24 0.71 1.29 0.26 0.76 1.35 0.28
RM2006-FHS 0.63 1.17 0.24 0.69 1.27 0.26 0.70 1.28 0.25
DCC-N 0.70 1.28 0.26 0.76 1.37 0.28 0.77 1.39 0.29
DCC-FHS 0.68 1.24 0.25 0.72 1.31 0.27 0.76 1.37 0.28
Cop-GJR-EVT 0.73 1.35 0.28 0.79 1.45 0.31 0.77 1.41 0.29
Cop-RM2006-EVT 0.69 1.26 0.27 0.76 1.36 0.31 0.73 1.31 0.29

Unleveraged
RM1994-N 0.78 1.39 0.26 0.80 1.43 0.27 0.78 1.40 0.26
RM1994-FHS 0.74 1.36 0.27 0.77 1.39 0.28 0.77 1.40 0.27
RM2006-t 0.71 1.30 0.25 0.75 1.36 0.26 0.78 1.40 0.27
RM2006-FHS 0.70 1.29 0.25 0.74 1.36 0.26 0.73 1.33 0.25
DCC-N 0.76 1.38 0.27 0.79 1.43 0.29 0.78 1.42 0.28
DCC-FHS 0.74 1.36 0.26 0.77 1.40 0.28 0.78 1.41 0.28
Cop-GJR-EVT 0.78 1.44 0.29 0.83 1.51 0.32 0.80 1.46 0.29
Cop-RM2006-EVT 0.75 1.37 0.27 0.80 1.44 0.30 0.76 1.37 0.28

Uncontrolled 0.64 1.07 0.20 0.64 1.07 0.20 0.64 1.07 0.20
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strategies have Sharpe ratios of 1.13-1.22, Sortino ratios of 1.64-1.78, and MAR ratios of
0.92-1.02 where the uncontrolled strategy has a Sharpe ratio of 1.13, a Sortino ratio of
1.65 and a MAR ratio of 0.81. Interestingly, the best-performing model is no longer the
Cop-GJR-EVT model, but the RM2006 models when measured by Sharpe and Sortino ra-
tios and the RM1994-FHS model when measured by the MAR ratio. Generally, however,
the performance is quite close across models.

2.5.3.4 A longer term perspective

As some of the indices on asset class returns have only existed from 1999 to 2014, our
results are limited by the data available. To get a longer term perspective on the risk-
adjusted performance of drawdown-controlled strategies we focus on a portfolio consisting
of 60% 10 year constant maturity Treasury bonds and 40% of the S&P 500 stock index.

We follow the methodology in Morningstar (2008) to obtain a daily Treasury bond in-
dex and construct a total return index from daily 10 year constant maturity zero coupon
rates. The daily zero coupon rates are available from 1962 and like before we use the first
2,000 observations as the initial in-sample period such that the out-of-sample period runs
from 1969 to 2006. Due to the limited space available, we only conduct the drawdown con-
trol study on the overall best-performing model, the Cop-GJR-EVT model. As above we
set the target CED level for the drawdown-controlled strategy equal to the unconditional
10 day 95% CED over the in-sample period.

The results of the drawdown-controlled strategies are shown in table 2.7. We see in
panel A that with zero transaction costs the drawdown-controlled strategies outperform
the uncontrolled strategy on a risk-adjusted basis with Sharpe ratios of 0.76-0.76 compared
to 0.58, Sortino ratios of 2.75-2.75 compared to 1.61, and MAR ratios of 0.98-0.98 compared
to 0.43 for the controlled versus the uncontrolled strategies, respectively.

The best results in terms of outperformance are seen in the downside-focused Sortino
and MAR ratios and with a MAR ratio of 0.98 relative to 0.43 for the uncontrolled strategy
a suitable leveraging of the drawdown-controlled strategies should be able to deliver a
performance that corresponds to the same return as the uncontrolled strategy, but with
half the drawdown risk.

With proportional transaction costs of 10 bps the outperformance is slightly reduced
and leverage should only be adjusted when the thresholds are breached. For the controlled
vs. uncontrolled strategies the Sharpe ratios are 0.72-0.72 compared to 0.58, the Sortino
ratios are 2.69-2.70 compared to 1.61, and the MAR ratios are 0.87-0.88 compared to
0.43. We see that in contrast to the 2006-2014 sample period there is only a very small
difference in performance between the leveraged and the unleveraged drawdown-controlled
strategies.

As the historical transaction costs over the 1969-2006 period were most likely higher
than the transaction costs over the 2006-2014 period, we have also investigated the case
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Table 2.6: Risk-adjusted performance of the drawdown-controlled
strategies over the recovery period from 2009 to 2014.

Panel A: tc = 0

0% threshold 5% threshold 10% threshold

Model Sharpe Sortino MAR Sharpe Sortino MAR Sharpe Sortino MAR

With leverage
RM1994-N 1.18 1.70 0.89 1.18 1.69 0.89 1.18 1.69 0.89
RM1994-FHS 1.15 1.64 0.87 1.14 1.63 0.87 1.15 1.64 0.86
RM2006-t 1.21 1.75 0.93 1.19 1.72 0.91 1.20 1.73 0.90
RM2006-FHS 1.16 1.65 0.83 1.18 1.70 0.85 1.19 1.71 0.85
DCC-N 1.19 1.72 1.00 1.19 1.73 1.00 1.19 1.73 1.00
DCC-FHS 1.18 1.71 0.99 1.17 1.69 0.97 1.18 1.71 0.99
Cop-GJR-EVT 1.18 1.71 1.02 1.18 1.71 1.03 1.20 1.74 1.06
Cop-RM2006-EVT 1.14 1.64 0.86 1.15 1.66 0.87 1.14 1.63 0.84

Unleveraged
RM1994-N 1.21 1.77 0.92 1.22 1.78 0.95 1.23 1.80 0.99
RM1994-FHS 1.22 1.78 0.99 1.21 1.77 0.99 1.22 1.79 1.05
RM2006-t 1.24 1.82 0.94 1.22 1.78 0.89 1.24 1.81 0.94
RM2006-FHS 1.21 1.75 0.89 1.23 1.79 0.94 1.24 1.81 0.96
DCC-N 1.18 1.73 0.96 1.17 1.71 0.95 1.18 1.72 1.01
DCC-FHS 1.19 1.74 1.00 1.18 1.72 0.97 1.18 1.71 1.01
Cop-GJR-EVT 1.18 1.72 0.97 1.18 1.72 0.99 1.18 1.72 0.99
Cop-RM2006-EVT 1.20 1.75 0.92 1.20 1.76 0.96 1.21 1.76 0.94

Uncontrolled 1.13 1.65 0.81 1.13 1.65 0.81 1.13 1.65 0.81

Panel B: tc = 10 bps

0% threshold 5% threshold 10% threshold

Model Sharpe Sortino MAR Sharpe Sortino MAR Sharpe Sortino MAR

With leverage
RM1994-N 1.03 1.47 0.75 1.05 1.51 0.77 1.09 1.56 0.80
RM1994-FHS 0.95 1.36 0.71 0.99 1.41 0.74 1.04 1.49 0.76
RM2006-t 1.04 1.48 0.77 1.07 1.53 0.80 1.12 1.61 0.82
RM2006-FHS 0.98 1.39 0.69 1.06 1.52 0.74 1.12 1.60 0.78
DCC-N 0.98 1.42 0.80 1.04 1.50 0.85 1.08 1.55 0.88
DCC-FHS 0.96 1.38 0.78 0.99 1.42 0.80 1.05 1.52 0.87
Cop-GJR-EVT 0.97 1.41 0.80 1.01 1.46 0.85 1.07 1.55 0.92
Cop-RM2006-EVT 0.98 1.40 0.72 1.05 1.50 0.78 1.08 1.54 0.79

Unleveraged
RM1994-N 1.17 1.71 0.88 1.19 1.74 0.92 1.21 1.77 0.97
RM1994-FHS 1.16 1.69 0.91 1.17 1.71 0.95 1.19 1.74 1.02
RM2006-t 1.18 1.71 0.87 1.18 1.71 0.85 1.22 1.78 0.91
RM2006-FHS 1.13 1.63 0.81 1.18 1.72 0.89 1.22 1.78 0.93
DCC-N 1.12 1.63 0.88 1.12 1.63 0.88 1.14 1.66 0.96
DCC-FHS 1.12 1.63 0.90 1.13 1.64 0.90 1.13 1.65 0.95
Cop-GJR-EVT 1.10 1.60 0.87 1.12 1.62 0.91 1.13 1.64 0.93
Cop-RM2006-EVT 1.14 1.66 0.85 1.17 1.70 0.92 1.19 1.73 0.92

Uncontrolled 1.13 1.65 0.81 1.13 1.65 0.81 1.13 1.65 0.81
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Figure 2.10: Drawdown control over the 1969-2006 period using
the Cop-GJR-EVT model.

with costs of 20 bps in panel C. Here, we see that when we only adjust the leverage when
the 10% threshold leverage is breached, the risk-adjusted performance is not worsened
much relative to the case with 10 bps in transaction costs.

Figure 2.10 shows the realized 10 day ahead drawdowns for the drawdown-controlled
strategy that targets a constant CED and for an uncontrolled strategy. We see that the
uncontrolled strategy suffers several large drawdowns and that the drawdown during the
stock market crash of 1987 is especially large. The controlled strategy is able to mitigate
the effects of the crash and has a 10 day maximum drawdown of 6.83% compared to
14.67% for the uncontrolled strategy.

When we compare the realized drawdowns, we see that the controlled strategy generally
delivers a much more even profile of realized drawdowns compared to the uncontrolled
strategy and we also see that the worst periods for the controlled strategy are the period
around the 1980 recession and the crash of 1987. Apart from these two periods the realized
drawdowns are very much in line with the drawdown target.

2.5.3.5 Alternative portfolio weights

Until now, all the results have been based on the particular portfolio mix of 40% stocks
and 60% bonds and in order to investigate the robustness of the results this subsection
considers the effect of changing the portfolio weights. We again use the Cop-GJR-EVT
model and use the same 1969-2006 data as in the previous subsection. We consider the
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following four portfolio allocations: 100% stocks, 75% stocks with 25% bonds, 40% stocks
with 60% bonds, and finally 100% bonds.

The risk-adjusted performances from the drawdown control study using the different
portfolio mixes and transaction costs of 10 bps are shown in table 2.8. Here, we see
in panel A that the drawdown-controlled strategies that employ leverage outperform the
uncontrolled strategies for all four portfolio mixes. The outperformance is strongest when
the 10% rebalancing threshold is used. Furthermore, we can see that the higher the bond
weight the larger is the outperformance relative to an uncontrolled approach.

In panel B, we see that the results with no leverage are very similar to the results when
leverage is allowed as there is only very minor differences between the two approaches.

Figure 2.11 shows the 10 day forward realized drawdowns for the controlled and the
uncontrolled strategies. In subfigure (a) the drawdowns for the 100% stock portfolio is
shown. Here it can be seen that the uncontrolled portfolio suffers several drawdowns of
more than double the drawdown target in years such as 1970, 1975, 1998, and 2002 whereas
the drawdowns of the controlled portfolio are much closer to the drawdown target.

One notable exception stands out and that is the extremely large drawdown of October
1987 where both the controlled and uncontrolled portfolio suffer losses that much exceed
the drawdown target of 4.95% with the controlled portfolio having a 10-day drawdown of
21.88% and the uncontrolled portfolio having a drawdown of 31.38%. The reason that the
controlled portfolio is unable to keep the drawdown close to the target is that the very
large loss occurs on only one day, Monday October 19th known as “Black Monday”, where
the S&P 500 suffered a one-day loss of 20.45% without much volatility in the days prior to
the crash. All other crashes such as 1970, 1975, 1998, 2002, and 2008 were characterized
by more gradual increases in volatility which allowed the model to decrease its positions
in due time.

Subfigure (b) shows the drawdowns for the 100% bond portfolio and here we see that
the drawdowns of the controlled portfolio are generally close to the target level whereas
the uncontrolled portfolio suffers several larger drawdowns. In particular, the drawdowns
in the beginning of the eighties are quite severe with drawdowns exceeding more than four
times the target level for the uncontrolled portfolio.

2.6 Conclusion

This paper has been concerned with drawdown risk which was formally introduced by
a definition of the risk measure Conditional Expected Drawdown and by the concept of
predictive maximum drawdown distributions. The drawdown risk was then quantified by
means of a number of popular multivariate risk models and the forecasting perfomance
of these models was compared using the Model Confidence Set approach and versions of
the Continuous Rank Probability Score. Also, the forecasts of the best performing model
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Figure 2.11: Drawdown control over the 1969-2006 period using
the Cop-GJR-EVT model for a 100% stock portfolio
(a) and a 100% bond portfolio (b).
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were evaluated with respect to calibration by means of a graphical approach that relies on
histograms and autocorrelation functions of the probability integral transforms stemming
from the forecasts of the model. Finally, a drawdown control study was conducted to
investigate the potential for controlling drawdown risk using the model forecasts.

On the basis of the Model Confidence Sets the best performing model was found to
be the Cop-GJR-EVT model where the dependence structure of the different assets is
modelled by means of a t-copula and the marginal distribution of assets are described by
GJR-GARCH processes with flexible semiparametric distributions for the residuals. Based
on the results of the graphical calibration test of the drawdown forecasts as well as the
drawdown control study we conclude that it is possible to forecast and control drawdown
risk at the 5 and 10 day horizons whereas 20 day horizon forecasts should be used with
some care.

The case study indicates that more than half of the drawdown experienced through
the 2008 Financial Crisis could have been avoided by employing the risk forecasts to
control the drawdown risk of the portfolio. In terms of risk-adjusted performance we found
that in the presence of transaction costs a drawdown-controlled strategy that reduces the
exposure when the forecasted CED is above the target CED is able to deliver improved
risk-adjusted performance relative to a static approach over both the full out-of-sample
period from 2006 to 2014 and the recovery period from 2009 to 2014. The improvements
over the latter period are smaller than over full sample period, however, which is probably
also what one should expect as the value of controlling drawdown risks seems to be most
useful for reducing the impact of extreme drawdown periods such as the Financial Crisis.

In order to get a longer term perspective on the possibility and benefits of a drawdown-
controlled approach we use data on a portfolio consisting of 10 year zero coupon bonds and
the S&P 500 index over an out-of-sample period from 1969 to 2006. The results show that
a drawdown-controlled portfolio is able to outperform an uncontrolled strategy in terms
of risk-adjusted performance and that the drawdown risk could be relatively satisfactorily
controlled over this period. The consequences of the 1987 stock market crash could not
be entirely avoided, but were clearly reduced compared to an uncontrolled strategy.

This paper has focused on the forecasting and controlling maximum drawdowns i.e.
the maximum of path dependent losses, but other functionals of the path of losses might
also be of interest for investors. For instance, forecasting the mean or median of loss over
a given horizon or forecasting the expected loss given e.g. three consecutive down days
would be interesting points for future research.
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Table 2.7: Risk-adjusted performance of the drawdown-controlled
strategies over the period from 1969 to 2006.

Panel A: tc = 0

0% threshold 5% threshold 10% threshold

Model Sharpe Sortino MAR Sharpe Sortino MAR Sharpe Sortino MAR

With leverage
Cop-GJR-EVT 0.76 2.75 0.98 0.76 2.76 0.95 0.76 2.75 0.90

Unleveraged
Cop-GJR-EVT 0.76 2.75 0.98 0.76 2.76 0.95 0.76 2.76 0.90

Uncontrolled 0.58 1.61 0.43 0.58 1.61 0.43 0.58 1.61 0.43

Panel B: tc = 10 bps

0% threshold 5% threshold 10% threshold

Model Sharpe Sortino MAR Sharpe Sortino MAR Sharpe Sortino MAR

With leverage
Cop-GJR-EVT 0.63 2.54 0.88 0.70 2.66 0.91 0.72 2.69 0.87

Unleveraged
Cop-GJR-EVT 0.63 2.54 0.88 0.70 2.66 0.91 0.72 2.70 0.88

Uncontrolled 0.58 1.61 0.43 0.58 1.61 0.43 0.58 1.61 0.43

Panel C: tc = 20 bps

0% threshold 5% threshold 10% threshold

Model Sharpe Sortino MAR Sharpe Sortino MAR Sharpe Sortino MAR

With leverage
Cop-GJR-EVT 0.50 2.33 0.76 0.64 2.56 0.86 0.68 2.64 0.86

Unleveraged
Cop-GJR-EVT 0.50 2.33 0.77 0.64 2.56 0.86 0.69 2.64 0.86

Uncontrolled 0.58 1.61 0.43 0.58 1.61 0.43 0.58 1.61 0.43
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Table 2.8: Risk-adjusted performance of the drawdown-controlled
strategies over the period from 1969 to 2006 using dif-
ferent portfolio mixes and the Cop-GJR-EVT model.

Panel A: tc = 10 bps, with leverage

0% threshold 5% threshold 10% threshold

Asset mix Sharpe Sortino MAR Sharpe Sortino MAR Sharpe Sortino MAR

Controlled
100% stocks 0.46 1.29 0.28 0.50 1.36 0.32 0.51 1.37 0.33
75% stocks, 25% bonds 0.50 1.57 0.38 0.53 1.63 0.42 0.56 1.66 0.43
40% stocks, 60% bonds 0.63 2.54 0.88 0.70 2.66 0.91 0.72 2.69 0.87
100% bonds 0.68 3.55 1.58 0.80 3.82 1.71 0.82 3.82 1.62

Uncontrolled
100% stocks 0.45 1.03 0.23 0.45 1.03 0.23 0.45 1.03 0.23
75% stocks, 25% bonds 0.50 1.23 0.29 0.50 1.23 0.29 0.50 1.23 0.29
40% stocks, 60% bonds 0.58 1.61 0.43 0.58 1.61 0.43 0.58 1.61 0.43
100% bonds 0.43 1.49 0.37 0.43 1.49 0.37 0.43 1.49 0.37

Panel B: tc = 10 bps, unleveraged

0% threshold 5% threshold 10% threshold

Asset mix Sharpe Sortino MAR Sharpe Sortino MAR Sharpe Sortino MAR

Controlled
100% stocks 0.46 1.30 0.28 0.50 1.36 0.31 0.52 1.39 0.33
75% stocks, 25% bonds 0.50 1.59 0.38 0.54 1.65 0.42 0.56 1.67 0.43
40% stocks, 60% bonds 0.63 2.54 0.88 0.70 2.66 0.91 0.72 2.70 0.88
100% bonds 0.68 3.56 1.58 0.81 3.83 1.71 0.82 3.82 1.62

Uncontrolled
100% stocks 0.45 1.03 0.23 0.45 1.03 0.23 0.45 1.03 0.23
75% stocks, 25% bonds 0.50 1.23 0.29 0.50 1.23 0.29 0.50 1.23 0.29
40% stocks, 60% bonds 0.58 1.61 0.43 0.58 1.61 0.43 0.58 1.61 0.43
100% bonds 0.43 1.49 0.37 0.43 1.49 0.37 0.43 1.49 0.37
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Appendix: Additional graphs
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Figure 2.12: Partial return autocorrelations for the different asset
classes.
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Figure 2.13: Autocorrelations of squared returns of the different
asset classes.
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Figure 2.14: CDFs of the PITs for the different models at the 5
day horizon.
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Figure 2.15: CDFs of the PITs for the different models at the 10
day horizon.
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Figure 2.16: CDFs of the PITs for the different models at the 20
day horizon.
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A wise man proportions his be-
liefs to experience.
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When the facts change, I change
my mind. What do you do?

John Keynes

Timing matters a great deal;
the difference between salad and
garbage is time.

Andrew Lo 3
Tactical Asset Allocation with Fully Flexible

Probabilities
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The topic of this paper is equity return predictability and dynamic asset allocation
using the Historical Simulation with Fully Flexible Probabilities methodology developed
in Meucci (2010, 2013). The method is a flexible non-parametric way to model the future
equity return distribution conditional on the values of a range of state variables.

The paper analyzes a simulated out-of-sample asset allocation exercise between the
S&P 500 and T-bills using a number of state variables recently introduced in the liter-
ature. Over the 2001-2015 out-of-sample period the combined forecast utilizing all the
predictor variables generates excess certainty equivalent returns of more than 300 basis
points annually compared to the prevailing mean benchmark model.

Keywords: Return predictability, Asset allocation, Fully Flexible Probabilities, Non-para-
metric modelling, Distributional forecasting, Forecast combinations.
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3.1 Introduction

This paper is concerned with stock return predictability and asset allocation strategies
which are topics that have received considerable attention from both investment practi-
tioners and academic researchers alike. Investment practitioners naturally rely on asset
return and risk forecasts in the hope of improving investment performance and for aca-
demic researchers return predictability has important implications for tests of market
efficiency and the construction of asset pricing models (Rapach & Zhou 2013).

There is a large body of literature on return predictability as surveyed in Rapach &
Zhou (2013) and whereas there seems to be consensus on the existence of in-sample stock
return predictability among financial economists (Campbell 2000), the out-of-sample stock
return predictability is still a relatively open research question. The influential papers of
Welch & Goyal (2008) as well as Bossaerts & Hillion (1999) and Goyal & Welch (2003)
cast doubt on the notion of out-sample return predictability as they show that most of the
traditional return predictors such as valuation ratios, stock variances, interest rates, credit
and term spreads, and inflation rates fail to outperform the simple historical average in
terms of Mean Squared Forecasting Error.

A likely explanation for this failure to outperform the historical average is the consider-
able uncertainty and instability surrounding the stock return data generating mechanism
and in the wake of the Welch & Goyal (2008) paper a large body of literature has de-
veloped that seeks to improve on the traditional return forecasts by taking into account
model uncertainties and parameter instabilities. These improvements are based on eco-
nomically sensible forecast restrictions as in Campbell & Thompson (2008), time-varying
parameter models as in Dangl & Halling (2012), different return regimes as in Guidolin &
Timmermann (2007), Bayesian forecasting models as in Kandel & Stambaugh (1996) and
Barberis (2000), diffusion indices as in Ludvigson & Ng (2007), and model combinations
as in Rapach et al. (2010) and Cremers (2002).

This paper adds to the existing literature in two different ways. First, we investigate
a number of relatively new state variables introduced in the literature. These predictors
include leading and coincident indicators of macroeconomic activity, indicators related to
financial stress as in Guilleminot et al. (2014), financial turbulence as in Kritzman & Li
(2010), the degree of comovement between different stock market industries as in Kritzman
et al. (2011), and finally trend-based indicators as in Neely et al. (2014).

Second, the return predictability and asset allocation study is conducted using the
Historical Simulation with Fully Flexible Probabilities approach introduced in Meucci
(2010) and Meucci (2013). The framework is a flexible non-parametric way to model the
future return distribution based on the historically realized stock returns and a number
of state variables. The primary benefits of the approach are that i) it facilitates the use
of distributional forecasts and preferences other than the mean-variance utility function,
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ii) it allows not only for time-varying expected returns and covariances, but also for time
variation in all other distributional features, e.g. higher-order moments such as skewness
and kurtosis, and iii) it is an ensemble method that can be used to reduce the noise in the
individual state variables and thereby diversify against model and misspecification risks.

Our main result is that over the 2001-2015 out-of-sample period the combined forecasts
utilizing all predictor variables are able to generate increases in certainty equivalent returns
by between 355 and 369 basis points compared to the prevailing mean benchmark model
in the asset allocation exercise between the S&P 500 index and T-bills. The combination
forecasts are also able to deliver improved point and distributional forecasts relative to the
equally weighted historical distribution with improvements in point forecasts of between
1.58% and 1.80% as well as improvements in distributional forecasts of between 1.38% to
1.69%.

The rest of the paper is organized as follows. In section 3.2 the Flexible Probabilities
model setup is explained. Section 3.3 covers the data used in the empirical exercise,
and section 3.4 reports the results of the out-of-sample asset allocation exercise. Finally,
section 3.5 concludes.

3.2 Model setup

This section explains the model setup. First, we explain the procedure for conditioning on
a single state variable; second, we introduce methods for combining predictions based on
several state variables, and third, we present the method for making portfolio allocations
based on the predictive distributions.

3.2.1 Flexible Probabilities

The Flexible Probabilities methodology of Meucci (2010) and Meucci (2013) is based on
the empirical distribution of past returns, but unlike the standard empirical distribution
the probabilities assigned to each past realization need not be equal. The method assigns
a time-varying probability to each past observation by comparing the current state of the
market with the state of the market when the historical realization occurred. The more a
period resembles the present market state, the higher the weight.

The state of the market is measured by observable state variables such as for instance
the 12 month excess stock return. The specific way to assign the probabilities of each
observation will be explained in the next subsections.

Once the probabilities of each past return realization have been assigned, we can model
the distribution of the next period’s stock return by using these historical realizations as
forward-looking scenarios of the yet-to-be realized future stock return. The distribution
of the future stock return can be written as
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rstockt̄+1 ∼
{
rstockt , pt

}t̄
t=1

.

and the cumulative distribution function will be

F stockt̄+1 (r) =
∑

rstockt ≤r

pt,

where the standard empirical CDF would correspond to the equally weighted pt = 1/t̄.
Thus, the distribution of the future stock return is represented as a vector of historical
scenarios along with a vector of probabilities assigned to each of the scenarios.

With the notation in place the following subsections describe the assignment of prob-
abilities to each of the historical scenarios.

3.2.1.1 Crisp conditioning

The “crisp” conditioning method is arguably the simplest way to do state-based condi-
tioning. The crisp conditioning method simply works by assigning each observation within
a given α% range of the current value of the state variable, z∗, the same probability and
the remaining observations a probability of zero. The range, R (z∗), is chosen such that it
contains the α% of the observations symmetrically around the current value unless that is
not possible because the current value is close to the upper or lower bound of its historical
range. The crisp probabilities can be written as

pt|z∗ ≡ pcrispt ∝

1 if zt ∈ R (z∗)

0 otherwise
, (3.2.1)

where the proportionality symbol ∝ means that the probabilities are rescaled to sum to 1.
An example of crisp conditioning is shown in the second panel of figure 3.1 that shows

the probabilities assigned to each past scenario. It can be seen that crisp conditioning
gives rise to a very sharp division between the historical observations that are included
and the remaining observations. Below we will describe a smoother alternative to the crisp
conditioning.

3.2.1.2 Kernel conditioning

Kernel conditioning is an alternative to crisp conditioning and offers a smoother weighting
criteria such that the sharp division between observations included and excluded inherent
in the crisp smoothing is avoided. This is achieved by weighting each past observation by
the distance between the state variable at that point in time and the current value of the
state variable. The distance is measured using either an exponential or a Gaussian kernel
and we can then write the probabilities as
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Figure 3.1: State-based conditioning using crisp conditioning, ker-
nel conditioning, and Entropy-based conditioning. The
state variable is the 12 month excess stock return and
the horizontal dashed line shows its current value.

pt|z∗ ≡ pkert ∝ e−|zt−z∗|
γ/h. (3.2.2)

Here, the constant γ indicates the chosen kernel where γ = 1 corresponds to an exponential
kernel and γ = 2 corresponds to a Gaussian kernel. The bandwidth parameter is denoted
by h and it controls the smoothness of the kernel and thereby also the smoothness of the
assigned probabilities. An example of kernel conditioning is shown in the third panel of
figure 3.1 and compared to the crisp probabilities we see that kernel conditioning results
in a more smooth assignment of probabilities.

3.2.1.3 Entropy-based conditioning

Conditioning via a smooth kernel thus seems to be preferable to crisp conditioning, but
then one faces the challenges of deciding which kernel to use and choosing the optimal
bandwidth. As demonstrated in Meucci (2013) this challenge can be overcome by relying
on the Entropy Pooling framework of Meucci (2008) in the following way.

The entropy-based conditioning starts with the crisp conditioning procedure in (3.2.1)
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and then proceeds by calculating the crisp moments

µ|z∗ =
t̄∑
t=1

ztp
crisp
t and σ|z∗ =

√√√√ t̄∑
t=1

z2
t p
crisp
t − (µ|z∗)2.

Having calculated the crisp moments the method then imposes the view that the yet-to-
be-defined Flexible Probabilities should match the crisp moments such that

V|z∗ :


∑t̄
t=1 ptzt = µ|z∗∑t̄
t=1 ptz

2
t ≤ (µ|z∗)2 + (σ|z∗)2 .

(3.2.3)

Then we minimize the relative entropy or Kullback-Leibler divergence (Kullback & Leibler
1951) between an equally weighted prior probability vector, pew, and the resulting Flexible
Probabilities under the constraint that the views in (3.2.3) should be satisfied:

p|z∗ ≡ argmin
p∈V|z∗

E (p,pew) ,

where the relative entropy (in discrete form) is given by

E (p,pew) ≡
t̄∑
t=1

pt ln (pt/pewt ) .

The resulting Flexible Probabilities resemble the kernel-based probabilities in (3.2.2), but
when we add an inequality constraint on the second moment in (3.2.3), they will correspond
to a kernel with optimal bandwidth and center as shown in Meucci (2013) as the estimator
is free to switch between the best exponential or Gaussian kernel.

An example of the entropy-based conditioning can be seen in the last panel of figure 3.1.
We see that the entropy-based probabilities resemble the kernel conditioned probabilities
relatively closely, but that the entropy-based probabilities appear a bit smoother than
the kernel-based probabilities which would correspond to an implied larger bandwidth of
the entropy-based probabilities. Our empirical exercise will focus on the entropy-based
conditioned Flexible Probabilities.

3.2.2 Combining state variables

The asset allocation exercise will be based on several different state variables z1, . . . , zq̄

and we therefore need a way to combine the informational content of each of the state
variables so as to benefit from the phenomenon shown in Bates & Granger (1969), that
is that a combination of individual forecasts has the potential to outperform each of the
individual forecasts themselves.

One way to combine the information from the different state variables is to let the
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combined Flexible Probabilities pcomb be a weighted average of the Flexible Probabilities
stemming from the conditioning on each of the state variables in the form of a linear
weighted average

pcomb = w1p|z∗1 + · · ·+ wq̄p|z∗q̄ ,

where the weighting of each state variable can be determined in a number of ways as will
be explained below.

3.2.2.1 Equal weight combination

The simplest possible weighting scheme is to weight the prediction from each state variable
equally,

wq = 1
q̄
, q = 1, . . . , q̄.

The equal weight combination is a simple and robust combination method that empirically
is often a hard benchmark to beat for more elaborate combination methods (Timmermann
2006). In the context of equity return predictability Rapach et al. (2010) also find that
the equal weight combination is difficult to beat.

3.2.2.2 Weighting by diversity and effective number of scenarios

The second weighting method is proposed in Meucci (2013) and is based on the degree of
correlation between the different state variables and the amount of conditioning imposed
by each of the state variables. State variables that are highly correlated with the remaining
state variables or impose a larger degree of conditioning on a few historical scenarios receive
a lower weighting.

To measure the degree of correlation between the different state variables the Bhat-
tacharyya coefficient (Bhattacharyya 1943) for any pair of Flexible probabilities (pq,pr)
is computed as

bq,r ≡
t̄∑
t=1

√
pt,qpt,r

and the Hellinger distance (Hellinger 1909) is computed as

dq,r ≡
√

1− bq,r.

The degree of similarity between the probabilities from a given state variable and the
probabilities from the remaining state variables is then summarized by the diversity index,
Dq, which is the average of Hellinger distances between the given set of probabilities and
the remaining probabilities

Dq ≡
1

q̄ − 1
∑
r 6=q

dq,r.
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The degree of conditioning stemming from a given state variable is measured by the
Effective Number of Scenarios introduced in Meucci (2012),

T ≡ e−
∑t̄

t=1 pt ln pt .

If the conditioning is minimal in the sense that all scenarios are equally weighted, pt = 1/t̄,
then the Effective Number of Scenarios is maximal at T = t̄. If, on the other hand, the
degree of conditioning is maximal in that only one scenario is assigned all probability, then
the Effective Number of Scenarios is minimal with T = 1.

The final weighting of each of the state variables is then given as

wq = TqDq∑q̄
r=1 TrDr

, q = 1, . . . , q̄.

3.2.2.3 Weighting by point forecastability

An alternative to weighting based on the correlation between the different state variables
is to weight each state variable according to its statistical point forecastability where state
variables that lead to a lower Mean Squared Prediction Error receive a higher weighting.
The Discount Mean Squared Prediction Error (DMSPE) weighting method is introduced
in Stock & Watson (2004) and is used for equity return prediction in Rapach et al. (2010).

In the DMSPE weigting method the weight on each state variable is given as

wq,t̄ =
φ−1
q,t̄∑q̄

r=1 φ
−1
r,t̄

, q = 1, . . . , q̄,

where φq,t̄ is the DMSPE and is calculated as

φq,t̄ =
t̄−1∑
t=m

θt̄−1−t (rt+1 − r̂q,t+1)2 ,

where m is the time of the first out-of-sample forecast and θ is a discount factor that
emphasizes recent forecasting performance relative to forecasts made earlier when θ < 1.
We follow Rapach et al. (2010) and set θ = 0.9.

3.2.2.4 Weighting by distributional forecastability

The asset allocation study will be based on a power utility function which means that we
are not only interested in the conditional mean and variance of returns, but rather in the
full distribution of the predictive return so as to be able to decide on the optimal mix of
stocks and T-bills. It is therefore natural to consider a statistical scoring function that
not only ranks the state variables based on their point predictability but instead on their
ability to forecast the entire conditional return distribution.
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The Continuous Rank Probability Score (CRPS) introduced in Matheson & Winkler
(1976) and futher explored in Gneiting & Raftery (2007) is a natural candidate since it
is a proper scoring rule. A proper scoring rule encourages forecasters to make honest and
careful assessments because quoting the true distribution as their forecast distribution
is an optimal strategy (Gneiting & Raftery 2007). As discussed in Gneiting & Raftery
(2007) and Gneiting (2011) the propriety of the scoring rule is important when evaluating
predictive performance since an improper scoring rule might lead to misguided inferences
about predictive ability.

The CRPS is defined as

CRPS (F, y) =
∫ ∞
−∞

(
F (x)− 1[y≤x]

)2
dx,

where F (x) is the predictive return CDF of a given model and y is the realized return.
When choosing the model weightings we consider the cumulative discounted sum of

CRPSs

ηq,t̄ =
t̄∑

t=m
θt̄−tCRPSq,t,

with θ = 0.9. Since the CRPS is a negatively oriented score, the better the distributional
forecast the lower ηq,t̄ will be. The weighting of the state variables is therefore given as

wq,t̄ =
η−1
q,t̄∑q̄

r=1 η
−1
r,t̄

, q = 1, . . . , q̄.

3.2.2.5 Weighting by economic performance

Since the signals stemming from the different state variables are used in an asset allocation
context, the usefulness of a particular state variable is ultimately tied to the realized utility
that its associated trading strategy is able to generate. It therefore seems relevant to
consider a model weighting scheme where the weighting of each model is based on realized
utility. Weighting by realized utility was considered in the context of return predictability
and asset allocation by Pettenuzzo & Ravazzolo (2016) and we draw inspiration from their
setup in formulating the weighting scheme.

In the utility-based weighting scheme the realized utility of the current period’s wealth
for model q, Wq,t̄, given as

U(Wq,t̄) = 1
1− γW

1−γ
q,t̄

is transformed into the certainty equivalent return (CER)

CERq,t̄ =
[
(1− γ)U(Wq,t̄)

]1/(1−γ)

.
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The CER then serves as the input to the cumulative sum of discounted CERs for model
q,

ζq,t̄ =
t̄∑

t=m
θt̄−tCERq,t,

where again we use θ = 0.9. The higher the CER the better the signal and the final model
weighting is therefore given as

wq,t̄ =
ζq,t̄∑q̄
r=1 ζr,t̄

, q = 1, . . . , q̄.

3.2.3 Portfolio optimization

Having obtained the predictive distribution of next period’s stock returns we then need to
select the optimal mix of stocks and T-bills. As has been known since Merton (1971, 1973)
the optimal dynamic trading strategy in the presence of time-varying investment oppor-
tunities will include a hedge demand that insures against changes in future investment
opportunity sets.

In order to model the hedge demand, return forecasts for horizons longer than one
period are needed, but the best way to model multi-period returns in the Flexible Proba-
bilities framework is still to be found and we therefore refrain from during so. We instead
follow the common practice in the return predictability literature and focus on a short-term
tactical investor with a utility function over one-period returns.

3.2.3.1 Utility maximization problem

As previously mentioned, the asset allocation study considers an unleveraged investor with
standard constant relative risk aversion (CRRA) power utility of next period’s wealth,
Wt̄+1,

U(Wt̄+1) = 1
1− γW

1−γ
t̄+1 , γ > 1.

The investor can invest in either the stock market (S&P 500) or T-bills and solves the
following utility maximization problem

max
wt̄

Et̄
[
U
(
Wt̄+1

)]
,

s.t. 0 ≤ wt̄ ≤ 1.

Here wt̄ denotes the weight of stock investments and the remainder (1−wt̄) is invested in
T-bills. The wealth at time t̄+ 1 will therefore be given as

Wt̄+1 = Wt̄

[
1 + wt̄

(
exp

(
rstockt̄+1

)
− 1

)
+ (1− wt̄)

(
exp

(
rf
t̄+1

)
− 1

)]
(1− 2c |wt̄ − wt̄− |) .
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In the above expression c denotes the proportional transaction cost and wt̄− is the weight
in the stock index prior to rebalancing at time t̄. The utility maximization is conducted
by a grid search over potential stock portfolio weights. Without loss of generality Wt̄ is
set to 1. The chosen utility maximization and asset allocation framework is similar to
Fleming et al. (2001) among others.

We have now explained the model setup and turn to a description of the state variables
used in the empirical exercise.

3.3 Data

This section introduces the different state variables that will be used in the return pre-
dictability and asset allocation study. The indicators are new or relatively recently intro-
duced in the literature and fall in three overall categories as will be described below.

3.3.1 Macroeconomic indicators

We consider three different macroeconomic indicators. The first variable is the ISM Manu-
facturing PMI Composite Index (ISM), which is a survey-based indicator asking purchasing
managers about the current state of the US manufacturing sector. The ISM is a relatively
widely followed indicator among investors and could therefore potentially have some re-
turn predictability. In the context of macroeconomic forecasting the ISM was investigated
by Klein et al. (1991), Dasgupta & Lahiri (1993), Lahiri & Monokroussos (2013), and
Christiansen et al. (2014) among others.

The next indicator is the OECD Composite Leading Indicator for the US. It is an
indicator that combines 7 leading data series with the goal of providing early signals on
GDP growth by approximately 6 months. A full description of the construction of the
OECD CLI can be found in Gyomai & Guidetti (2012). The OECD CLI has been subject
to revisions in the past as regards its construction and the underlying data series, but
real-time vintage data from 2001 and onwards are available.

The third indicator is a coincident macroeconomic indicator published by the Federal
Reserve Bank of Chicago (2013). The Chicago Fed National Activity Indicator (CFNAI) is
constructed as the first principal component of 85 monthly indicators of national activity
following the methodology in Stock & Watson (1999). Research by the Federal Reserve
Bank of Chicago shows that the 3 month moving average of the CFNAI, denoted by
CFNAI-MA3, is a good indicator of turning points in the business cycle. Like the OECD
CLI the CFNAI-MA3 is subject to revisions and real-time vintage is also available since
2001.

In figure 3.2 the standardized values of the three macroeconomic indicators are shown.
It can be seen that the indicators share common dynamics related to the business cycle and
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Figure 3.2: Standardized values of the three macroeconomic indi-
cators. The shaded bars show NBER recessions.

NBER-dated recessions, but also that the indicators show slowdowns occurring outside of
recessions.

3.3.2 Risk-based indicators

The next type of indicators is risk-based indicators that are related to the unusualness of
current sector returns relative to their history, the degree of comovement between stock
returns of different industries, and the level of financial stress measured from various credit
spreads, CDS spreads, and implied volatilities. The specific construction of the different
indicators will be detailed below, but all three indicators are originally based on daily
data. Since the asset allocation exercise will use monthly data, the daily values of the
indicators are averaged throughout the month to transform the indicators to a monthly
frequency.

3.3.2.1 Turbulence

The first risk-based indicator is the Financial Turbulence indicator introduced in Chow
et al. (1999) and further investigated in an asset allocation context in Kritzman & Li
(2010). When calculating the Turbulence indicator we use data from Datastream on the
returns of the 10 primary sectors of the US stock market. The sector returns are used to
calculate the Mahalanobis Distance (Mahalanobis 1936), which is a multivariate z-score
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calculated as
Turbt = (rt − µ) Σ−1 (rt − µ)

′
.

The farther the current return vector, rt, is from its historical pattern as measured by
its historical 5 year mean vector, µ, and the historical 5 year rolling covariance matrix of
returns, Σ, the higher the Turbulence score will be. In Kritzman & Li (2010) it is shown
that high turbulence periods align well with known periods of financial stress and crisis
and that high turbulence periods are associated with a low return-to-risk ratio and poor
forward stock returns.

3.3.2.2 Absorption Ratio

The next risk-based indicator is called the Absorption Ratio (AR) and is introduced in
Kritzman et al. (2011) as a measure of systemic risk and is considered in a portfolio
context by Kritzman (2013). The Absorption Ratio measures the degree of comovement
between different assets by calculating the fraction of total asset variance that is explained
or absorbed by a fixed number of eigenvectors. This fraction is calculated by a Principal
Component Analysis of the exponentially smoothed covariance matrix of asset returns.
The formula for the Absorption Ratio is given as

ARt =
∑K
i=1 λi,t∑N
j=1 λj,t

,

where λi,t is the i’th largest eigenvalue, K is the fixed number of factors, and N is the
number of assets.

Kritzman et al. (2011) argue that in time periods where a large fraction of the total
asset variance is explained by a few factors, the system is more fragile as shocks spread
more easily through the system. They further argue that the level of the Absorption Ratio
does not have much predictive power in relation to conditional asset price behavior, but
that the change in the ratio does have such power and consequently they introduce the
standardized shift of the AR

∆ARt = AR15 days,t −AR1 year,t
σ1 year,t

,

where the 15 day moving average of the AR minus the 1 year moving average of the AR is
divided by the standard deviation of the 1 year moving average of the AR. They also doc-
ument that a large fraction of the worst daily, weekly, and monthly stock drawdowns over
the 1998-2010 period has been preceded by a spike in ∆ARt above 1 and they formulate
a dynamic trading strategy on the basis of this finding.

We follow Kritzman et al. (2011) and compute the standardized shift of the Absorp-
tion Ratio from the returns of 38 US stock industries using data from Datastream. The
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exponentially smoothed covariance matrix is calculated based on a half-life of 250 days
and we use K = 8, which follows the guideline of setting K equal to approximately 1/5 of
the number of assets.

3.3.2.3 Financial Stress

The Financial Stress indicator introduced by Guilleminot et al. (2014) is the last of the
risk-based indicators. It is an indicator constructed to be a very broad indicator of finan-
cial stress and it is based on data series within the following categories: equity implied
volatilities, TED spreads, corporate credit spreads, Emerging Markets credit spreads, US
bank CDSs, Insurance CDSs, European (ex UK) bank CDSs, UK bank CDSs, Government
CDSs, FX implied volatilities and oil implied volatility. The specific data series within
each category are listed in Guilleminot et al. (2014).

To facilitate a comparison of the different stress signals across indicators and across
time all variables are transformed by calculating their rolling 125 and 250 days z-scores,

zi,t =
xi,t −mτ

i,t

στi,t
, τ = 125, 250,

where mτ
i,t is a rolling mean of the variable and στi,t is the rolling standard deviation over

the 125 or 250 days horizon.
After the transformation the individual signals are combined into a single indicator by

first averaging across data series within each category across the 125 and 250 day horizons
and then by averaging across categories.

Guilleminot et al. (2014) show that there is negative relationship between the level of
financial stress and forward equity returns. The higher the financial stress, the lower the
prospective returns and a dynamic trading strategy that shifts out of stocks when financial
stress is in its highest quartile leads to improved risk-adjusted performance relative to a
buy-and-hold strategy. Contrary to the other data series the financial stress indicator is
only available since 1997 and in the asset allocation exercise all return observations before
1997 are therefore given a weight of zero.

Figure 3.3 shows the risk-based indicators and it can be seen that they seem to share
some common dynamics and that recessions are typically associated with financial stress
periods.

3.3.3 Trend-based indicators

Recent research has found that the trend in past stock prices contains useful information
about future stock returns. For instance, Neely et al. (2014) show that the equity return
predictability of technical indicators is higher than the predictability of the traditional
fundamental equity predictors. Moskowitz et al. (2012) focus on Time Series Momentum
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Figure 3.3: Standardized values of the three risk-based indicators.

where the excess return of a security over e.g. the last 12 months tends to be positively
related to the following month’s return and they document that this is a robust phe-
nomenom that exists across a wide range of securities and asset classes. In Huang et al.
(2014) the authors also find significant predictability from past returns and they further
show that the predictability is improved if the regression is based on market states that
depend on whether the stock price is above or below its 200 days moving average.

In the empirical exercise we consider two trend-based indicators. The first is a stock
trend indicator inspired by Neely et al. (2014) where we take the ratio of the current price
and its 12 month moving average,

Trendt = St

1/12
∑t
τ=t−12 Sτ

.

The second indicator is a 12 month momentum indicator in the spirit of Moskowitz et al.
(2012) and uses the 12 month excess return as a state variable. It is calculated as

Momt = St − St−12
St−12

− rft−12.

Figure 3.4 shows the trend and momentum indicators. We note that these two state
variables are highly correlated and that they tend to drop significantly at the beginning
of recessions.
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Figure 3.4: A plot of the trend and momentum indicators.

This completes the description of the different state variables and the next section
turns to the results of the out-of-sample asset allocation exercise.

3.4 Results

The out-of-sample asset allocation exercise is conducted at the monthly frequency over
the period from 2001-2015 with the period from 1978-2000 used as the in-sample period.
This choice of out-of-sample period is motivated by the fact that both the OECD CLI and
the CFNAI-MA3 indicators are available in real-time vintage data since 2001 and that the
Financial Stress indicator is only available since 1997.

We use the Entropy-based Flexible Probabilities method to assign probabilities for the
historical returns over the expanding window of observations for each month in the out-of-
sample period and for each state variable. We then decide the optimal allocation between
stocks and T-bills by maximizing the power utility function over the predictive return
distribution. Following Kandel & Stambaugh (1996) and Cenesizoglu & Timmermann
(2012) we restrict the stock weight to values between 0 and 1 with the remaining funds
invested in T-bills.

In order to compare the dynamic allocation strategy with a no-predictability bench-
mark we follow Welch & Goyal (2008) and Campbell & Thompson (2008), among others,
and set the prevailing mean strategy as the benchmark strategy. In the prevailing mean
strategy the predicted mean of the next period’s return distribution is taken as the cur-
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rent historical mean return. In the Flexible Probabilities setup this corresponds to equally
weighting all historical observations.

In the papers mentioned above the asset allocation exercise is based on mean-variance
preferences and the variance of returns is calculated as a 5 year rolling variance. Since we
are working with a power utility function and the full predictive distribution of returns,
we do not base the benchmark strategy on a rolling variance estimate, but on the equally
weighted historical distribution of returns.

In order to describe the results of the asset allocation exercise we report a number of
summary statistics. The first group of summary statistics is typically used by investment
practitioners and comprises the annualized excess return of the different strategies, the
volatility of returns, the Sharpe ratio, and finally the maximum drawdown that measures
the maximum loss from peak to trough over the out-of-sample period.

The second group of summary statistics is more typical in academic literature. The
first summary statistic is the difference in the annualized Certainty Equivalent Return
(CER) between a given strategy and the prevailing mean strategy which can be calculated
as

∆CERi = CERi − CERPM ,

where the annualized CER is given by

CERi = 12×


(1− γ) 1

t2 − t1 + 1

t2∑
t=t1

U (Wi,t)

1/(1−γ)

− 1

 ,
and t1 and t2 denote the beginning and the end of the out-sample period. The difference in
CER measures the certain annual return that should be added to the benchmark strategy
return to make the investor indifferent between an investment in the strategy or the
benchmark. It can therefore be interpreted as a measure of the performance fee that an
investor would be willing to pay to obtain access to the strategy.

Following Campbell & Thompson (2008) the second summary statistic is the out-of-
sample R2 which is a measure of the point predictability of a given model relative to the
prevailing mean. It is calculated as

R2
OOS,i = 1−

∑t2
t=t1 (rt − r̂t,i)2∑t2
t=t1 (rt − r̄t)2 ,

where r̂t,i is the predicted return from model i and r̄t is the historical average return at
time t.

As the third summary statistic we follow Pettenuzzo & Ravazzolo (2016) and report
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the Continuous Rank Probability Score Differential (CRPSD) given as

CRPSDi =
∑t2
t=t1 (CRPSPM,t − CRPSi,t)∑t2

t=t1 CRPSPM,t

,

where the CRPS is calculated as previously described. The CRPSD is a measure of a given
model’s distributional forecasting perfomance compared to the distributional forecasts
from using the simple equally weighted empirical distribution. The higher the CRPSD,
the better the distributional forecast.

3.4.1 Individual state variables

In this subsection we report the results of the asset allocation exercise for the case where
each of the state variables are used individually in predicting the stock return distribution.
The results in this and the next subsection are based on the following benchmark parameter
values. The range of historical observations around the current value of the state variables,
α, is set to 0.3, the risk-aversion parameter is set to γ = 5, and the proportional transaction
costs, tc, are set to zero as is typical in the literature. The effect of changing these
benchmark parameter values will be investigated in subsection 3.4.3.

Table 3.1 shows the summary statistics and if we focus on excess returns first we see
that all state variables lead to an excess return that is higher than the 1.54% annual excess
return of the benchmark strategy. When we look at the volatility of returns and the Sharpe
ratios we see that some of the strategies exhibit a higher volatility than the benchmark
and that some have a lower volatility, but that all strategies deliver higher risk-adjusted
returns in the form of higher Sharpe ratios than the benchmark. The benchmark Sharpe
ratio is 0.15 and the Sharpe ratios for the different strategies lie between 0.19 and 0.51,
and the trend-based indicators and the Financial Stress indicator in particular deliver a
relatively good risk-adjusted performance.

Most of the strategies also result in reduced maximum drawdowns compared to the
benchmark strategy. Again, the trend-based indicators stand out with maximum draw-
downs of 12.93% and 17.03% compared to 38.38% for the benchmark strategy.

In terms of certainty equivalent returns the results are very close to the results from
the Sharpe ratios of the individual strategies as most of the individual strategies are able
to outperform the benchmark strategy as measured by increases in CERs. With regards
to the macro-based indicators the best-performing indicator is CFNAI-MA3; it results in
a 2.03% annual improvement in CER, whereas the ISM indicator yields a negative CER
of -0.08% annually. The risk-based indicators also have higher CERs ranging from 1.60-
2.80% for the Absorption Ratio and the Financial Stress indicators, respectively. Finally,
the trend-based indicators result in the largest improvements in CERs with increases of
3.45% and 3.65% annually.
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Turning to results on predictability we see that most of the state variables have a
negative R2

OOS and that only the CFNAI-MA3 and the Turbulence indicators have positive
R2
OOS . In terms of distributional predictability as measured by the Continuous Rank

Probability Score Differentials the picture is much the same with the addition that the
OECD CLI as well as the CFNAI-MA3 and Turbulence are also able to outperform the
equally-weighted historical distribution in distributional forecasting.

That the individual predictors have a hard time beating the prevailing mean is a result
that is shared by Welch & Goyal (2008) and Rapach et al. (2010). They find that most of
the traditional return predictors generate negative R2

OOS when used individually. Rapach
& Zhou (2013) find that 12 of the 14 traditional predictors that they consider deliver
negative R2

OOS , but that at the same time 10 of the 14 predictors deliver positive utility
gains which emphasizes the fact that there is no clear relationship between statistical
predictability and economic usefulness.

Panel (a) of figure 3.5 is a scatter plot of the R2
OOSs against the ∆CERs of the indi-

vidual state variables. We note the lack of a clear positive relationship between the point
predictability of the individiual predictors and the improvement in CERs that they are
able to generate. In fact, if anything, the relationship actually appears to be negative with
a downward sloping regression line. A weak relationship between the economic benefits
and the statistical predictability of a particular return predictability model is also found
in Cenesizoglu & Timmermann (2012) in the case of the traditional return predictors.

The trend-based indicators contribute the most to the negative relationship as they are
able generate large improvements in CERs but at the same time they make markedly worse
point predictions than the prevailing mean model with R2

OOS of -1.53% and -2.97%. One
possible explanation for this result could be that these state variables are more sensitive
to turns in the business cycle and therefore are useful in an asset allocation context, but
that they also are very noisy and variable and therefore result in a higher MSPE than the
prevailing mean model.

Finally, panel (a) of the figure also shows the performance of the equally weighted
combination of the signals. We note that it delivers both a good economic performance
and a good statistical forecasting performance as will be detailed in the next subsection.

3.4.2 Combined state variables

The performance of each of the different model combination techniques is given in table
3.2. The table shows that the performance across model combination methods is very
similar and the reason is that all combination schemes result in model weights that are
relatively close to being equally weighted. When we look at the risk-adjusted returns,
the resulting Sharpe ratios of the combined models are 0.50 – 0.51 and they thus roughly
triple the 0.15 ratio of the benchmark strategy. This is a result of an increase in excess
returns as well as a reduction of the volatility of returns. Also in terms of risk-reduction as
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Figure 3.5: Comparing certainty equivalent returns versus point
predictability as measured by the out-of-sample R2 for
each of the individual state variables (a) and for the
different combination methods of the signals (b).
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Table 3.1: Performance statistics for the individual state variables
over the 2001-2015 out-of-sample period.

State variable Excess ret. Vol. Sharpe ratio Max. DD. ∆CER R2
OOS CRPSD

OECD CLI 2.46 10.68 0.23 28.42 0.74 -0.07 0.13
CFNAI-MA3 3.14 9.52 0.33 29.39 2.03 0.58 0.46
ISM 2.10 11.34 0.19 39.84 -0.08 -0.16 -0.49

Turbulence 3.75 11.35 0.33 38.40 1.70 0.42 0.45
Absorption Ratio 2.71 9.56 0.28 24.41 1.60 -0.48 -0.86
Financial Stress 3.24 7.96 0.41 23.92 2.80 -0.61 -0.10

Stock Trend 3.52 7.14 0.49 12.93 3.45 -2.97 -0.85
Stock Momentum 4.08 8.07 0.51 17.03 3.65 -1.53 -0.60

Benchmark 1.54 10.28 0.15 38.38 0.00 0.00 0.00

measured by the maximum drawdown of each strategy, the combined models deliver very
similar results with maximum drawdowns ranging from 13.25-13.95%, a sizeable reduction
of the 38.38% maximum drawdown of the benchmark.

The improvements in certainty equivalent returns are 3.55-3.69% annually, which is
what an investor should be willing to pay in principle to gain access to the combination
strategies instead of utilizing the benchmark strategy. The best performing model in
terms of CERs turns out to be the DMSPE-based combination model that obtains an
improvement in CER relative to the prevailing mean model of 3.69% annually.

When we compare the combined model results with the results of the single variable
trend-based indicators the results are very similar in economic terms as measured by
Sharpe ratios, CERs, and maximum drawdowns, but in terms of predictability an inter-
esting difference emerges. The trend-based indicators were the best of the single state
variables in economic terms, but they fared rather poorly in statistical terms with R2

OOS

of of -1.53% and -2.97%. In contrast, the combined model forecasts deliver relatively high
R2
OOS ’s of 1.58-1.80% that clearly outperform each of the individual state variables. Also

in terms of distributional forecastability the CRPSD’s of 1.38-1.69% outperform all of the
individual state variables.

In order to gain insight into this difference in predictability between the individual state
variables and the combination methods we follow Rapach et al. (2010) and show a scatter
plot of the squared forecast bias and forecast variance of the different predictors in figure
3.6. As the points corresponding to the different combination methods are very close, we
only show the best-performing combination method, the DMSPE-based combination, to
avoid cluttering the chart.

The squared forecast bias is calculated as
(
r̄ − ¯̂r

)2
where r̄ is the mean of the realized

returns and ¯̂r is the mean of the predicted returns, both calculated over the out-of-sample

99



Table 3.2: Performance statistics for the combined state variables
over the 2001-2015 out-of-sample period.

Combination method Excess ret. Vol. Sharpe ratio Max. DD. ∆CER R2
OOS CRPSD

Equal weight 3.84 7.73 0.50 13.54 3.55 1.64 1.58
Diversity-based 3.93 7.79 0.50 13.95 3.61 1.58 1.38
DMSPE 3.97 7.71 0.51 13.25 3.69 1.80 1.69
CRPS-based 3.91 7.72 0.51 13.30 3.63 1.71 1.59
Utility-based 3.85 7.73 0.50 13.54 3.57 1.65 1.55

Benchmark 1.54 10.28 0.15 38.38 0.00 0.00 0.00

period, and the forecast variance, σ2
r̂ , is calculated as the variance of the predicted returns

over the out-of-sample period. According to Theil (1971) and Rapach et al. (2010) the
Mean Squared Prediction Error can be decomposed as in the following equation

MSPE =
(
r̄ − ¯̂r

)2
+ (σr̂ − ρr̂,rσr)2 +

(
1− ρ2

r̂,r

)
σ2
r ,

where ρr̂,r is the correlation between predicted returns and realized returns, σ2
r is the

variance of realized returns, and the remaining terms have been already introduced. Since
the predicted returns are inherently weakly related to the realized returns, the correlation
between forecasted and realized returns, ρr̂,r, will be close to zero in which case

MSPE ≈
(
r̄ − ¯̂r

)2
+ σ2

r̂ + σ2
r

and the MSPE can therefore be reduced by either reducing the squared forecast bias,(
r̄ − ¯̂r

)2
, or by reducing the forecast variance, σ2

r̂ , i.e. we face the well-known bias-
variance trade-off.

Figure 3.6 shows that all predictors as well as the combination strategy exhibit a higher
forecast variability than the prevailing mean model, but that some of the predictors and
the combination strategy have a lower squared forecast bias. Especially, the trend-based
indicators and the Financial Stress variable have a relatively high forecast variance that
results in negativeR2

OOS ’s even though both the Stock Trend and Financial Stress indicator
exhibit markedly lower squared forecast biases than the prevailing mean. Of the two state
variables with positive R2

OOS the CFNAI-MA3 has a lower forecast bias than the prevailing
mean, but a higher forecast variance whereas the Turbulence indicator has both a higher
bias and a higher forecast variance, which can only mean that ρr̂,r is high enough to
compensate for this.

The combination forecast thus strikes a balance between forecasting variance and fore-
cast bias by averaging across high variance/low bias predictors such as the trend-based
indicators and the Financial Stress indicator and across low variance/high bias predictors
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Figure 3.6: Comparing the squared forecast bias and the forecast
variance of the different predictors over the 2001-2015
out-of-sample period. The numbers in parantheses are
the predictors’ R2

OOS ’s in percentage points.

such as the macroeconomic indicators. By averaging across the different signals the com-
bined forecast reduces the effect of the noise contained in each of the individual predictors,
which stabilizes the forecast variance in much the same way as diversification across indi-
vidual securities reduces a portfolio’s variance. A similar result is found in Rapach et al.
(2010) for the case of the traditional return predictors. The averaging across predictors
can be viewed as a diversification against model and misspecification risks as pointed out
by Timmermann (2006).

Whereas the relationship between the economic usefulness and the statistical pre-
dictability of the individual state variable was weak to non-existent, the same does not
hold true for the different combination models. Panel (b) of figure 3.5 shows that there
does seem to be a positive relationship between predictability and economic usefulness as
for all combination methods, except the diversity-based combination, such that the higher
R2
OOS the larger the improvement in CER.
In figure 3.7 the return forecasts from the DMSPE combination forecast and the pre-

vailing mean are compared. That the combined forecast has a higher forecasting variance
than the prevailing mean is clearly shown in the figure, but we also see that the return
predictions from the combined model seem quite sensible with low expected returns going
into the 2001 and 2008 recessions and with expected returns rebounding near the end of
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Figure 3.7: Out-of sample predicted returns for the DMSPE-based
combination strategy and the benchmark prevailing
mean strategy.

the recessions. There are, however, also other non-recessionary periods where the combi-
nation model predicts low expected return such as e.g. the period from 2002-2003 that
was the last part of the collapse following the bursting of the IT bubble, and in 2011 in
relation to the European Debt Crisis.

The out-of-sample portfolio values and stock weights for the DMSPE combination
strategy and the prevailing mean benchmark strategy are compared in figure 3.8 whereas
figure 3.9 shows rolling six months returns and cumulative return differences between the
DMSPE strategy and the benchmark.

In the figures we see that the combination stategy starts out by outperforming the
prevailing mean strategy over the 2001-2003 period as it has a very low stock exposure
during the 2001 recession and the following bear market. In the 2003-2007 expansion the
stock weight fluctuates between being above and below the prevailing mean stock weight,
but the performance of the two strategies are almost the same across the period. During
the 2008 recession the strategy again outperformed by reducing the stock exposure and
avoiding the large stock market losses that occurred during the Financial Crisis.

In 2011, however, the strategy underperforms the prevailing mean strategy due to its
high stock exposure at the onset of the turmoil of the European Debt Crisis. Finally, over
the 2012-2015 the strategy takes full advantage of the bull market by being fully allocated
to the stock market and thereby outperforming the benchmark.
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3.4.3 Robustness checks

The results of the previous two subsections were based on a number of benchmark param-
eter choices and the sensitivity to these choices will be investigated in this subsection. For
the sake of brevity we only report the results for the combination strategies.

3.4.3.1 Conditioning range parameter

In the non-parametric Entropy-based Flexible Probabilities approach the only hyperpa-
rameter is the conditioning range parameter, α, which in the empirical exercise was simply
set to α = 0.3 across all predictor variables. An alternative would have been to allow α to
vary across predictors, for example by choosing α using cross-validation to find the value
that minimizes the MSPE for each of the state variables. For simplicity we refrained from
doing so and left this step for future research.

We instead investigate the sensitivity to changes in the fixed value of α across all
predictors in this subsection. As can be seen in table 3.3 choosing α = 0.2 or α = 0.4
gives very similar results to the benchmark case of α = 0.3. The statistical predictability
as measured by R2

OOS and CRPSD is the highest for α = 0.2, whereas the economic
performance measured by the CER is the highest for α = 0.3, but the differences across
conditioning ranges are quite small.

3.4.3.2 Transaction costs

In all the previous results the proportional transaction costs, tc, were assumed to be zero as
is common in the return predictability literature. In practice, of course, implementing dy-
namic trading strategies inevitably leads to costs and it is essential to investigate whether
the previously found outperformance continues to hold in the presence of transaction costs.

Table 3.4 shows the effect of different levels of the proportional transaction costs. We
see that for transaction costs of 10 or 20 basis points, which should be feasible if the
strategy is implemented using an Exchange Traded Fund (ETF) or a futures contract,
the economic benefits of the strategy as measured by the Sharpe ratio and improvement
in CER are still sizeable relative to the benchmark strategy. The Sharpe ratio for the
DMSPE combination falls from 0.51 in the case of no transaction costs to 0.48 and 0.44
in the case transaction costs of 10 and 20 bps, which compares favorably to the 0.15
benchmark Sharpe ratio. The improvement in CER relative to the benchmark strategy
falls from 3.69% annully to 3.44% and 3.20% for tc = 10 bps and tc = 20 bps.

Even in the case of quite sizeable proportional transaction costs of 50 basis points the
improvement in CER for the DMSPE combination relative to the benchmark is 2.47%
annually and the Sharpe ratio of 0.33 is still a clear improvement over the 0.13 benchmark
Sharpe ratio.
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3.4.3.3 Degrees of risk aversion

The previous results were all based on a short-term power utility investor with a medium
degree of risk aversion, γ = 5. We now investigate the performance for a low risk aversion,
γ = 2, investor and a high risk aversion investor with γ = 10 as shown in table 3.5. For the
low risk aversion investor the combination strategies deliver Sharpe ratios from 0.44 to 0.51
compared to the 0.17 benchmark Sharpe ratio whereas the improvements in CERs range
from 2.95% to 3.55% annually. Interestingly the best performing model in terms of CER
is actually the diversity-based model. In terms of downside protection the combination
strategies deliver maximum drawdowns of 17.03-17.77% which are much lower than the
52.56% maximum drawdown of the benchmark strategy.

The conservative high risk aversion investor derives smaller benefits from the combi-
nation strategies relative to the benchmark strategy than the low and medium risk averse
investors as the ∆CERs of the combination strategies are between 1.88% and 1.99% an-
nually, even though the Sharpe ratios of the strategies in the high risk aversion case are
actually higher than in the low and medium risk aversion cases. The maximum draw-
downs of the combination strategies are between 9.58% and 9.69%, whereas the maximum
drawdown of the benchmark strategy is 20.53%.

3.4.3.4 Weight constraints

We now investigate the effects of removing the no short-selling and no leverage constraints
such that the stock weight is allowed to vary completely without restrictions. The results
are given in table 3.6 and we see that abandoning the constraints does not change the
results much.

The excess returns increase, but so do the volatilities leaving the Sharpe ratios almost
unchanged. The maximum drawdowns increase about five percentage points from 13%
to 18% for all the combination strategies. In terms of CERs the average increase across
combination methods is 26 bps annually when the constraints are abandoned.

The reason why abandoning the constraints does not change the results much is that
the stock weights turn out to be relatively well-behaved even without the constraints as
can be seen in panel C of table 3.6 that shows the mininum, average, and maximum stock
weights for the different strategies.

With the constraints imposed the minimum and maximum stock weights for the com-
bination strategies are equal to their boundaries of 0 and 1 and the average stock weights
are between 0.61 and 0.62. This is quite close to the 0.67 average stock weight of the
benchmark strategy and is another indication of the fact that the constrained strategies
do not outperform the benchmark by taking more risk on average, but rather by taking
more risk when taking risks are well rewarded and taking less risk in periods when the
risk/return trade-off is low.
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When the constraints are dropped, the average stock weights increase by approximately
12 percentage points to between 0.72 and 0.76, which is about 7 percentage points above
the average benchmark stock weight of 0.67. The minimum stock weights range from
-0.22 to -0.33 which is not much lower than the previous lower bound constraint of 0.
The strategies take moderate short positions during the bear markets of 2001-2003 and
2008-2009. The maximum stock weights are between 1.72 and 1.76, which is somewhat
larger than the previous constraint of 1, but at the same time it is not an extreme degree
of leverage and is quite close to the maximum stock weight of 1.5 imposed in, for instance,
Campbell & Thompson (2008).

In summary, the performance of the combination strategies is quite similar both with
and without the constraints as removing the constraints results in stock weights that are
still quite well-behaved and not too far from the constrained weights.

3.4.3.5 Alternative benchmark models

In this subsection we investigate the effect of changing the prevailing mean benchmark
model. As alternative benchmark models we consider an S&P 500 buy-and-hold portfolio,
a 60/40 portfolio of stocks and T-bills, a utility-maximization strategy based on the equally
weighted combination of predictions from univariate regressions of the state variables, and
a utility-maximization strategy based on a multivariate “kitchen-sink” regression using all
state variables simultaneously.

Furthermore, we also consider the performance of four binary strategies based on the
risk-based indicators and the Stock Momentum indicator. These binary strategies are
either fully invested in stocks or in T-bills and follow the rules from the research papers
where they were originally introduced. Thus, the Turbulence strategy is invested in T-bills
when turbulence is above its 90’th percentile and fully invested in stocks otherwise. The
Absorption Ratio strategy is invested in T-bills when its standardized shift is above 1 and
in stocks otherwise. The Financial Stress strategy shifts out of stocks when financial stress
is in its highest quartile and finally the Stock Momentum strategy is in T-bills when the
trailing 12 month stock excess return is negative. As a final benchmark we also include
the equally weighted combination of the four binary strategies.

To assess the statistical significance of the results we rely on the Model Confidence
Set (MCS) approach of Hansen et al. (2011). The MCS approach has the advantage
that it takes into account the multiple testing problem that arises when we compare the
performances of many strategies to several different benchmarks. If we do not take into
account the multiple testing problem and simply compute p-values for each strategy and
benchmark individually we run the risk of falsely identifying truly insignificant strategies
as significant, simply due to the large number of tests constructed. The multiple testing
problem has received some attention in the financial literature recently, see for instance
Harvey & Liu (2015).
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The implementation of the MCS approach requires the choice of a loss function and in
our utility-based framework the natural choice is to use (the negative of) the CRRA power
utility as the loss function. Thus, we use the MCS approach to test the null hypothesis
that none of the models significantly outperform the remaining models in realized utility
terms.

The goal of the MCS procedure is to identify the set of models, M∗, that consists of
the statistically significantly outperforming models from a larger collection of models,M0,
by calculating a Model Confidence Set, M̂∗, that contains the best models with a given
level of confidence. The models are either included in or eliminated from M̂∗ based on the
sample information on their relative performances. The MCS, M̂∗, is therefore a random
data-dependent set that includes the best models with a given probability similarly to the
way a confidence interval contains a population parameter (Hansen et al. 2011).

The final outcome of the testing procedure is a number of MCS p-values that indicate
the significance level at which the given model is included in the model confidence set.
Further details about the MCS approach1 is given in Hansen et al. (2011).

In table 3.7 the performances of the different strategies and benchmarks are compared.
If we focus first on the bottom of the table we can see that in terms of sharpe ratios the
prevailing mean benchmark model is very similar to the S&P 500 buy-and-hold portfolio
and the 60/40 portfolio with the former having a sharpe ratio of 0.19 and the two latter
have sharpe ratios equal to 0.22. In terms of differences in certainty equivalent returns
the 60/40 has a CER that is 66 bps higher than the PM benchmark whereas the S&P
500 buy-and-hold portfolio has a CER that is 233 bps lower than the PM benchmark,
which could indicate that the buy-and-hold strategy has a risk profile that is too high for
a CRRA investor with a relative risk aversion of five.

Interestingly, we can also see that the two regression-based utility-maximization strate-
gies deliver inferior performances compared to both the constant weight benchmarks, the
PM benchmark, and the Flexible Probabilities strategies, which indicates that implement-
ing the Flexible Probalities framework clearly adds value relative to a regression-based
approach.

In the middle of the table the performance of the binary strategies is shown. Here, it
can be seen that all of the binary strategies deliver improved risk-adjusted performances
relative to the other benchmark models with sharpe ratios ranging from 0.37-0.59 and
improvements in CER from 136 to 371 bps compared with the PM model. When we
compare the binary strategies with the combined FFP strategies we note that the best
of the FFP strategies, the DMSPE strategy, outperforms all of the binary strategies in
terms of CER, but that the improvement is marginal for particularly the Absorption Ratio

1We implement the MCS approach with the TR,M test statistic and 5.000 bootstrap replications using
the stationary bootstrap and an optimal block length determined from the code available from Andrew
Patton’s homepage, public.econ.duke.edu/∼ap172/.
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strategy and the Stock Momentum strategy.

In terms of statistical significance, the MCS p-values indicate that no model can be said
to statistically significantly outperform the remaining models at conventional significance
levels of 5% or 10% as all models would be included in the MCS. But, the outperformance of
some of the models is close to being significant, because at significance levels of more than
11.04% the MCS includes only four models: the DMSPE-based FFP model, the binary
Stock Momentum strategy, the Diversity-based FFP model, and the binary Absorption
Ratio strategy.

To summarize, there is close to statistically significant evidence that the DMSPE FFP
model outperforms benchmark models such as S&P 500 buy-and-hold, the 60/40 portfolio,
the PM model, and the regression-based models, whereas the DMSPE model is only able
to very marginally outperform some of the binary strategies.

3.5 Conclusion

We have used a number of recently introduced state variables in a return predictability and
asset allocation exercise using the Historical Simulation with Fully Flexible Probabilities
framework. This flexible non-parametric framework facilitates distributional forecasting of
the predictive stock return distribution and by combining the state variables the method
can reduce the noise in individual predictors, thereby mitigating the risks of overfitting
and model misspecification.

Over the period from 2001-2015 the combined forecasts utilizing all predictor variables
are able to generate increases in certainty equivalent returns of between 355 and 369 basis
points compared to the prevailing mean benchmark model for a power utility investor
with a relative risk aversion of 5 who is allocating between T-Bills and the S&P 500
index. Furthermore, the combined forecasts deliver improved point and distributional
forecasts relative to the equally weighted historical distribution with R2

OOS ’s between
1.58% and 1.80% and improvements in distributional forecasts of between 1.38% and
1.69% as measured by the Continuous Rank Probability Score Differentials. Also the
combined model is robust to a number of robustness checks.

A natural direction for future research would be to investigate the performance of the
Flexible Probabilities framework across other asset classes and other countries. Another
research question would be to try to identify other state variables that might be informative
about future stock returns. In continuation of this line of research it would also be natural
to investigate the potential trade-offs between using a limited number of carefully chosen
state variables versus including as many as possible as well as the potential benefits of
variable filtering and dimension reduction techniques.
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Table 3.3: Combined model results for different values of the α
range conditioning parameter.

Panel A: α = 0.2

Combination method Excess ret. Vol. Sharpe ratio Max. DD. ∆CER R2
OOS CRPSD

Equal weight 3.82 7.77 0.49 14.67 3.51 1.98 1.75
Diversity-based 3.86 7.73 0.50 14.55 3.56 1.86 1.52
DMSPE 3.88 7.79 0.50 14.73 3.56 1.98 1.85
CRPS-based 3.86 7.78 0.50 14.71 3.55 1.97 1.79
Utility-based 3.82 7.78 0.49 14.67 3.51 1.99 1.80

Benchmark 1.54 10.28 0.15 38.38 0.00 0.00 0.00

Panel B: α = 0.3

Combination method Excess ret. Vol. Sharpe ratio Max. DD. ∆CER R2
OOS CRPSD

Equal weight 3.84 7.73 0.50 13.54 3.55 1.64 1.58
Diversity-based 3.93 7.79 0.50 13.95 3.61 1.58 1.38
DMSPE 3.97 7.71 0.51 13.25 3.69 1.80 1.69
CRPS-based 3.91 7.72 0.51 13.30 3.63 1.71 1.59
Utility-based 3.85 7.73 0.50 13.54 3.57 1.65 1.55

Benchmark 1.54 10.28 0.15 38.38 0.00 0.00 0.00

Panel C: α = 0.4

Combination method Excess ret. Vol. Sharpe ratio Max. DD. ∆CER R2
OOS CRPSD

Equal weight 3.65 7.74 0.47 13.10 3.36 1.55 1.35
Diversity-based 3.73 7.91 0.47 13.79 3.37 1.49 1.16
DMSPE 3.86 7.65 0.51 12.60 3.61 1.73 1.44
CRPS-based 3.74 7.69 0.49 12.65 3.47 1.63 1.45
Utility-based 3.67 7.73 0.48 12.80 3.39 1.56 1.31

Benchmark 1.54 10.28 0.15 38.38 0.00 0.00 0.00
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Table 3.4: Combined model results for different proportional trans-
action costs.

Panel A: tc = 0

Combination method Excess ret. Vol. Sharpe ratio Max. DD. ∆CER R2
OOS CRPSD

Equal weight 3.84 7.73 0.50 13.54 3.55 1.64 1.58
Diversity-based 3.93 7.79 0.50 13.95 3.61 1.58 1.38
DMSPE 3.97 7.71 0.51 13.25 3.69 1.80 1.69
CRPS-based 3.91 7.72 0.51 13.30 3.63 1.71 1.59
Utility-based 3.85 7.73 0.50 13.54 3.57 1.65 1.55

Benchmark 1.54 10.28 0.15 38.38 0.00 0.00 0.00

Panel B: tc = 10 bps

Combination method Excess ret. Vol. Sharpe ratio Max. DD. ∆CER R2
OOS CRPSD

Equal weight 3.55 7.73 0.46 13.79 3.30 1.64 1.58
Diversity-based 3.66 7.78 0.47 14.03 3.39 1.58 1.38
DMSPE 3.69 7.71 0.48 13.50 3.44 1.80 1.69
CRPS-based 3.63 7.72 0.47 13.55 3.39 1.71 1.59
Utility-based 3.57 7.73 0.46 13.79 3.32 1.65 1.55

Benchmark 1.50 10.28 0.15 38.43 0.00 0.00 0.00

Panel C: tc = 20 bps

Combination method Excess ret. Vol. Sharpe ratio Max. DD. ∆CER R2
OOS CRPSD

Equal weight 3.27 7.74 0.42 14.04 3.05 1.64 1.58
Diversity-based 3.40 7.78 0.44 14.31 3.17 1.58 1.38
DMSPE 3.40 7.72 0.44 13.75 3.20 1.80 1.69
CRPS-based 3.35 7.73 0.43 13.79 3.15 1.71 1.59
Utility-based 3.29 7.74 0.42 14.04 3.07 1.65 1.55

Benchmark 1.46 10.29 0.14 38.49 0.00 0.00 0.00

Panel D: tc = 50 bps

Combination method Excess ret. Vol. Sharpe ratio Max. DD. ∆CER R2
OOS CRPSD

Equal weight 2.41 7.76 0.31 15.12 2.31 1.64 1.58
Diversity-based 2.60 7.78 0.33 15.48 2.49 1.58 1.38
DMSPE 2.56 7.75 0.33 14.58 2.47 1.80 1.69
CRPS-based 2.50 7.75 0.32 14.78 2.41 1.71 1.59
Utility-based 2.42 7.76 0.31 15.12 2.33 1.65 1.55

Benchmark 1.35 10.30 0.13 38.64 0.00 0.00 0.00
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Table 3.5: Combined model results for different values of the γ risk
aversion parameter.

Panel A: γ = 2

Combination method Excess ret. Vol. Sharpe ratio Max. DD. ∆CER R2
OOS CRPSD

Equal weight 4.07 9.34 0.44 17.77 2.95 1.64 1.58
Diversity-based 4.64 9.13 0.51 17.03 3.55 1.58 1.38
DMSPE 4.29 9.30 0.46 17.45 3.17 1.80 1.69
CRPS-based 4.21 9.29 0.45 17.45 3.09 1.71 1.59
Utility-based 4.10 9.33 0.44 17.45 2.98 1.65 1.55

Benchmark 2.57 15.05 0.17 52.56 0.00 0.00 0.00

Panel B: γ = 5

Combination method Excess ret. Vol. Sharpe ratio Max. DD. ∆CER R2
OOS CRPSD

Equal weight 3.84 7.73 0.50 13.54 3.55 1.64 1.58
Diversity-based 3.93 7.79 0.50 13.95 3.61 1.58 1.38
DMSPE 3.97 7.71 0.51 13.25 3.69 1.80 1.69
CRPS-based 3.91 7.72 0.51 13.30 3.63 1.71 1.59
Utility-based 3.85 7.73 0.50 13.54 3.57 1.65 1.55

Benchmark 1.54 10.28 0.15 38.38 0.00 0.00 0.00

Panel C: γ = 10

Combination method Excess ret. Vol. Sharpe ratio Max. DD. ∆CER R2
OOS CRPSD

Equal weight 2.61 4.97 0.53 9.58 1.96 1.64 1.58
Diversity-based 2.59 5.10 0.51 9.69 1.88 1.58 1.38
DMSPE 2.62 4.92 0.53 9.60 1.99 1.80 1.69
CRPS-based 2.59 4.95 0.52 9.59 1.95 1.70 1.59
Utility-based 2.61 4.97 0.52 9.58 1.95 1.64 1.55

Benchmark 0.76 5.17 0.15 20.53 0.00 0.00 0.00
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Table 3.6: Performance statistics for the combined state variables
with and without short-sale and leverage constraints
over the 2001-2015 out-of-sample period.

Panel A: 0 ≤ wt ≤ 1

Combination method Excess ret. Vol. Sharpe ratio Max. DD. ∆CER R2
OOS CRPSD

Equal weight 3.84 7.73 0.50 13.54 3.55 1.64 1.58
Diversity-based 3.93 7.79 0.50 13.95 3.61 1.58 1.38
DMSPE 3.97 7.71 0.51 13.25 3.69 1.80 1.69
CRPS-based 3.91 7.72 0.51 13.30 3.63 1.71 1.59
Utility-based 3.85 7.73 0.50 13.54 3.57 1.65 1.55

Benchmark 1.54 10.28 0.15 38.38 0.00 0.00 0.00

Panel B: No short-sale or leverage constraints

Combination method Excess ret. Vol. Sharpe ratio Max. DD. ∆CER R2
OOS CRPSD

Equal weight 5.15 9.85 0.52 18.22 3.87 1.64 1.58
Diversity-based 5.14 10.05 0.51 18.42 3.75 1.58 1.38
DMSPE 5.23 9.85 0.53 18.25 3.94 1.80 1.69
CRPS-based 5.19 9.85 0.53 18.25 3.91 1.71 1.59
Utility-based 5.18 9.87 0.53 18.31 3.89 1.65 1.55

Benchmark 1.54 10.28 0.15 38.38 0.00 0.00 0.00

Panel C: Stock weights

With constraints Without constraints

Combination method Min. Average Max. Min. Average Max.

Equal weight 0 0.62 1 -0.25 0.74 1.73
Diversity-based 0 0.62 1 -0.22 0.76 1.76
DMSPE 0 0.61 1 -0.33 0.72 1.72
CRPS-based 0 0.61 1 -0.28 0.73 1.74
Utility-based 0 0.62 1 -0.26 0.74 1.74

Benchmark 0.46 0.67 0.78 0.46 0.67 0.78
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Table 3.7: Performance statistics for the combined state variables
and the alternative benchmarks over the 2001-2015 out-
of-sample period.

Model Excess ret. Vol. Sharpe ratio Max. DD. ∆CER MCS rank. MCS p-val.

Equal weight 4.03 7.71 0.52 13.32 3.58 8 0.1104
Diversity-based 4.07 7.77 0.52 13.76 3.70 3 0.9992
DMSPE 4.17 7.69 0.54 13.14 3.72 1 1
CRPS-based 4.09 7.71 0.53 13.19 3.64 5 0.1104
Utility-based 4.03 7.72 0.52 13.32 3.58 7 0.1104

Turbulence - bin. 4.89 12.70 0.39 35.31 2.00 9 0.1104
Abs. Ratio - bin. 5.22 8.77 0.59 17.03 3.66 4 0.9992
Fin. Stress - bin. 3.94 10.74 0.37 43.33 1.36 10 0.1104
Stock Mom. - bin. 4.52 8.93 0.51 17.45 3.71 2 0.9992
EW risk-based 4.64 8.96 0.52 18.62 3.46 6 0.1104

S&P 500 B&H 3.24 14.89 0.22 52.56 -2.23 11 0.1104
60/40 portfolio 1.94 8.92 0.22 34.89 0.66 12 0.1104
EW univar. regr. 0.58 10.28 0.06 39.57 -1.84 15 0.1104
Multivar. regr. 1.99 12.56 0.16 45.05 -1.81 13 0.1104

Benchmark (PM) 1.97 10.18 0.19 38.38 0.00 14 0.1104
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